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Grading
Logistics

• Homework: Comprise a mixture of written and coding 
questions.

• Project: Students will complete a final project that focuses on 
exploring in depth a specific application of their choice.

• Scribe notes: Each student will be assigned one lecture to act as 
scribe and prepare notes to share with the rest of the class one 
week after the lecture.

• In-class participation: Poll Everywhere

30% Homework

40% Project

20% Scribe notes

10% In-class 
participation



Deadlines
Logistics

Homeworks 
• Homework 1:

• Due 2/05/2026

• Homework 2:
• Due 2/26/2026

• Homework 3:
• Due 3/26/2026

Citations

Project Milestones 
• Initial Pitch:

• Due 1/22/202

• Proposal:
• Due 2/12/2026

• Midpoint check-in:
• Due 3/12/2026

• Final Report and Presentation
• Due 4/21/2026



Policy on Use of AI for Homeworks
All written words in your homework and project reports should be written by yourself, 
without the use of AI.

You may use AI to learn more about the subject material of the class and to help you write 
code. However, you must explain your AI usage in your homework submission.

See syllabus for more details.



What goes into building and deploying an LLM for a real-world application?
Class Goals

Students who successfully complete this course will be able to:
• Determine the best LLM tools for whatever applications are thrown at them
• Understand how these tools are implemented and feel confident in making 

modifications to these implementations
• Read and comprehend recent, academic papers on customizing LLMs for different 

applications
• Contextualize recent LLM advancements in the prior developments that got us here



survey



prehistory of language models



Introduction

• Modern large language models emerged from the convergence of multiple research traditions: 
information theory and statistical NLP, deep learning and representation learning, reinforcement 
learning, and NLP applications.

• Many of the key building blocks have existed for decades; what changed was their integration into a 
single scalable training-and-inference stack.

• Web-scale data, specialized hardware, and distributed systems turned language modeling from a 
niche component (e.g., MT/ASR/IR) into a general-purpose foundation for applications.

• The central technical through-line is simple: optimize next-token prediction at scale, then add 
retrieval and control layers to make the model useful, grounded, and steerable.



1. information theory



Information theory

• Bell Labs. AT&T’s premier research institution, driven 
to understand the fundamental limits of telephone 
transmission.

• Claude Shannon.  Joined Bell Labs in 1941 to work on 
fire-control systems and cryptography during WWII. 
In 1948, published "A Mathematical Theory of 
Communication," introducing the bit, entropy, and 
channel capacity—the foundation of information 
theory.

Nokia Bell Labs



Noisy Channel (1948)

• Shannon wanted to answer a fundamental question: what is the maximum rate at which information can be reliably 
sent over a noisy channel?

• Shannon's Communication Model. Information source → transmitter → noisy channel → receiver → destination. 

• Every channel has a maximum rate for reliable transmission. Below capacity, error-free communication is possible; 
above it, errors are unavoidable.

• Shannon defined information entropy. Language provided a convenient testbed for estimating it empirically.

Information theory

C. E. Shannon. A mathematical theory of communication. The Bell System Technical Journal, 27(3):379-423, 1948.

MATHEMATICAL THEON}" OF COJIMFNICATION 381

severalvariables-incolor television the messageconsistsof threefunctions
1(x, y, z), g(x, )I, I), Ir(x, )I, t) defined in a three-dimensionalcontinuum-
we may also think of thesethree functions as componentsof a vector field
defined in theregion-similarly, severalblack and white television sources
would produce "messages"consisting of a number of functions of three
variables; (f) Various combinationsalso occur, forexample in television
with an associatedaudio channel.

2. A transmitterwhich operateson the message in some way toproducea
signal suitablefor transmissionover thechannel. In telephonythis opera-
tion consists merely ofchangingsoundpressureinto aproportionalelectrical
current. In telegraphywe have an encodingoperationwhich producesa
sequence ofdots, dashes and spaces on thechannelcorrespondingto the
message. In amultiplex PCM systemthe different speechfunctionsmust
be sampled,compressed,quantized and encoded, and finallyinterleaved

INFORMATION
SOURCE TRANSMITTER

SIGNAL RECEIVED
SIGNAL

RECEIVER DESTINATION

MESSAGE MESSAGE

NOISE
SOURCE

Fig. I-SchematicdiagramIIi a generalcommunicationsystem.

properly to construct the signal. Vocoder systems, television, and fre-
quencymodulationare otherexamples of complexoperationsappliedto the
message toobtain the signal.

3. The channel is merely themedium used to transmit the signal from
transmitterto receiver. It may be apair of wires, a coaxial cable, abandof
radio frequencies. a beam of light , etc

-t. The receiverordinarily performsthe inverseoperationof that done by
the transmitter,reconstructingthe message from the signal.

S. The des/ilia/ionis the person (or thing) for whom the message is in-
tended.

\Ve wish to considercertain generalproblemsinvolving communication
systems. To do this it is first necessary torepresentthe variouselements
involved as mathematicalentities, suitably idealized from their physical
counterparts. We may roughly classifycommunicationsystemsinto three
main categories:discrete,continuousand mixed. By adiscretesystemwe
will meanone in which both the message andthe signal are a sequence of

Authorized licensed use limited to: Carnegie Mellon University Libraries. Downloaded on July 09,2025 at 15:46:58 UTC from IEEE Xplore.  Restrictions apply. 

Shannon’s schematic diagram for a general communication system [Shannon 1948].



The Shannon Game (1951)
Information theory

• Shannon defined entropy as the measure of information—the average 
uncertainty in a message. How do you estimate the entropy of something 
as complex as English?

• Setup: A subject guesses a text passage letter by letter (including spaces = 
27 symbols). After each guess, they're told if they're correct; if wrong, 
they're given the correct letter. They see all revealed text so far.

• Humans exploit statistical redundancy in language. The "reduced text" 
(just the mistakes) contains the same information as the original: an 
identical predictor could reconstruct the full text from the errors alone.

• This is exactly next-token prediction. Shannon showed that modeling 
language = predicting language, and that prediction quality directly 
measures entropy.

C. E. Shannon. Prediction and entropy of printed english. Bell System Technical Journal, 30(1):50-64, 1951.

A dash means guessed correctly; a letter means that letter was revealed after a wrong guess.



Noisy channel model
Information theory

MESSAGE

USER TRANSMITTER RECEIVER TEXT

MESSAGESIGNAL
RECEIVED 
SIGNAL

NOISE SOURCE

C. E. Shannon. A mathematical theory of communication. The Bell System Technical Journal, 27(3):379-423, 1948.

“given the received signal, what was 
the message?”



Noisy channel model for speech-to-text
Information theory

MESSAGE

USER TRANSMITTER RECEIVER TEXT

MESSAGESIGNAL
RECEIVED 
SIGNAL

NOISE SOURCE

C. E. Shannon. A mathematical theory of communication. The Bell System Technical Journal, 27(3):379-423, 1948.

“given an audio recording of 
someone talking, what were the 
words of their message?”



Noisy channel model for spelling correction
Information theory

INTENDED 
WORD

USER TRANSMITTER RECEIVER TEXT

INTENDED 
WORD

ENCODED 
WORD

MISSPELLED 
WORD

NOISE SOURCE

Mark D. Kernighan, Kenneth W. Church, and William A. Gale. A spelling correction program based on a noisy channel model. In COLING 1990 volume 2: papers presented to the 13th international 
conference on computational linguistics, 1990.

“given a misspelled word, what was 
the intended word?”



Noisy channel model for translation
Information theory

SPANISH 
SENTENCE

USER TRANSMITTER RECEIVER TEXT

SPANISH 
SENTENCE

ENCODED 
SENTENCE

ENGLISH 
SENTENCE

NOISE SOURCE

Peter F. Brown, John Cocke, Stephen A. Della Pietra, Vincent J. Della Pietra, Fredrick Jelinek, John D. Lafferty, Robert L. Mercer, and Paul S. Roossin. A statistical approach to machine translation. 
Computational Linguistics, 16(2):79--85, 1990.

“given an english sentence, what 
was the spanish sentence?”



Noisy channel model for question answering
Information theory

ANSWER

USER TRANSMITTER RECEIVER TEXT

ANSWER
ENCODED 
ANSWER

QUESTION

NOISE SOURCE

Abdessamad Echihabi and Daniel Marcu. A noisy-channel approach to question answering. In Proceedings of the 41st annual meeting of the association for computational linguistics, 16--23, Sapporo, 
Japan, July 2003. , Association for Computational Linguistics.

“given a question, what is the 
answer?”



Noisy channel model
Information theory
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Noisy channel model
Information theory
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n-gram models of language
Statistical Language Models
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Name a problem with statistical 
language models.



Curse of Dimensionality

Word sequences are extremely high dimensional.

A word sequence on which the model will be tested is likely to be different from all the word 
sequences seen during training



2. neural networks



Neural networks

• McCulloch and Pitts laid the theoretical groundwork in 1943 by showing how neurons could be 
modeled as simple logical units, establishing that networks of such units could, in principle, 
compute anything

• Frank Rosenblatt's Perceptron generated enormous excitement in the late 1950s as a learning 
machine that could be trained to recognize patterns, prompting bold predictions about thinking 
machines

• Arthur Samuel's checkers program demonstrated that machines could improve through experience, 
playing thousands of games against itself and eventually beating skilled human players

• The field revived dramatically when Rumelhart, Hinton, and Williams showed in 1986 that 
backpropagation could train multi-layer networks

Warren S. McCulloch and Walter Pitts. A logical calculus of the ideas immanent in nervous activity. The bulletin of mathematical biophysics, 5(4):115--133, 1943.
Frank Rosenblatt. The perceptron: a probabilistic model for information storage and organization in the brain.. Psychol Rev, 65(6):386--408, Nov 1958.
A. L. Samuel. Some studies in machine learning using the game of checkers. IBM Journal of Research and Development, 3(3):210-229, 1959.
David E. Rumelhart, Geoffrey E. Hinton, and Ronald J. Williams. Learning representations by back-propagating errors. Nature, 323(6088):533--536, 1986.



1990s
Neural networks

• Elman developed recurrent neural networks that could process 
sequences, introducing the idea of hidden states that carry 
information forward through time

• Hochreiter and Schmidhuber invented Long Short-Term 
Memory networks to solve the vanishing gradient problem, 
enabling networks to learn dependencies across long sequences 
of text

• LeCun et al. refined backpropagation and convolutional 
architectures through the 1990s, establishing training 
techniques and architectural patterns that would scale to much 
larger models 

Jeffrey L. Elman. Finding structure in time. Cognitive Science, 14(2):179-211, 1990.
Sepp Hochreiter and Jürgen Schmidhuber. Long short-term memory. Neural Computation, 9(8):1735-1780, 1997.
Y. Lecun, L. Bottou, Y. Bengio, and P. Haffner. Gradient-based learning applied to document recognition. Proceedings of the IEEE, 86(11):2278-2324, 1998.

LeNet architecture [Lecun et al. 1998]



“A Neural Probabilistic Language Model” (2003)
Neural Language Models

• Key goal:
• Suppose “The cat ate tuna for dinner.” is high likelihood according to the training data.

• “The kitty consumed fish for supper” should also be high likelihood even if it never occurs in the training data.

Bengio, Yoshua, et al. "A Neural Probabilistic Language Model." Journal of Machine Learning Research 3.Feb (2003): 1137-1155.



“A Neural Probabilistic Language Model” (2003)
Neural Language Models

Bengio, Yoshua, et al. "A Neural Probabilistic Language Model." Journal of Machine Learning Research 3.Feb (2003): 1137-1155.



“A Neural Probabilistic Language Model” (2003)
Neural Language Models

Bengio, Yoshua, et al. "A Neural Probabilistic Language Model." Journal of Machine Learning Research 3.Feb (2003): 1137-1155.



2003-2017

Highlights of Neural Networks for Language

• Word embeddings
• Word2vec, GLoVe

• Sentence embeddings
• SkipThought vectors, Elmo

• Advancements in recurrent neural networks
• RNNs -> LSTMs -> GRUs

• Neural language models deployed at scale
• Google Neural Machine Translation System
• Facebook DeepText

Citations

https://arxiv.org/abs/1609.08144
https://engineering.fb.com/2016/06/01/core-infra/introducing-deeptext-facebook-s-text-understanding-engine/


Name a problem with word 
embeddings (e.g. word2vec).



Name a problem with recurrent 
neural networks (e.g. LSTMs).



3. reinforcement learning



Reinforcement learning

• Klopf 's critique: By late 1970s, ML had narrowed to supervised learning (pattern matching with 
labels). Missing: the hedonic drive to achieve goals, not just match targets.

• The hedonistic neuron (1982): Neurons aren't homeostats (maintaining equilibrium)—they're 
heterostats (maximizing reward). Intelligence is about optimizing, not stabilizing.

• Sutton & Barto's formalization: Evaluative feedback ("that was good/bad") vs. instructive feedback 
("you should have done X"). "The world doesn't tell you what to do; you learn from experience."

• Pole-balancing demo (1983): Actor-critic architecture—ASE chooses actions, ACE learns to predict 
future reward, converting sparse failure signals into dense internal signal.

A. Harry Klopf. The hedonistic neuron: a theory of memory, learning, and intelligence. Hemisphere Publishing Corporation, 1982.
Andrew G. Barto, Richard S. Sutton, and Charles W. Anderson. Neuronlike adaptive elements that can solve difficult learning control problems. IEEE Transactions on Systems, Man, and Cybernetics, 
SMC-13(5):834-846, 1983.



Reinforcement learning

• Instead of adopting a (static) supervised learning 
paradigm, reinforcement learning considers an agent 
taking actions in a dynamic environment and observing 
rewards. 

• Agent interacts with the environment to (a) explore, 
gathering information about how to act, and (b) exploit, 
using information to make rewarding decisions.

• How an agent uses information can be implemented using 
machine learning and optimization techniques. 

Richard S. Sutton and Andrew G. Barto. Reinforcement learning: an introduction. MIT Press, 2020.

The agent–environment interaction in a Markov decision process. [Sutton and Barto 2020]



Dialogue management
Reinforcement learning

• Hand-designed dialogue policies are costly to iterate and explore limited 
options. RL enables automatic optimization over 2^42 policies from user 
interaction data.

• MDP Formulation:

• States (62): Dialogue context—current attribute, ASR confidence, value status, retries, 
grammar, history

• Actions (42 choice-states): Initiative type (system/user/mixed) + confirmation strategy 
(explicit/none)

• Rewards: Binary task completion (+1 exact match, -1 otherwise)

• Task completion of 52-64%. Outperformed hand-designed baselines. 
Discovered non-obvious strategy: start user initiative, back off to mixed/
system when reasking, with attribute-specific confirmation thresholds.

Satinder Singh, Diane Litman, Michael Kearns, and Marilyn Walker. Optimizing dialogue management with reinforcement learning: experiments with the njfun system. J. Artif. Int. Res., 16(1):105–133, 
February 2002.

A dialogue system viewed as an MDP. [Singh et al.  2002]
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Abstracted dialogue system. [Singh et al.  2002]



Recommendation and scaling RL
Reinforcement learning

• Yahoo! news recommendation (2007-2012): Personalized article selection 
as a contextual bandit problem, single step RL. 

• User features as context, articles as arms, clicks as rewards. Deployed at web scale 
with LinUCB algorithm.

• Extended exploration-exploitation tradeoffs to high-dimensional feature spaces. 
Enabled real-time learning from millions of user interactions per day.

• Simplified RL (no long-term planning, immediate rewards) made 
deployment practical. Bandits demonstrated RL could work in 
production systems with massive state spaces and real-world noise.

• Shifted recommendation systems from offline supervised learning to 
online learning with exploration. A/B testing became adaptive 
experimentation. Established RL as viable for consumer-facing products.

Sandeep Pandey, Deepak Agarwal, Deepayan Chakrabarti, and Vanja Josifovski. Bandits for taxonomies: a model-based approach. In SDM, 2007. 
Lihong Li, Wei Chu, John Langford, and Robert E. Schapire. A contextual-bandit approach to personalized news article recommendation. In Proceedings of the world wide web conference, 2010. 
Miroslav Dudik, John Langford, and Lihong Li. Doubly robust policy evaluation and learning. In Proceedings of the 28th international conference on machine learning, icml 2011, 1097-1104, 2011.

Figure 1: A snapshot of the ÒFeaturedÓ tab in the Today Mod-
ule on Yahoo! Front Page. By default, the article at F1 position
is highlighted at the story position.

user can click on the highlighted article at the story position to read
more details if she is interested in the article. The event is recorded
as a story click. To draw visitorsÕ attention, we would like to rank
available articles according to individual interests, and highlight the
most attractive article for each visitor at the story position.

5.2 Experiment Setup
This subsection gives a detailed description of our experimental

setup, including data collection, feature construction, performance
evaluation, and competing algorithms.

5.2.1 Data Collection
We collected events from a random bucket in May 2009. Users

were randomly selected to the bucket with a certain probability per
visiting view.3 In this bucket, articles were randomly selected from
the article pool to serve users. To avoid exposure bias at footer
positions, we only focused on usersÕ interactions with F1 articles
at the story position. Each user interactioneventconsists of three
components: (i) the random article chosen to serve the user, (ii)
user/article information, and (iii) whether the user clicks on the ar-
ticle at the story position. Section 4 shows these random events can
be used to reliably evaluate a bandit algorithmÕs expected payoff.

There were about4.7 million events in the random bucket on
May 01. We used this dayÕs events (called Òtuning dataÓ) for model
validation to decide the optimal parameter for each competing ban-
dit algorithm. Then we ran these algorithms with tuned parameters
on a one-week event set (called Òevaluation dataÓ) in the random
bucket from May 03Ð09, which contained about36 million events.

5.2.2 Feature Construction
We now describe the user/article features constructed for our ex-

periments. Two sets of features for the disjoint and hybrid models,
respectively, were used to test the two forms ofLinUCB in Sec-
tion 3 and to verify our conjecture that hybrid models can improve
learning speed.

We start with raw user features that were selected by ÒsupportÓ.
The support of a feature is the fraction of users having that feature.
To reduce noise in the data, we only selected features with high
support. SpeciÞcally, we used a feature when its support is at least
0.1. Then, each user was originally represented by a raw feature
vector of over1000categorical components, which include: (i) de-
mographic information: gender (2 classes) and age discretized into
10 segments; (ii) geographic features: about200 metropolitan lo-
cations worldwide and U.S. states; and (iii) behavioral categories:
3We call it view-based randomization. After refreshing her
browser, the user may not fall into the random bucket again.

about1000 binary categories that summarize the userÕs consump-
tion history within Yahoo! properties. Other than these features, no
other information was used to identify a user.

Similarly, each article was represented by a raw feature vector of
about100 categorical features constructed in the same way. These
features include: (i) URL categories: tens of classes inferred from
the URL of the article resource; and (ii) editor categories: tens of
topics tagged by human editors to summarize the article content.

We followed a previous procedure [12] to encode categorical
user/article features as binaryvectors and then normalize each fea-
ture vector to unit length. We also augmented each feature vector
with a constant feature of value1. Now each article and user was
represented by a feature vector of83and1193entries, respectively.

To further reduce dimensionality and capturenonlinearity in
these raw features, we carried out conjoint analysis based on ran-
dom exploration data collected in September 2008. Following a
previous approach to dimensionality reduction [13], we projected
user features onto article categories and then clustered users with
similar preferences into groups. More speciÞcally:

¥ We Þrst used logistic regression (LR) to Þt a bilinear model
for click probability given raw user/article features so that
!!! !

u W !!! a approximated the probability that the useru clicks
on articlea, where!!! u and!!! a were the corresponding feature
vectors, andW was a weight matrix optimized by LR.

¥ Raw user features were then projected onto an induced space

by computing""" u
def= !!! !

u W . Here, thei th component in""" u

for useru may be interpreted as the degree to which the user
likes thei th category of articles. K-means was applied to
group users in the induced""" u space into5 clusters.

¥ The Þnal user feature was a six-vector: Þve entries corre-
sponded to membership of that user in these5 clusters (com-
puted with a Gaussian kernel and then normalized so that
they sum up to unity), and the sixth was a constant feature1.

At trial t , each articlea has a separate six-dimensional featurex t,a

that is exactly the six-dimensional feature constructed as above for
userut . Since these article features do not overlap, they are for
disjoint linear models deÞned in Section 3.

For each articlea, we performed the same dimensionality reduc-
tion to obtain a six-dimensional article feature (including a constant
1 feature). Its outer product with a user feature gave6 ! 6 = 36
features, denotedzt,a " R36 , that corresponded to the shared fea-
tures in Eq. (6), and thus(zt,a , x t,a ) could be used in the hybrid
linear model. Note the featureszt,a contains user-article interac-
tion information, whilex t,a contains user information only.

Here, we intentionally used Þve users (and articles) groups,
which has been shown to be representative in segmentation anal-
ysis [13]. Another reason for using a relatively small feature space
is that, in online services, storing and retrieving large amounts of
user/article information will be too expensive to be practical.

5.3 Compared Algorithms
The algorithms empirically evaluated in our experiments can be

categorized into three groups:
I. Algorithms that make no use of features.These correspond to
the context-freeK -armed bandit algorithms that ignore all contexts
(i.e., user/article information).

¥ random: A random policy always chooses one of the candi-
date articles from the pool withequal probability. This algo-
rithm requires no parameters and does not ÒlearnÓ over time.

¥ #-greedy: As described in Section 2.2, it estimates each arti-
cleÕs CTR; then it chooses a random article with probability
#, and chooses the article of the highest CTR estimate with
probability1 # #. The only parameter of this policy is#.
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snapshot of the “Featured” tab in the Today Module on Yahoo! Front Page. [Li  et al.  2010]



Neural network as a function approximation
Reinforcement learning

• Convolutional neural networks as Q-function approximators, 
learning directly from raw pixels. Single architecture mastered 49 
different games from the same algorithm.

• Combined Q-learning (Watkins 1989) with deep CNNs, experience replay 
(Lin 1992), and target networks. Solved the deadly triad—function 
approximation, bootstrapping, and off-policy learning could now coexist.

• Hedonistic neuron's reward maximization, evaluative feedback 
from experience, and actor-critic separation (here: ε-greedy policy 
+ learned Q-function). Scaled what Sutton & Barto formalized.

• Proved end-to-end learning was possible—no hand-crafted 
features, no domain-specific engineering. RL + deep learning 
became inseparable. Launched modern deep RL era.

difficult and engaging for human players. We used the same network
architecture, hyperparameter values (see Extended Data Table 1) and
learningprocedure throughoutÑtakinghigh-dimensionaldata (210| 160
colour video at 60 Hz) as inputÑto demonstrate that our approach
robustly learns successful policies over a variety of games based solely
onsensory inputswithonlyveryminimalpriorknowledge(that is,merely
the input data were visual images, and the number of actions available
in each game, but not their correspondences; see Methods). Notably,
our method was able to train large neural networks using a reinforce-
ment learningsignalandstochasticgradientdescent inastablemannerÑ
illustrated by the temporal evolution of two indices of learning (the
agentÕs average score-per-episode and average predicted Q-values; see
Fig. 2 and Supplementary Discussion for details).

We compared DQN with the best performing methods from the
reinforcement learning literature on the 49 games where results were
available12,15. In addition to the learned agents, we also report scores for
a professional human games testerplayingunder controlled conditions
and a policy that selects actions uniformly at random (Extended Data
Table 2 and Fig. 3, denoted by 100% (human) and 0% (random) ony
axis; see Methods). Our DQN method outperforms the best existing
reinforcement learning methods on 43 of the games without incorpo-
rating any of the additional prior knowledge about Atari 2600 games
used by other approaches (for example, refs 12, 15). Furthermore, our
DQN agent performed at a level that was comparable to that of a pro-
fessional human games testeracross the setof49games, achieving more
than 75% of the human score on more than half of the games(29 games;

Convolution Convolution Fully connected Fully connected

No input

Figure 1 | Schematic illustration of the convolutional neural network.The
details of the architecture are explained in the Methods. The input to the neural
network consists of an 843 843 4 image produced by the preprocessing
mapw, followed by three convolutional layers (note: snaking blue line

symbolizes sliding of each filter across input image) and two fully connected
layers with a single output for each valid action. Each hidden layer is followed
by a rectifier nonlinearity (that is, max 0,x! " ).
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Figure 2 | Training curves tracking the agentÕs average score and average
predicted action-value. a, Each point is the average score achieved per episode
after the agent is run withe-greedy policy (e5 0.05) for 520 k frames on Space
Invaders.b, Average score achieved per episode for Seaquest.c, Average
predicted action-value on a held-out set of states on Space Invaders. Each point

on the curve is the average of the action-value Q computed over the held-out
set of states. Note that Q-values are scaled due to clipping of rewards (see
Methods).d, Average predicted action-value on Seaquest. See Supplementary
Discussion for details.
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Deep RL architecture [Mnih et al. 2015]

Volodymyr Mnih, Koray Kavukcuoglu, David Silver, Andrei A. Rusu, Joel Veness, Marc G. Bellemare, Alex Graves, Martin Riedmiller, Andreas K. Fidjeland, Georg Ostrovski, Stig Petersen, Charles Beattie, Amir 
Sadik, Ioannis Antonoglou, Helen King, Dharshan Kumaran, Daan Wierstra, Shane Legg, and Demis Hassabis. Human-level control through deep reinforcement learning. Nature, 518(7540):529--533, 02 2015.



4. data



Data

• Statistical and machine learning approaches thrive on data.  A parallel history of accessible datasets 
also set the stage for LLMs.

• Early Days (1960s-1990s). Hundreds to thousands of sentences. Brown Corpus (1961): ~1M words, a 
landmark that remained standard for decades. Heavy feature engineering necessary due to limited 
data.

• The LDC Era (1990s-2000s). Penn Treebank, TIMIT, parallel corpora. Scale: millions of words with 
quality annotation. Predominantly English with limited expansion to major languages.

• News and Gigaword (2000s). Reuters, Gigaword: billions of words of newswire text. Enabled larger-
scale language modeling but limited diversity, formal, journalistic English dominated.



Data

• The Web Era (2000s-2010s). Common Crawl, Wikipedia: 
trillions of words across diverse genres and topics. Hundreds 
of languages included, though English-dominated. Quality 
highly variable = new challenges with noise and bias.

• Modern Era (2020s). Hundreds of billions to trillions of 
tokens. Multimodal (text, images, code) and multi-domain. 
Focus shifted from quantity to curation, filtering, and 
addressing representation gaps for low-resource languages.

multiplicative weight-update algorithms 
(Golding and Roth, 1998), latent semantic 
analysis (Jones and Martin, 1997), 
transformation-based learning (Mangu and 
Brill, 1997), differential grammars (Powers, 
1997), decision lists (Yarowsky, 1994), and a 
variety of Bayesian classifiers (Gale et al., 
1993, Golding, 1995, Golding and Schabes, 
1996).  In all of these approaches, the problem 
is formulated as follows:  Given a specific 
confusion set (e.g. {to,two,too}), all 
occurrences of confusion set members in the 
test set are replaced by a marker;  everywhere 
the system sees this marker, it must decide 
which member of the confusion set to choose.   
 Confusion set disambiguation is one 
of a class of natural language problems 
involving disambiguation from a relatively 
small set of alternatives based upon the string 
context in which the ambiguity site appears.  
Other such problems include word sense 
disambiguation, part of speech tagging and 
some formulations of phrasal chunking.  One 
advantageous aspect of confusion set 
disambiguation, which allows us to study the 
effects of large data sets on performance, is 
that labeled training data is essentially free, 
since the correct answer is surface apparent in 
any collection of reasonably well-edited text.  
 

3 Learning Curve Experiments 

This work was partially motivated by the 
desire to develop an improved grammar 
checker.  Given a fixed amount of time, we 
considered what would be the most effective 
way to focus our efforts in order to attain the 
greatest performance improvement.  Some 
possibilities included modifying standard 
learning algorithms, exploring new learning 
techniques, and using more sophisticated 
features.  Before exploring these somewhat 
expensive paths, we decided to first see what 
happened if we simply trained an existing 
method with much more data.  This led to the 
exploration of learning curves for various 
machine learning algorithms: winnow1, 
perceptron, na•ve Bayes, and a very simple 
memory-based learner.  For the first three 

                                                                 
1 Thanks to Dan Roth for making both Winnow and 
Perceptron available. 

learners, we used the standard collection of 
features employed for this problem: the set of 
words within a window of the target word, 
and collocations containing words and/or parts 
of speech.  The memory-based learner used 
only the word before and word after as 
features. 
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Figure 1. Learning Curves for Confusion Set 

Disambiguation 

 
 We collected a 1-billion-word training 
corpus from a variety of English texts, 
including news articles, scientific abstracts, 
government transcripts, literature and other 
varied forms of prose.  This training corpus is 
three orders of magnitude greater than the 
largest training corpus previously used for this 
problem.  We used 1 million words of Wall 
Street Journal text as our test set, and no data 
from the Wall Street Journal was used when 
constructing the training corpus. Each learner 
was trained at several cutoff points in the 
training corpus, i.e. the first one million 
words, the first five million words, and so on, 
until all one billion words were used for 
training. In order to avoid training biases that 
may result from merely concatenating the 
different data sources to form a larger training 
corpus, we constructed each consecutive 
training corpus by probabilistically sampling 
sentences from the different sources weighted 
by the size of each source. 
 In Figure 1, we show learning curves 
for each learner, up to one billion words of 

disambiguation performance versus data. [Banko and Brill 2002]

Michele Banko and Eric Brill. Scaling to very very large corpora for natural language disambiguation. In Proceedings of the 39th annual meeting of the association for computational linguistics, 2001.
A. Halevy, P. Norvig, and F. Pereira. The unreasonable effectiveness of data. IEEE Intelligent Systems, 24(2):8-12, March 2009.



5. funding



Role of the government funding

• World War II. Military need for code-breaking and machine translation spurred early computer 
science and AI research.

• Scholarship. Science and research leveraged for Cold War initiatives.  Machine translation to make 
non-English research publications assessable; information retrieval to support large research  
corpora. 

• Intelligence.  Intelligence Advanced Research Projects Activity (IARPA) funds NLP for intelligence 
applications; NIST standardized evaluations (Message Understanding Conferences, ACE); TREC 
benchmarks drove information retrieval and question-answering research.



Role of the government funding

“At first thought it may seem curious that it was a Bell Telephone Laboratories group which came 
forward with new ideas and techniques to apply to the [anti-aircraft] problems. But for two reasons 
this was natural. First, this group not only had long and highly expert experience with a wide variety 
of electrical techniques. Second, there are surprisingly close and valid analogies between the fire 
control prediction problem and certain basic problems in communications engineering.”

—Warren Weaver, former head of research on control systems at the National Defense Research Committee, 1945

D.A. Mindell. Automation's finest hour: bell labs and automatic control in world war ii. IEEE Control Systems Magazine, 15(6):72-, 1995.



Role of the government funding

“Charles Wayne, starting a new speech-recognition program at DARPA in 1986, adopted the idea of 
quantitative comparison of alternative algorithms on a fixed task. In the context of this program, the 
formal quantitative competition was not only among algorithms but among research groups, with all 
the sites involved in the project sharing a predefined automatic evaluation metric and a body of 
material for training and testing…As a result of this demonstrated success, DARPA’s investment in 
Human Language Technology continued, and grew to include text retrieval, information extraction, 
topic detection and tracking, summarization, machine translation, and many other problems.”

Mark Liberman. Obituary: fred jelinek. Computational Linguistics, 36(4):595--599, December 2010.



Role of the government funding

“IR tools are ubiquitous today, but in the early 1990s IR as a field was relatively immature with 
limited ongoing research. Around that time, Donna Harman, a NIST IR researcher, was assisting the 
Defense Advanced Research Projects Agency (DARPA) with its TIPSTER IR research program; 
Harman saw an opportunity to radically improve IR research by developing a NIST program that 
would leverage TIPSTER’s accomplishments to provide new data and standard evaluation 
methodologies to IR researchers and create an objective competition among IR system creators…

[F]or every $1 that NIST and its partners invested in TREC, at least $3.35 to $5.07 in benefits accrued 
to IR researchers. The internal rate of return (IRR) was estimated to be over 250% for extrapolated 
benefits and over 130% for unextrapolated benefits.”

Brent R. Rowe, Dallas W. Wood, Albert N. Link, and Diglio A. Simoni. Economic impact assessment of nist's text retrieval conference (trec) program. Technical report Project Number 0211875, RTI 
International, Research Triangle Park, NC, July 2010.



Role of the government funding

“The Image Group conducted research for nearly a decade in areas of Optical Character Recognition 
(OCR) over the period of 1989 through 1998. Much of the focus at that time was on Hand Print 
Recognition from forms, which also included elements of Document Image Understanding. The 
Image Group's work in this area was in partnership with the IRS and the Bureau of Census, having 
direct impact and support to tax modernization efforts and the 1990 and 2000 decennial censuses. 
Advances in OCR were spurred on over this period as a result of increasing computation power of 
computers and from break-throughs in new generations of neural network and machine learning 
algorithms.”

NIST Optical Character Recognition (OCR) homepage (Legacy), 2016.



convergence



Convergence

• Although each thread of this history can be seen independently, they also interacted

• data + deep neural networks + information theory → semantic representation learning (neural probabilistic language 
model)

• deep neural networks + RL → deep RL (Atari, AlphaGo, etc.)

• data + (simple) RL → contextual bandits

• Large language models are arose from the convergence of all of these trends.



This course

• The first part of this course will cover contemporary methods that touch on these foundations

• important to understand how these models are designed

• The second part will cover how modern LLMs are integrated into applications.

• important to understand how these models are applied


