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Recap

• Learning: pre-training, fine-tuning 

• Inference: decoding algorithms 

• Today: How do we evaluate how good our system is? 

• How do we choose between two systems?



Recap: Loss-Based Evaluation

• Let  be a language model 

• Let  be a dataset 

• Let  be the loss function 

• Typically  

• Then we can use the training loss, validation loss, or 
test loss to evaluate the model

pθ

𝒟 = {(xi, yi)}n
i=1

ℒ(θ; 𝒟)

−log pθ(y |x)



Recap: Loss-Based Evaluation

Claim: “Llama 33B is better than llama 13B”



Loss isn’t always enough 

Claim: “Llama 33B is better than llama 13B” (?)



Loss isn’t always enough 

Li et al. 2022 (DeepMind): Competition-Level Code Generation with AlphaCode



Loss isn’t always enough

• Loss measures how well the model fits the data 
distribution 

• It does not directly measure how well a model 
performs tasks



Task metrics and downstream evaluation

• Let  denote running an inference algorithm  

• Let  be a task metric (e.g., solve rate) 

• Let  be a distribution over task datasets 

• We want the model to have high expected task 
performance 

 

• Each dataset  represents a “downstream task”, i.e. a 
task that we use the model for downstream of its training

g(pθ, x)

m(y, ̂y) → ℝ

p(D)

𝔼D∼p(D)𝔼x,y∼D𝔼 ̂y∼g(pθ,x)[m(y, ̂y)]

D



How do we evaluate?

• In practice, we use a finite number of evaluation benchmarks. 
Each benchmark typically consists of: 

• A dataset  (sometimes only inputs ) 

• A task metric  (typically ) 

• We want the benchmarks to cover the breadth and depth of 
functionality that we want in our system. 

• For a machine translation system, we want various machine 
translation benchmarks 

• For a language model API, we want benchmarks related to the 
many capabilities that customers want from the API 

D x

m m(y, ̂y)



This lecture

• Intro/evaluation setup 

• Properties of good benchmarks 

• Example benchmarks 

• Example task metrics 

• Can I trust the benchmark score?



Example: Llama 3 paper

• “Key benchmarks” in the Llama 3 paper 



Example: Gemini 3.1 (Feb 2026)



Example: MMLU

• Multiple-choice questions in 57 subjects 

• Model generates A, B, C, or D 

• Metric: exact match; is the answer the same as the one in the dataset 

• m(y, ̂y) = 1[y = ̂y]



Example: HumanEval
• HumanEval: LeetCode-style Python problems 

• Model generates code 

• Metric: execute the code and check whether it passes all test cases  

•
 

•

m(y, ̂y) =
numtests

∏
j=1

1[ ̂y passes test j]

pass@K(y, {y1, …, yK}) = max (m(y, y1), …, m(y, yK))



Example: GSM8k

• Grade school mathematics questions 

• Model generates a chain-of-thought and then an answer 

• Metric: check whether the answer is the same as the one 
in the dataset



Discussion: properties of good 
benchmarks? 

• Breadth/diversity 

• Evaluates all desired input-output functionality

Prompt types from active users [Ni et al 2024]



Discussion: properties of good 
benchmarks? 

• Depth/difficulty 

• Examples are difficult enough to distinguish good and 
bad models.

https://x.com/_jasonwei/status/1889096555254456397



Discussion: properties of good 
benchmarks? 

• Utility 

• Task is a proxy for desired functionality

Why do we need an LLM 
that is good at solving 
math word problems?

Foundation for more complex tasks 
(e.g., financial analysts)

Medium for addressing research questions 
(e.g., Can an AI model reason?)

Useful for real users with similar questions 
(e.g., tutoring high school math)



Discussion: properties of good 
benchmarks? 

• Robustness

GSM-Plus: Robustness to input variations



Discussion: properties of good 
benchmarks? 

• Data contamination

“Temporal split” in miniCTX [Hu et al]

https://www.arxiv.org/pdf/2408.03350


Discussion: properties of good 
benchmarks? 

• Efficient to evaluate 

• Hire an expert human to read a long chat and decide 
if it’s correct 

• Expensive, slow, error prone 

• … 

• Check whether a generated integer answer matches 
the answer in the dataset 

• Cheap, fast, exact, but simplifies the task



Automatically evaluating complex text



• Option 1: word overlap 

• Rouge: Count the word overlap between the prediction & ref. answer 
 
 
 
 
 

• Rouge-1: “exercise”, “health”, “and”, “mood” overlaps -> Precision: 4/5, Recall: 4/6, F1: 0.727 

• Rouge-2: No overlap! -> Precision: 0/5, Recall: 0/6, F1: 0.0 

• Rouge-L: [“exercise”, “mood”] and [“exercise”, “and”] are common subsequences 
-> Precision: 2/5, Recall: 2/6, F1: 0.364

Automatically evaluating complex text

Question: 
What are the benefits of regular exercise?

Prediction (5 words): 
Exercise improves mood and health.

Reference Answer (6 words): 
Regular exercise benefits health and mood.

Is this desirable?

Pros? Cons?Discuss:



Automatically evaluating complex text

• Option 2: use a LLM (“LLM as a judge”) 

• Example:  

• Prompt: “Which output is better, A or B? Think 
carefully.” 

• Then we can compute the win-rate of model A versus 
model B.

z ∼ LLM(x, yA, yB; prompt)

Pros? Cons?Discuss:



Automatically evaluating complex text

• Option 2: use a LLM (“LLM as a judge”)

Pros? Cons?Discuss:



High agreement with humans 
[Zheng et al 2023]



Checklist-based evaluation  
[Lee et al 2025]

• Define criteria  

• Given a response, the LLM judge  
checks whether each criterion is met

c1, …, cN



Automatically evaluating complex text

• Option 3: use humans 

• LMSys Chatbot Arena: ask humans to vote which 
response is better

Pros? Cons?Discuss:



Discussion: properties of good 
benchmarks? 

• Breadth/diversity 

• Depth/difficulty 

• Utility 

• Robustness 

• Data (un-)contamination 

• Efficient evaluation (automatic, low cost)



Discussion: properties of good 
benchmarks? 

• Breadth/diversity 

• Depth/difficulty 

• Utility 

• Robustness 

• Data (un-)contamination 

• Efficient evaluation (automatic, low cost)



● context 
○ industrial settings
○ research platforms (e.g., arXiv)

● evaluators 
○ data scientists
○ machine learning engineers
○ product leadership
○ researchers

● objective 
○ corporate objectives
○ product objectives
○ science

Online measurement: product development

31



Explicit feedback

32



Explicit feedback

33



Why implicit feedback

34

● Explicit feedback disrupts the user experience
○ adds friction to user task completion
○ no clear incentive to provide feedback

● Self-selection bias
○ Users who provide feedback may not be representative of all users

● Goal: find behavioral signals correlated with modeling targets that minimally 
disrupt user experience.
○ historically includes both informal (e.g., clicks as perfect proxies) and formal models (e.g., statistical 

models)
● Implicit feedback is a model of…

○ …unobserved properties
○ …human preferences



Base metrics

● Behavioral metrics are based on logged interaction data
● Select based on relationship to property or delayed reward

○ relationship may require deeper understanding of what metrics mean
● Logging requires system considerations

○ latency
○ responsiveness
○ storage
○ bandwidth

● Consider costs to user
○ bias
○ trust
○ privacy

35



Clicks
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● In web-based technologies, click reflect a user’s choice of 
one item, potentially amongst several competing items
○ most salient in search, recommendation

● natural signal to measure if trying to determine preferences 
between,
○ competing system decisions (e.g., rankings)
○ competing elements of system decisions (e.g., documents)



Click Logging with a Redirect Server
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Click Logging with a Redirect Server
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Click Logging with a Beacon Server
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Click Logging with a Beacon Server
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Clicks are noisy

41

● accidental clicking: need to detect and remove clicks which immediately 
return to the search results page.

● malicious clicking: need to detect and remove clicks from robots trying to 
manipulate the system.

● position bias: need to account for documents at higher positions being 
clicked first.

● presentation bias: need to account for documents or results that are 
visually more attractive.

● ambiguous intent: need to account for clicks representing different query 
intents.



Position bias in rankings

42T Joachims, L Granka, B Pan, H Hembrooke, G Gay. Accurately interpreting clickthrough data as implicit feedback. In 
Proceedings of the 28th annual international acm sigir conference on research and development in information retrieval, 
SIGIR '05, 154--161, New York, NY, USA, 2005.

● User scan behavior starts from the top of the ranked list and moves serially 
downward.

● Documents at the top tend to receive more examinations and clicks.
● Instead of modeling the `click' or `no click', we can model clicks conditioned on 

examination.



Visual attention
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● An item can be unclicked for many reasons
○ off-screen
○ on-screen but clicked on something else first
○ not clickable (e.g., word, summary)

● Need a mechanism to log visual attention
○ eye-tracker
○ built-in camera



Visual attention: Eye tracking
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http://www.tobii.com/group/about/this-is-eye-tracking/



Visual attention: Built-in camera

45N Valliappan, N Dai, E Steinberg, J He, K Rogers, V Ramachandran, P Xu, Mina S, L Guo, K Kohlhoff, V Navalpakkam. 
Accelerating eye movement research via accurate and affordable smartphone eye tracking. Nature Communications, 11(1):4553, 
2020.



Visual attention: eye fixation correlated with cursor position

46Qi Guo and Eugene Agichtein. Ready to buy or just browsing?: detecting web searcher goals from interaction data. In 
Proceedings of the 33rd international acm sigir conference on research and development in information retrieval, SIGIR '10, 
130--137, New York, NY, USA, 2010. , ACM.



Visual attention: eye fixation correlated with cursor position

47Kerry Rodden and Xin Fu. Exploring how mouse movements relate to eye movements on web search results pages. In Kerry 
Rodden, Ian Ruthven, and Ryen W. White, editors, Proceedings of the sigir 2007 workshop on web information seeking and 
interaction, 2007.



How to Log Cursor Movement

48

● Instrument the browser.
● Instrument landing pages (e.g. analytics javascript).
● Instrument the results page (e.g. onmousemove event).



Cursor tracking denser than click tracking

49Jeff Huang, Ryen W. White, and Susan Dumais. No clicks, no problem: using cursor movements to understand and improve 
search. In Proceedings of the 2011 annual conference on human factors in computing systems, 1225--1234, 2011.



Viewport tracking

50Jeff Huang, Ryen W. White, and Susan Dumais. No clicks, no problem: using cursor movements to understand and improve 
search. In Proceedings of the 2011 annual conference on human factors in computing systems, 1225--1234, 2011.


