




















































































https://sites.google.com/g.harvard.edu/cs249-tinyml-2023
contents/frontmatter/foreword.qmd


https://github.com/harvard-edge/cs249r_book/blob/dev/contribute.md
https://github.com/harvard-edge/cs249r_book/issues


https://github.com/harvard-edge/cs249r_book






https://cft.vanderbilt.edu/guides-sub-pages/blooms-taxonomy/
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https://creativecommons.org/licenses/by-nc-sa/4.0
https://creativecommons.org/licenses/by-nc-sa/4.0
https://github.com/harvard-edge/cs249r_book
https://github.com/harvard-edge/cs249r_book
https://github.com/harvard-edge/cs249r_book/discussions


https://mlsysbook.ai




https://www.edx.org/certificates/professional-certificate/harvardx-tiny-machine-learning


https://github.com/harvard-edge/cs249r_book






https://arxiv.org/abs/2502.00341
https://mlsysbook.ai/contents/frontmatter/ai/socratiq.html
https://mlsysbook.ai/?socratiq=true
https://mlsysbook.ai/?socratiq=false


















https://github.com/harvard-edge/cs249r_book/issues
























https://www.youtube.com/watch?v=FwFduRA_L6Q&ab_channel=YannLeCun
https://www.youtube.com/watch?v=FwFduRA_L6Q&ab_channel=YannLeCun
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https://www.microsoft.com/en-us/research/project/farmbeats-iot-agriculture/




https://deepmind.google/technologies/alphafold/


https://alphafold.ebi.ac.uk/


https://waymo.com/
















Gateway

Ultra Low Powered

Devices and Sensors

Intellignet

Device

On Premise

Servers

Cloud

TinyML Cloud AI
Edge AI

Source: ABI Research: TinyML

The Distributed Intelligence Spectrum





Cloud AI

(NVIDIA V100)

Mobile AI

(iPhone 11)

Tiny AI

(STM32F746)
ResNet-50 MobileNetV2

MobileNetV2

(int8)

Memory 16 GB 4 GB 320 kB 7.2 MB 6.8 MB 1.7 MB

Storage TB ∼ PB > 64 GB 1 MB 102 MB 13.6 MB 3.4 MB

4× 3100× gap

1000× 6400× gap



../training/training.qmd


https://blog.google/technology/ai/google-gemini-ai/#scalable-efficient




















https://arxiv.org/pdf/2106.04008.pdf
https://arxiv.org/pdf/2106.04008.pdf
https://arxiv.org/pdf/2106.04008.pdf
https://colab.research.google.com/github/arduino/ArduinoTensorFlowLiteTutorials/blob/master/GestureToEmoji/arduino_TinyML_workshop.ipynb
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Start

Is privacy critical?

Cloud Processing

Allowed

Local Processing

Preferred

No Yes

Layer: Privacy

Is low latency required

(<10 ms)?

Latency Tolerant Tiny or Edge ML

No Yes
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Does the model require

significant compute?
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Layer: Compute Needs
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https://docs.google.com/presentation/d/1Lgrn7bddHYxyrOmk0JfSVmEBimRePqI7WSliUKRPK9E/edit?resourcekey=0-c5JvfDeqHIdV9A5RMAMAyw#slide=id.g94db9f9f78_0_8
https://docs.google.com/presentation/d/1hDCFcOrZ08kZPhY4DA3gVikGUo47HwNyvqNrLW-t-Tg/edit?resourcekey=0-J6ix5AYvZMGbFFOa7ae4Hw#slide=id.g94db9f9f78_0_8
https://docs.google.com/presentation/d/1rnWh9XC6iCKSx_hQd4xq2iIDlpc-GkBQw_GjzlP5mQc/edit#slide=id.g94db9f9f78_0_8
https://docs.google.com/presentation/d/1TApZn9xxPWCRY-D-soJ8YOSsfysnccR5UjOyspzeTuU/edit?resourcekey=0-BRWIyCKPLNQFnIfG0fJJ9A#slide=id.g94db9f9f78_0_8
https://docs.google.com/presentation/d/17wgAfoF24Rcx7uPrbau0c8FyzXIUWbe48qGGBOXXT-g/edit?resourcekey=0-Uv29DvmF7gYzKdOoRtn0vw#slide=id.g94db9f9f78_0_8
https://docs.google.com/presentation/d/1FOUQ9dbe3l_qTa2AnroSbOz0ykuCz5cbTNO77tvFxEs/edit?usp=drive_link
https://docs.google.com/presentation/d/1jwAZz3UOoJTR8PY6Wa34FxijpoDc9gBM/edit?usp=drive_link&ouid=102419556060649178683&rtpof=true&sd=true


https://docs.google.com/presentation/d/1O7bxb36SnexfDI3iE_p0C8JI_VYXAL8cyAx3JKDfeUo/edit?usp=drive_link
https://docs.google.com/presentation/d/1ZUUHtTbKlzeTwVteQMSztscQmdmMxT1A24pBKSys7g0/edit#slide=id.g94db9f9f78_0_2
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https://youtu.be/IHZwWFHWa-w?si=_MpUFVskdVHYztkz
https://youtu.be/Ilg3gGewQ5U?si=YXVP3tm_ZBY9R-Hg




https://youtu.be/tIeHLnjs5U8?si=Uckr8YPwwAZ_UI6t
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https://docs.google.com/presentation/d/16ensKAKBG8DOUHF4f5thTJklVGTadxjm3kPkdoPyabI/edit#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1X92JqVkUY7k6yJXQcT2u83dpdrx5UzGFAJkkDMDfKe0/edit#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1x3xbZHo4VtaZgoXfueCbOGGXuWRYj0nOsKwAAoGsrD0/edit#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1zQwhTwF_plXBPQLxluahpzoQg-VdMyJbctaJxSUncag/edit?usp=drive_link
https://docs.google.com/presentation/d/1jXCAC6IT5f9XFKZbfhJ4p2D5URVTYqgAnkcQR4ALhSk/edit?usp=drive_link&resourcekey=0-K228bxVdwO2w3kr0daV2cw
https://docs.google.com/presentation/d/1VtWV9LAVLJ0uAkhFMbDJFjsUH6IvBDnPde4lR1cD2mo/edit?usp=drive_link
https://docs.google.com/presentation/d/1G56D0-qG9YWnzQQeje9LMpcLSotMgBCiMyfj53yz7lY/edit?usp=drive_link
https://docs.google.com/presentation/d/1hQDabWqaKUWRb60Cze-MhAyeUUVyNgyTUMBpLnqhtvc/edit?resourcekey=0-uHZoNwsbjeY3EIMD3fYAfg#slide=id.g94db9f9f78_0_2
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https://www.netlib.org/blas/
https://developer.nvidia.com/cublas






https://poloclub.github.io/cnn-explainer/
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https://poloclub.github.io/transformer-explainer/
https://poloclub.github.io/transformer-explainer/
https://poloclub.github.io/transformer-explainer/
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https://arxiv.org/pdf/1706.03762
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https://developer.nvidia.com/cublas
https://www.intel.com/content/www/us/en/developer/tools/oneapi/onemkl.html#gs.kxb9ve
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Raw Data Sources External APIs Streaming Sources

Batch Ingestion Stream Processing

Storage Layer

Training Data
Data Validation &

Quality Checks

Model Training Transformation

Feature Creation /

Engineering

Data Labeling

Sources

Data Ingestion

ML Training

Processing Layer

Data Governance

https://www.kaggle.com/
https://archive.ics.uci.edu/
https://www.image-net.org/


Model A Model B Model C Model D Model E

Central Training Dataset Repository

Limited Real-World Alignment

Potential Issues

Same Data Same Data Same DataTraining Data Same Data

Shared Limitations Dataset Blind Spots Common WeaknessesPropagated Biases Systemic Issues

https://venturebeat.com/uncategorized/3-big-problems-with-datasets-in-ai-and-machine-learning/
https://venturebeat.com/uncategorized/3-big-problems-with-datasets-in-ai-and-machine-learning/


https://www.image-net.org/
https://storage.googleapis.com/openimages/web/index.html
https://people.csail.mit.edu/torralba/publications/labelmeApplications.pdf
https://hls.harvard.edu/today/does-chatgpt-violate-new-york-times-copyrights/


https://www.vox.com/2015/8/5/9097713/when-was-the-first-traffic-light-installed
https://colab.research.google.com/github/Andy-Pham-72/Web-Scraping-with-BeautifulSoup-and-Pandas/blob/master/Web_scraping_with_beautiful_soup_and_pandas_complete.ipynb
https://www.mturk.com/
https://image-net.org/


https://crowdsource.google.com/
https://www.waze.com/
https://www.google.com/recaptcha/about/


https://time.com/6247678/openai-chatgpt-kenya-workers/
https://time.com/6247678/openai-chatgpt-kenya-workers/


https://en.wikipedia.org/wiki/K-anonymity#Attacks
https://en.wikipedia.org/wiki/K-anonymity#Attacks


https://digitalprivacy.ieee.org/publications/topics/what-is-differential-privacy#:~:text=At%20its%20roots%2C%20differential%20privacy,a%20result%20of%20providing%20data.
https://digitalprivacy.ieee.org/publications/topics/what-is-differential-privacy#:~:text=At%20its%20roots%2C%20differential%20privacy,a%20result%20of%20providing%20data.
https://www.nvidia.com/en-us/use-cases/autonomous-vehicle-simulation/


https://www.anylogic.com/features/artificial-intelligence/synthetic-data/
https://gdpr.eu/
https://www.hhs.gov/hipaa/for-professionals/privacy/laws-regulations/index.html
























https://scale.com/
https://www.appen.com/
https://labelbox.com/


https://labelbox.com/
https://scale.com


https://snorkel.ai/


How to get more labeled training data?

Traditional Supervision: Have

subject matter experts (SMEs)

hand-label more training data

Semi-supervised Learning: Use

structural assumptions to automatically

leverage unlabeled data

Weak Supervision:

Get lower-quality labels more efficiently

and/or at a higher abstraction level

Transfer Learning:

Use models already trained on a

different task

Too expensive!

Active Learning: Estimate

which points are most

valuable to solicit labels for

Get cheaper, lower-quality

labels from non-experts

Get higher-level supervision

over unlabeled data from

SMEs

Use one or more

(noisy/biased) pre-trained

models to provide supervision

Heuristics

Distant Supervision

Constraints

Expected distributions

Invariances

https://ai.stanford.edu/blog/weak-supervision/
https://www.superannotate.com/




https://commonvoice.mozilla.org/en










https://hadoop.apache.org/docs/r1.2.1/hdfs_design.html
https://hadoop.apache.org/docs/r1.2.1/hdfs_design.html
https://aws.amazon.com/s3/


https://dvc.org/
https://dvc.org/












https://storage.googleapis.com/openimages/web/extended.html
https://storage.googleapis.com/openimages/web/extended.html




https://docs.google.com/presentation/d/1jlIfD6RtQWG8314jCAu1qdnG7YyESy60Yt5-zXhEsVA/edit#slide=id.g202a7c05d1a_0_0
https://docs.google.com/presentation/d/1AIM1H-GfvjNPHQw9urxJz3vtMgb_9kizfthbymISPR4/edit#slide=id.g202a83498d1_0_0
https://docs.google.com/presentation/d/1qDoHc7yzZ2lEha9NTMZ07Ls4tkIz-1f7kUYRlvjzsI4/edit?usp=drive_link&resourcekey=0-ol4Oqk_y706P_zIB5mbu7Q
https://docs.google.com/presentation/d/1d3KUit64L-4dXecCNBpikCxx7VO0xIJ13r9v1Ad22S4/edit#slide=id.ga4ca29c69e_0_179
https://docs.google.com/presentation/d/1mHecDoCYHQD9nWSRYCrXXG0IOp9wYQk-fbxhoNIsGMY/edit#slide=id.ga4ca29c69e_0_206
https://docs.google.com/presentation/d/1vcmuhLVNFT2asKSCSGh_Ix9ht0mJZxMii8MufEMQhFA/edit?resourcekey=0-_pYLcW5aF3p3Bvud0PPQNg#slide=id.ga4ca29c69e_0_195
https://docs.google.com/presentation/d/1R8A_5zKDZDZOdAb1XF9ovIOUTLWSIuFWDs20-avtxbM/edit?resourcekey=0-pklEaPv8PmLQ3ZzRYgRNxw#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1JZxx2kLaO1a8O6z6rRVFpK0DN-8VMkaSrNnmk_VGbI4/edit#slide=id.g53eb988857_0_91
https://docs.google.com/presentation/d/1wPDhp4RxVrOonp6pU0Capk0LWXZOGZ3x9BzW_VjpTQw/edit?resourcekey=0-y6wKAnuxrLWqhleq9ruLOA#slide=id.g53eb988857_0_91
https://docs.google.com/presentation/d/1Q4h7XrayNRIP0r52Hlk5VjxRcli-GY2xmyZ53nCd6CI/edit#slide=id.g53eb988857_0_91












1979 1992 2006 2007 2015 2016 2018

BLAS introduced
LAPACK extends

BLAS

NumPy becomes

Python’s numerical

backbone

SciPy adds

advanced

computations

Theano introduces

computational

graphs

TensorFlow

revolutionizes

distributed ML

PyTorch introduces

dynamic graphs

JAX introduces

functional

paradigms

https://www.netlib.org/blas/
https://www.netlib.org/lapack/
https://numpy.org/
https://scipy.org/


https://scikit-learn.org/stable/
https://github.com/Theano/Theano
http://torch.ch/
https://github.com/Theano/Theano
https://caffe.berkeleyvision.org/
https://www.tensorflow.org/


https://learn.microsoft.com/en-us/cognitive-toolkit/
https://pytorch.org/
https://mxnet.apache.org/
https://keras.io/
https://github.com/google/jax
https://www.fast.ai/
https://developer.nvidia.com/cuda-toolkit
https://developer.nvidia.com/cuda-toolkit


https://cloud.google.com/tpu/
https://machinelearning.apple.com/research/neural-engine-transformers
https://ai.google.dev/edge/litert
https://pytorch.org/mobile/home/
https://www.graphcore.ai/
https://www.cerebras.net/
https://sambanova.ai/
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https://towardsdatascience.com/what-are-tensors-in-machine-learning-5671814646ff




















Full Dataset

• • •

• • •

• • •

• • •

• • •

G
P

U
0

Neural

Network A

Output Output Output

Input Input Input

Batch Set 2

Hidden layer

Hidden layer

Hidden layer

Hidden layer

Input layer

Output layer

• • •

• • •

• • •

• • •

• • •

G
P

U
1

Neural

Network A

Output Output Output

Input Input Input

Batch Set 1

Hidden layer

Hidden layer

Hidden layer

Hidden layer

Input layer

Output layer

Data Parallelism

ML System





• • •

• • •

• • •

• • •

• • •

G
P

U
0

G
P

U
1

Neural

Network A

Output Output Output

Input Input Input

Full Dataset

ML System

Model Parallelism

Hidden layer

Hidden layer

Hidden layer

Hidden layer

Input layer

Output layer

Scheduling

Memory Management

Resource Optimization

System-Level Operations

GEMM Operations

BLAS Operations

Element-wise

Operations

Basic Numerical Operations

Compute Kernel

Management

Memory Abstraction

Execution Control

Hardware Operations



https://developer.nvidia.com/cublas
















https://www.tensorflow.org/tutorials
https://www.tensorflow.org/guide/keras
https://www.tensorflow.org/lite
https://www.tensorflow.org/lite/microcontrollers


Read & Preprocess Data

tf.data, feature columns

tf.keras
Premade

Estimators

TensorFlow

Hub

Distribution Strategy

CPU TPUGPU

SavedMode

TensorFlow Serving

Cloud, on-prem

TensorFlow Lite

Android, iOS, Raspberry Pi

TensorFlow.js

Browser and Node Server

Other Language Bindings

C, Java, Go, C#, Rust, R,. . .

TRAINING DEPLOYMENT

https://www.tensorflow.org/js
https://developers.googleblog.com/2019/03/introducing-coral-our-platform-for.html
https://www.tensorflow.org/federated
https://www.tensorflow.org/graphics
https://www.tensorflow.org/hub
https://www.tensorflow.org/tfx/guide/serving
https://www.tensorflow.org/tfx
https://blog.tensorflow.org/2019/01/whats-coming-in-tensorflow-2-0.html
https://blog.tensorflow.org/2019/01/whats-coming-in-tensorflow-2-0.html










https://developer.nvidia.com/tensorrt
https://www.tensorflow.org/lite
https://www.tensorflow.org/lite
https://www.edgeimpulse.com
https://pytorch.org/mobile/home/


https://developer.arm.com/solutions/machine-learning-on-arm/developer-material/how-to-guides
https://developer.apple.com/documentation/coreml/




https://github.com/uTensor/uTensor






















https://docs.nvidia.com/deeplearning/nccl/user-guide/docs/overview.html


https://developer.nvidia.com/cublas
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https://developer.nvidia.com/nccl
https://www.nvidia.com/en-us/data-center/nvlink/
https://developer.nvidia.com/cuda-zone


https://www.tensorflow.org/guide/data


https://aws.amazon.com/machine-learning/trainium/
https://www.intel.com/content/www/us/en/artificial-intelligence/gaudi-deep-learning.html
https://aws.amazon.com/sagemaker/
https://aws.amazon.com/sagemaker/
https://www.microsoft.com/en-us/research/project/project-brainwave/


https://www.xilinx.com/products/design-tools/vitis/vitis-ai.html
https://www.intel.com/content/www/us/en/developer/tools/openvino-toolkit/overview.html


https://www.cerebras.net/
https://www.cerebras.net/
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Efficient Model Representation

Efficient Numerics Representation
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https://standards.ieee.org/standard/754-2019.html
https://cloud.google.com/tpu/docs/bfloat16
https://arxiv.org/abs/2209.05433
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https://ieeexplore.ieee.org/document/9399648
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https://pytorch.org/xla/master/perf/recompilation.html
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https://en.wikipedia.org/wiki/Whetstone_(benchmark)
https://en.wikipedia.org/wiki/LINPACK_benchmark


https://en.wikipedia.org/wiki/Dhrystone
https://www.spec.org/cpu/
https://www.spec.org/cpu/
https://www.spec.org/
https://www.spec.org/
https://www.3dmark.com/
https://bapco.com/products/mobilemark-2014/
https://bapco.com/
https://www.arm.com/
http://cloudsuite.ch/
https://mlcommons.org/


https://www.spec.org/power/
https://top500.org/lists/green500/
https://www.energystar.gov/products/computers
https://mlcommons.org/
https://mlcommons.org/
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https://standards.ieee.org/develop/wg/
https://standards.ieee.org/ieee/2416/7065/
https://standards.ieee.org/ieee/2416/7065/
https://www.iso.org/committee/45020.html






http://www.image-net.org/
https://cocodataset.org/
https://www.cs.toronto.edu/~kriz/cifar.html
https://rajpurkar.github.io/SQuAD-explorer/
https://gluebenchmark.com/
https://www.salesforce.com/blog/the-wikitext-long-term-dependency-language-modeling-dataset/














https://developer.nvidia.com/cudnn
https://github.com/baidu-research/DeepBench
https://www.image-net.org/


https://github.com/mlcommons/inference
https://github.com/mlcommons/mobile_app_open
https://github.com/mlcommons/mobile_app_open
https://github.com/mlcommons/tiny
https://github.com/eembc/mlmark
https://ai-benchmark.com/




https://arxiv.org/abs/2005.14165


https://mlcommons.org/benchmarks/training/
https://mlcommons.org/benchmarks/training/
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https://mlcommons.org/en/
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https://mlcommons.org/en/mlperf-mobile/
https://mlcommons.org/en/inference-edge/
https://mlcommons.org/en/inference-tiny/
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CPU

ModelData

Systematically enhance the model

Model-centric AI

CPU
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Systematically enhance the data

Data-centric AI

Complementary







https://medium.com/towards-data-science/the-olympics-of-ai-benchmarking-machine-learning-systems-c4b2051fbd2b
https://docs.google.com/presentation/d/17udz3gxeYF3r3X1r4ePwu1I9H8ljb53W3ktFSmuDlGs/edit?usp=drive_link&resourcekey=0-Espn0a0x81kl2txL_jIWjw
https://docs.google.com/presentation/d/18PI_0xmcW1xwwfcjmj25PikqBM_92vQfOXFV4hah-6I/edit?resourcekey=0-KO3HQcDAsR--jgbKd5cp4w#slide=id.g94db9f9f78_0_2






https://www.jedi.be/
https://www.devopsdays.org/
https://agilemanifesto.org/
https://www.jenkins.io/
https://www.docker.com/
https://kubernetes.io/


https://dvc.org/
https://dvc.org/
https://dvc.org/
https://www.fiddler.ai/


ML Models/Applications

(e.g., BERT)

ML Frameworks/Platforms

(e.g., PyTorch)

Model Orchestration

(e.g., Ray)

Infrastructure

(e.g., Kubernetes)

Hardware

(e.g., a GPU klaster)

Data Management

CI/CD

Model Training

Model Eval

Deployment

Model Serving

Job Scheduling

Resource Management

Capacity Management

Monitoring

MLOps

•
•

•



https://dvc.org/
https://git-scm.com/
https://labelstud.io/
https://aws.amazon.com/s3/
https://cloud.google.com/storage
https://airflow.apache.org/
https://www.prefect.io/
https://www.getdbt.com/
https://feast.dev/
https://www.tecton.ai/


https://www.youtube.com/watch?v=gz-44N3MMOA&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=33
https://www.youtube.com/watch?v=gz-44N3MMOA&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=33




Data validation
Data

transformation

Model

validation

Model

registration

Dataset

ingestion

Model training /

tuning
Model

evaluation

Continuous training pipeline

Dataset &

feature

repository

Dataset &

feature

repository

ML metadata

& artifact

repository

Dataset

<\>

Trained

Model

<\>

Trained pipeline

metadata

& artifacts

<\>

Retraining

trigger

Model

training

engine

Model

processing

engine

Model

evaluation

engine

https://www.jenkins.io/
https://circleci.com/
https://github.com/features/actions
https://www.kubeflow.org/
https://metaflow.org/
https://www.prefect.io/
https://github.com/
https://mlflow.org/
https://kubernetes.io/
https://kubernetes.io/docs/concepts/cluster-administration/manage-deployment/#canary-deployments


https://www.tensorflow.org/
https://pytorch.org/
https://keras.io/
https://git-scm.com/
https://github.com/
https://jupyter.org/
https://cloud.google.com/ai-platform/training/docs/hyperparameter-tuning-overview
https://arxiv.org/abs/1808.05377
https://scikit-learn.org/stable/modules/feature_selection.html
https://scikit-learn.org/stable/modules/feature_selection.html
https://cloud.google.com/vertex-ai/docs/generative-ai/models/tune-models
https://cloud.google.com/vertex-ai/docs/generative-ai/models/tune-models


https://www.fast.ai/
https://en.wikipedia.org/wiki/Accuracy_and_precision
https://en.wikipedia.org/wiki/Receiver_operating_characteristic#Area_under_the_curve
https://en.wikipedia.org/wiki/Precision_and_recall
https://en.wikipedia.org/wiki/Precision_and_recall
https://en.wikipedia.org/wiki/F1_score
https://www.ibm.com/cloud/learn/data-drift
https://martinfowler.com/bliki/CanaryRelease.html
https://wandb.ai/
https://wandb.ai/


https://www.docker.com/
https://www.tensorflow.org/tfx/guide/serving
https://www.tensorflow.org/tfx/guide/serving
https://bentoml.org/
https://mlflow.org/


https://cloud.google.com/vertex-ai/docs/model-registry/introduction
https://ai.meta.com/llama/
https://docs.aws.amazon.com/sagemaker/latest/dg/deploy-model.html
https://www.tensorflow.org/tfx/guide/serving
https://developer.nvidia.com/triton-inference-server
https://kserve.github.io/website/latest/




https://www.terraform.io/
https://aws.amazon.com/cloudformation/
https://www.ansible.com/
https://aws.amazon.com/
https://cloud.google.com/
https://azure.microsoft.com/
https://www.docker.com/
https://kubernetes.io/


https://aws.amazon.com/autoscaling/
https://scikit-learn.org/stable/auto_examples/model_selection/plot_confusion_matrix.html


https://prometheus.io/
https://grafana.com/
https://www.elastic.co/
https://www.youtube.com/watch?v=hq_XyP9y0xg&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=7
https://www.youtube.com/watch?v=hq_XyP9y0xg&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=7
https://github.com/slundberg/shap
https://github.com/marcotcr/lime


https://www.ibm.com/cloud/watson-openscale
https://mlflow.org/
https://github.com/
https://about.gitlab.com/
https://wandb.ai/


https://en.wikipedia.org/wiki/Data_dictionary
https://www.youtube.com/watch?v=UyEtTyeahus&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=5
https://www.youtube.com/watch?v=UyEtTyeahus&list=PLkDaE6sCZn6GMoA0wbpJLi3t34Gd8l0aK&index=5
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Interacting with physical
world brittleness

Inadequate
application-domain expertise

Conflicting reward
systems

Poor cross-organizational
documentation

Impacts of cascades

Abandon / re-start process









https://airflow.apache.org/
https://www.prefect.io/
https://www.kubeflow.org/docs/components/pipelines/








https://dvc.org/
https://hydra.cc/
https://mlflow.org/




















































AI

Continuous
monitoring data

and health report

Therapy
regimen

Alerts for therapy
modifications and

monitor summaries

Alerts for
clinician-approved
therapy updates

Health challenges
and goals

Limits and approvals
of therapy regimens

Patient

Doctor AI developer









AI AI

Patient-AI loop Clinicial-AI loop

Patient-clinicial loop

The patient wears a

passive continuous

blood-pressure

monitor, and reports

antihypertensive

administrations.

AI generates

recommendation for

antihypertensive

dose titrations.

The clinician sets

and updates the

AI’s limits for the

titration of the

antihypertensive

dose.

The AI alerts of

severe hypertension

or hypotension,

prompting follow-up

or emergency

medical services.

The patient discusses the

AI-generated summary of

their blood-pressure trend,

and the effectiveness of

the therapy.

The clinician checks for

adverse events and

identifies patient-specific

modifiers (such as diet

and exercise).







https://docs.google.com/presentation/d/1vsC8WpmvVRgMTpzTltAhEGzcVohMkatMZBqm3-P8TUY/edit?usp=drive_link
https://docs.google.com/presentation/d/1GVduKipd0ughTpqsHupGqAPW70h0xNOOpaIeSqLOc1M/edit?usp=drive_link
https://docs.google.com/presentation/d/1MNjVOcx5f5Nfe3ElDqTxutezcGXm4yI8PkjWOuQYHhk/edit?usp=drive_link
https://docs.google.com/presentation/d/1449rzplaL0lOPoKh0mrpds3KPPoOHWdR5LIZdd7aXhA/edit#slide=id.g2ddfdf6e85f_0_0
https://docs.google.com/presentation/d/1vGCffLgemxTwTIo7vUea5CibOV7y3vY3pkJdee-y5eA/edit#slide=id.g2de2d5f2ac0_0_0
https://docs.google.com/presentation/d/1FW8Q1Yj5g_jbArFANfncbLQj36uV2vfV8pjoqaD6gjM/edit#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1VxwhVztoTk3eG04FD9fFNpj2lVrVjYYPJi3jBz0O_mo/edit?resourcekey=0-bV7CCIPr7SxZf2p61oB_CA#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1YyRY6lOzdC7NjutJSvl_VXYu29qwHKqx0y98zAUCJCU/edit?resourcekey=0-PTh1FxqkQyhOO0bKKHBldQ#slide=id.g94db9f9f78_0_2
https://docs.google.com/presentation/d/1poGgYTH44X0dVGwG9FGIyVwot4EET_jJOt-4kgcQawo/edit?usp=drive_link
https://docs.google.com/presentation/d/1nxbIluROAOl5cN6Ug4Dm-mHh1Fwm5aEng_S5iLfiCqo/edit?usp=drive_link&resourcekey=0-xFOl8i7ea2vNtiilXz8CaQ
https://docs.google.com/presentation/d/1m8KkCZRnbJCCTWsmcwMt9EJhYLoaVG_Wm7zUE2bQkZI/edit?usp=drive_link
https://docs.google.com/presentation/d/1elFEK61X5Kc-5UV_4AEtRvCT7l1TqTdABmJV8uAYykY/edit?usp=drive_link
https://docs.google.com/presentation/d/1-6QL2rq0ahGVz8BL1M1BT0lR-HDxsHady9lGTN93wLc/edit?usp=drive_link&resourcekey=0-sRqqoa7pX9IkDDSwe2MLyw
https://docs.google.com/presentation/d/12sf-PvSxDIlCQCXULWy4jLY_2fIq-jpRojRsmeMGq6k/edit?resourcekey=0-knPSQ5h4ffhgeV6CXvwlSg#slide=id.gf209f12c63_0_314
https://docs.google.com/presentation/d/1YXE4cAWMwL79Vqr_8TJi-LsQD9GFdiyBqY--HcoBpKg/edit?usp=drive_link&resourcekey=0-yajtiQTx2SdJ6BCVG0Bfng


https://docs.google.com/presentation/d/1mw5FFERf5r-q8R7iyNf6kx2MMcwNOTBd5WwFOj8Zs20/edit?resourcekey=0-u80KeJio3iIWco00crGD9g#slide=id.gdc4defd718_0_0
https://docs.google.com/presentation/d/1NB63wTHoEPGSn--KqFu1vjHx3Ild9AOhpBbflJP-k7I/edit?usp=drive_link&resourcekey=0-MsEi1Lba2dpl0G-bzakHJQ
https://docs.google.com/presentation/d/1A0pfm55s03dFbYKKFRV-x7pRCm_2-VpoIM0O9kW0TAA/edit?usp=drive_link&resourcekey=0--O2AFFmVzAmz5KO0mJeVHA
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Pre-trained

backbone

Data Compute Memory

Device Specific

Si

Meta-training with generic

data (e.g. MiniImageNet)
Rank the channels and layers based

on the multi-objective metric Si

Train the selected

layers and channels

Online Adaptive Learning on loT DevicesOnline Pre-training



































Offline learning

Data

Adapt model

based on

local data

Locally adapt once to a few samples

(e.g., few shot learning) or continuously

(e.g., unsupervised learning)

Coordinator

Worker Worker

Training on

local data
• • •

Model

updates

5G

concectivity

Aggregate model updates across

multiple users to globally improve

model from more diverse data

On-device learning Federated learning



















Start: Deploying

On-Device Learning

Need Heavy

Adaptation?

Use Bias-Only or

Lightweight Updates
Add Residual Adapters

or Small Heads

Sufficient Compute and

Energy?

Allow Partial or Full

Fine-Tuning

Is Data Valuable Across

Devices?

Use Federated Learning

+ Privacy Measures
Stay Localized and

Monitor Drift

No Yes

Yes

No

Yes No



















https://en.wikipedia.org/wiki/AOL_search_log_release
https://en.wikipedia.org/wiki/AOL_search_log_release
https://www.nytimes.com/2018/04/04/us/politics/cambridge-analytica-scandal-fallout.html




https://www.research-collection.ethz.ch/bitstream/handle/20.500.11850/200661/Cyber-Reports-2017-04.pdf
https://en.wikipedia.org/wiki/Zero-day_(computing)
https://www.youtube.com/watch?v=MK0SrxBC1xs&ab_channel=WIRED
https://www.youtube.com/watch?v=MK0SrxBC1xs&ab_channel=WIRED


https://spectrum.ieee.org/the-real-story-of-stuxnet
https://www.cloudflare.com/learning/ddos/what-is-a-ddos-attack/
https://www.youtube.com/watch?v=1pywzRTJDaY


https://automotiveisac.com/


https://www.nytimes.com/2017/02/23/technology/google-self-driving-waymo-uber-otto-lawsuit.html
https://www.nytimes.com/2017/02/23/technology/google-self-driving-waymo-uber-otto-lawsuit.html




https://storage.courtlistener.com/recap/gov.uscourts.nvd.131251/gov.uscourts.nvd.131251.1.0_1.pdf
https://zoox.com/










https://meltdownattack.com/
https://www.cdc.gov/phlp/php/resources/health-insurance-portability-and-accountability-act-of-1996-hipaa.html








https://www.youtube.com/watch?v=2iDLfuEBcs8


https://www.youtube.com/watch?v=2iDLfuEBcs8
https://www.youtube.com/watch?v=2iDLfuEBcs8
https://www.youtube.com/watch?v=2iDLfuEBcs8


https://www.youtube.com/watch?v=2iDLfuEBcs8


https://www.fox19.com/story/25310628/hacked-baby-monitor/
https://www.moph.gov.lb/userfiles/files/Medical%20Devices/Medical%20Devices%20Recalls%202021/17-05-2021/AssurityandEndurity.pdf
https://www.moph.gov.lb/userfiles/files/Medical%20Devices/Medical%20Devices%20Recalls%202021/17-05-2021/AssurityandEndurity.pdf




https://www.bloomberg.com/news/features/2018-10-04/the-big-hack-how-china-used-a-tiny-chip-to-infiltrate-america-s-top-companies
https://www.tsmc.com/english
https://bidenwhitehouse.archives.gov/briefing-room/statements-releases/2024/08/09/fact-sheet-two-years-after-the-chips-and-science-act-biden-%E2%81%A0harris-administration-celebrates-historic-achievements-in-bringing-semiconductor-supply-chains-home-creating-jobs-supporting-inn/


https://support.apple.com/guide/security/secure-enclave-sec59b0b31ff/web


https://www.arm.com/technologies/trustzone-for-cortex-m
https://www.intel.com/content/www/us/en/architecture-and-technology/software-guard-extensions.html
https://www.qualcomm.com/products/features/mobile-security-solutions
https://support.apple.com/guide/security/secure-enclave-sec59b0b31ff/web


https://support.apple.com/guide/security/secure-enclave-sec59b0b31ff/web


https://www.commoncriteriaportal.org/ccra/index.cfm
https://www.enisa.europa.eu/
https://www.enisa.europa.eu/


https://support.apple.com/en-us/102381






https://source.denx.de/u-boot/u-boot
https://www.coreboot.org/
https://www.coreboot.org/
https://www.microsoft.com/en-us/research/project/dice-device-identifier-composition-engine/
https://www.microsoft.com/en-us/research/project/dice-device-identifier-composition-engine/
https://1.ieee802.org/security/802-1ar/








https://www.hhs.gov/hipaa/for-professionals/privacy/laws-regulations/index.html
https://www.dol.gov/general/ppii
https://gdpr-info.eu/
https://csrc.nist.gov/pubs/sp/800/53/r5/upd1/final


https://www.hhs.gov/hipaa/for-professionals/privacy/index.html
https://gdpr-info.eu/
https://oag.ca.gov/privacy/ccpa
https://pro.bloomberglaw.com/brief/state-privacy-legislation-tracker/
https://www.hhs.gov/hipaa/for-professionals/privacy/special-topics/de-identification/index.html


https://dl.acm.org/doi/pdf/10.1145/3397271.3401034?casa_token=NrOifKo6dPMAAAAA:Gl5NZNpZMiuSRpJblj43c1cNXkXyv7oEOuYlOfX2qvT8e-9mOLoLQQYz29itxVh6xakKm8haWRs




https://assets.bwbx.io/documents/users/iqjWHBFdfxIU/rIZH4FXwShJE/v0
https://www.businessinsider.com/chatgpt-companies-issued-bans-restrictions-openai-ai-amazon-apple-2023-7


https://gdpr-info.eu/art-17-gdpr/








https://machinelearning.apple.com/research/learning-with-privacy-at-scale#DMNS06
https://docs-assets.developer.apple.com/ml-research/papers/learning-with-privacy-at-scale.pdf
https://docs-assets.developer.apple.com/ml-research/papers/learning-with-privacy-at-scale.pdf


https://colab.research.google.com/github/tensorflow/privacy/blob/master/g3doc/tutorials/classification_privacy.ipynb








https://www.bbvaopenmind.com/en/technology/artificial-intelligence/ai-and-machine-unlearning-forgotten-path/
https://www.bbvaopenmind.com/en/technology/artificial-intelligence/ai-and-machine-unlearning-forgotten-path/




https://arxiv.org/pdf/2209.02299.pdf




https://colab.research.google.com/drive/1GjKT5Lgh9Madjsyr9UiyeogUgVpTEBMp?usp=sharing










https://docs.google.com/presentation/d/1jZBi8DS1NUXFdIwNGwofzA4CYRei6lH2e56BOu098-k/edit#slide=id.g1ff987f3d96_0_0
https://docs.google.com/presentation/d/1Wp-5eO4Bmco2f7ppNKsRkE1utuz22PeLvVoREFSChR8/edit#slide=id.g202a5aaf418_0_0
https://docs.google.com/presentation/d/1WlQdk40zJcW9Bx6ua-vKu3sDrMU_iI89BQGMGk6OEB0/edit?usp=drive_link






https://doc.wi.gov/Pages/AboutDOC/COMPAS.aspx
https://homes.cs.washington.edu/~marcotcr/blog/lime/
https://gdpr.eu/tag/gdpr/


https://www.nytimes.com/2018/03/19/technology/uber-driverless-fatality.html
https://www.pbs.org/newshour/nation/u-s-opens-new-investigation-into-teslas-full-self-driving-system-after-fatal-crash


https://www.youtube.com/watch?v=AmUC4m6w1wo&ab_channel=BBCNews
https://www.youtube.com/watch?v=AmUC4m6w1wo&ab_channel=BBCNews
https://www.ilga.gov/legislation/ilcs/ilcs3.asp?ActID=4015&ChapterID=68
https://www.ilga.gov/legislation/ilcs/ilcs3.asp?ActID=4015&ChapterID=68
https://www.microsoft.com/en-us/research/uploads/prod/2020/05/InterpretML-Whitepaper.pdf
https://www.microsoft.com/en-us/research/uploads/prod/2020/05/InterpretML-Whitepaper.pdf


https://www.darpa.mil/research/programs/transparent-computing
https://www.darpa.mil/research/programs/transparent-computing
https://blog.research.google/2017/04/federated-learning-collaborative.html
https://blog.research.google/2017/04/federated-learning-collaborative.html
https://www.darpa.mil/news-events/2022-06-03
https://www.darpa.mil/news-events/2022-06-03


https://www.foretellix.com/
https://gdpr-info.eu/
https://bidenwhitehouse.archives.gov/ostp/ai-bill-of-rights/
https://oag.ca.gov/privacy/ccpa
https://oag.ca.gov/privacy/ccpa












https://gdpr-info.eu
https://oag.ca.gov/privacy/ccpa
https://www.didomi.io/blog/canada-data-privacy-law
https://www.dataguidance.com/notes/japan-data-protection-overview


https://www.microsoft.com/en-us/research/blog/adversarial-robustness-as-a-prior-for-better-transfer-learning/








https://academic-oup-com.ezp-prod1.hul.harvard.edu/book/41126/chapter/350465542
https://academic-oup-com.ezp-prod1.hul.harvard.edu/book/41126/chapter/350465542
https://gdpr-info.eu/
https://bidenwhitehouse.archives.gov/ostp/ai-bill-of-rights/
https://oag.ca.gov/privacy/ccpa
https://www.canada.ca/en/government/system/digital-government/digital-government-innovations/responsible-use-ai.html


https://www.dataguidance.com/notes/japan-data-protection-overview
https://blog.didomi.io/en-us/canada-data-privacy-law
https://commission.europa.eu/publications/white-paper-artificial-intelligence-european-approach-excellence-and-trust_en
https://commission.europa.eu/publications/white-paper-artificial-intelligence-european-approach-excellence-and-trust_en
https://ico.org.uk/for-organisations/uk-gdpr-guidance-and-resources/artificial-intelligence/explaining-decisions-made-with-artificial-intelligence
https://www.aclu.org/the-devil-is-in-the-details-interrogating-values-embedded-in-the-allegheny-family-screening-tool#4-2-the-more-data-the-better


https://datanutrition.org/


https://vsdesign.org/
https://people.eecs.berkeley.edu/~russell/papers/mi19book-hcai.pdf
https://people.eecs.berkeley.edu/~russell/papers/mi19book-hcai.pdf


https://vsdesign.org/
https://deepmind.google/discover/blog/specification-gaming-the-flip-side-of-ai-ingenuity/
https://www.cnbc.com/2023/10/24/california-dmv-suspends-cruises-self-driving-car-permits.html
https://www.cnbc.com/2023/10/17/cruise-under-nhtsa-probe-into-autonomous-driving-pedestrian-injuries.html
https://www.bbc.com/news/technology-54175359
https://www.bbc.com/news/technology-54175359
https://www.reuters.com/technology/human-machine-teams-driven-by-ai-are-about-reshape-warfare-2023-09-08/
https://www.cigionline.org/articles/who-responsible-when-autonomous-systems-fail/




https://hbr.org/2023/03/a-smarter-strategy-for-using-robots
https://workofthefuture-mit-edu.ezp-prod1.hul.harvard.edu/wp-content/uploads/2021/01/2020-Final-Report4.pdf




https://docs.google.com/presentation/d/1Z9VpUKGOOfUIg6x04aXLVYl-9QoablElOlxhTLkAVno/edit?usp=drive_link&resourcekey=0-Nr9tvJ9KGgaL44O_iJpe4A
https://docs.google.com/presentation/d/1IwIXrTQNf6MLlXKV-qOuafZhWS9saTxpY2uawQUHKfg/edit?usp=drive_link&resourcekey=0-Jc1kfKFb4OOhs919kyR2mA
https://docs.google.com/presentation/d/1UDmrEZAJtH5LkHA_mDuFovOh6kam9FnC3uBAAah4RJo/edit?usp=drive_link&resourcekey=0-HFb4nRGGNRxJHz8wHXpgtg
https://docs.google.com/presentation/d/1vcmuhLVNFT2asKSCSGh_Ix9ht0mJZxMii8MufEMQhFA/edit?resourcekey=0-_pYLcW5aF3p3Bvud0PPQNg#slide=id.ga4ca29c69e_0_195










Unjustified actions

Opacity

Bias

Discrimination

Autonomy

Informational privacy

Group privacy

Moral responsibility

Distributed responsibility

Automation bias

Safety and resilience

Ethical auditing

Inconclusive evidence

Inscrutable evidence

Misguided evidence

Unfair outcomes

Transformative effects

Traceability

Ethical ChallengesTypes of concerns

https://www.coe.int/en/web/bioethics/common-ethical-challenges-in-ai


https://futureoflife.org/open-letter/pause-giant-ai-experiments/
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Transformer (213M parameters)

w/ neural architecture search

US car including fuel

(avg. 1 lifetime)

American life (avg. 1 year)

Human life (avg. 1 year)

Roundtrip flight b/w NY and SF

(1 passenger)

626,155

126,000

36,156

11,023

1,984

Common carbon footprint benchmarks

in lbs of CO2 equivalent

https://www.forbes.com/advisor/business/ai-statistics/
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Operational Carbon Footprint of Large-Scale ML Tasks

Offline Training Online Training Inference

Facebook OSS Large-Scale ML Models

*Training footprint only



https://www.semianalysis.com/p/gpt-4-architecture-infrastructure




$ Edge total market, $ billion





https://sustainabilityreports.st.com/sr20/environment/water.html
https://sustainabilityreports.st.com/sr20/environment/water.html


https://blog.google/outreach-initiatives/sustainability/our-commitment-to-climate-conscious-data-center-cooling/
https://blog.google/outreach-initiatives/sustainability/our-commitment-to-climate-conscious-data-center-cooling/










Design Phase Manufacture Phase Use Phase Disposal Phase

X�

�X

Life Cycle Analysis

AI System



















AI Usage

Cost of

AI Services

Demand Response

Curve for AI Usage

A

B

50% Drop
in Costs

C DConsumption of Teach more than
doubles total costs are higher

Savings
from

reduced
AI costs

Savings are offset
by increased AI usage





https://ml.energy/leaderboard








https://www.energy-charts.info/
https://www.energy-charts.info/
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https://www.statista.com/statistics/1183457/iot-connected-devices-worldwide/


















https://www.irs.gov/credits-deductions/residential-clean-energy-credit
https://www.energy.gov/eere/buildings/179d-commercial-buildings-energy-efficiency-tax-deduction
https://www.energy.gov/eere/buildings/179d-commercial-buildings-energy-efficiency-tax-deduction
https://www.state.gov/artificial-intelligence-for-accelerating-progress-on-the-sustainable-development-goals-addressing-societys-greatest-challenges/


https://techcommunity.microsoft.com/t5/green-tech-blog/charting-the-path-towards-sustainable-ai-with-azure-machine/ba-p/2866923
https://techcommunity.microsoft.com/t5/green-tech-blog/charting-the-path-towards-sustainable-ai-with-azure-machine/ba-p/2866923
https://cloud.google.com/blog/topics/sustainability/google-clouds-clean-energy-portfolio-expands-with-new-24-7-carbon-free-energy/


https://climatechange.ai/
https://codecarbon.io/
https://mlco2.github.io/impact/#compute






https://www.pewresearch.org/internet/2023/08/17/what-americans-know-about-ai-cybersecurity-and-big-tech/
https://www.climatechange.ai/
https://www.climatechange.ai/
https://www.climatechange.ai/


https://futureoflife.org/open-letter/ai-principles/
https://futureoflife.org/open-letter/ai-principles/
https://www.nist.gov/
https://www.nist.gov/










https://ambri.com/
https://mlcommons.org/












Scale math.pow()

Decompress file

size calculation

Defective
CPU

Spark shuffle and
merge database

Spark pre-shuffle
data store

(compressed)

Shuffle and merge

2. Compute (1.1)53
3. Result = 0

3. Expecte4d Result = 156.24

1. Compute file size

for decompression
4. Write file to

database if size > 0

5. Missing rows in DB

https://aws.amazon.com/message/41926/
https://arxiv.org/pdf/2102.11245
https://en.wikipedia.org/wiki/Jeff_Dean
https://mlsys.org/


https://en.wikipedia.org/wiki/Jeff_Dean
https://mlsys.org/
https://www.bbc.com/news/world-us-canada-43604440
https://money.cnn.com/2018/03/19/technology/uber-autonomous-car-fatal-crash/index.html?iid=EL


https://spaceref.com/uncategorized/nasa-reveals-probable-cause-of-mars-polar-lander-and-deep-space-2-mission-failures/
https://www.slashgear.com/1094840/nasas-failed-mars-missions-that-cost-over-200-million/
https://s3.amazonaws.com/public-inspection.federalregister.gov/2015-10066.pdf


https://www.bbc.com/future/article/20221011-how-space-weather-causes-computer-errors




1 1 1 1 1 1

1 1 1 1 1 1

0 0 0

0 01

Bit-Flip

• • •

• • • Memory before

Memory after

https://www.trentonsystems.com/en-us/resource-hub/blog/what-is-electromagnetic-interference
https://group.ntt/en/newsrelease/2018/11/22/181122a.html




https://en.wikipedia.org/wiki/Stochastic_computing
https://en.wikipedia.org/wiki/Pentium_FDIV_bug


https://www.halfhill.com/byte/1995-3_truth.html
https://www.sciencedirect.com/science/article/pii/B9780128181058000206
https://semiengineering.com/what-causes-semiconductor-aging/


SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

SAO SA1

https://accendoreliability.com/digital-circuits-stuck-fault-model/
https://accendoreliability.com/digital-circuits-stuck-fault-model/


https://ieeexplore.ieee.org/document/4925824


https://ieeexplore.ieee.org/document/4925824






0 1 0 0 0 1 0 0 1 0 0 0 1 0 0 0 1 0 0 0 1 0 1

1 0 0 0 0 0 0 1 0 0 0 0 0 0 1 1 0 0 0 0 1 0 0

sequence of

seven bits

with eighth

even parity bit

with eighth

odd parity bit

Parity bit examples

ComputerHope.com

https://www.computerhope.com/jargon/p/paritybi.htm


https://old.hotchips.org/hc31/HC31_2.3_Tesla_Hotchips_ppt_Final_0817.pdf


Normal training state Defective machine

causes SDC

SDC checker

automatically

identifies SDC

SDC checker moves

training to hot spare

and sends defective

machine for repair

Synchronous Training Worker SDC checker Hot spare

https://www.ablic.com/en/semicon/products/automotive/automotive-watchdog-timer/intro/


System Data Anomalies Detected

Unlabeled Data Normal Anomaly

Anomaly

Detection SVM

https://www.google.com/url?sa=i&url=http%3A%2F%2Fresearch.google%2Fblog%2Funsupervised-and-semi-supervised-anomaly-detection-with-data-centric-ml%2F&psig=AOvVaw1p9owe13lxfZogUHTZnxrj&ust=1714877457779000&source=images&cd=vfe&opi=89978449&ved=0CBIQjRxqFwoTCIjMmMP-8oUDFQAAAAAdAAAAABAE


Node 1 Node 2 Node 3
Ack

Ack
Ack

Heartbeat

Heartbeat

Heartbeat

What are Heartbeat Messages?

DATA PARITY

K 2t

Representation on n-bits solomon codes

n-bits

https://www.geeksforgeeks.org/what-are-heartbeat-messages/
https://www.geeksforgeeks.org/what-are-heartbeat-messages/
https://www.geeksforgeeks.org/what-is-reed-solomon-code/


https://colab.research.google.com/drive/1TXaQzsSj2q0E3Ni1uxFDXGpY1SCnu46v?usp=sharing


https://www.mdpi.com/2079-9292/10/1/52
https://www.mdpi.com/2079-9292/10/1/52
https://www.tensorflow.org/tutorials/generative/adversarial_fgsm


https://defence.ai/ai-security/gradient-based-attacks/






https://arxiv.org/abs/1412.6572
https://arxiv.org/abs/1707.08945










Poisoned Model

Aggregation

Server

Client 1

×

×

Client 2

×

×

Owner on server

Local Data

Poisoned Global Model

Poisoned Local Data





a) Diversity Shift

z

p(z)

p(y = 0 | z) p(y = 1 | z)

b) Correlation Shift

Domain 1

Domain 2



Feature B

Feature A

Feature B

Feature A

T = 0 T = 1

Spam

Not spam







https://www.itl.nist.gov/div898/handbook/eda/section3/eda35g.htm
https://www.itl.nist.gov/div898/handbook/eda/section3/eda35e.htm
https://mathisonian.github.io/kde/


https://www.tensorflow.org/tutorials/generative/adversarial_fgsm


https://github.com/google-research/mnist-c
https://paperswithcode.com/dataset/cifar-10c
https://ubalt.pressbooks.pub/mathstatsguides/chapter/z-score-basics/
https://www.itl.nist.gov/div898/handbook/prc/section4/prc471.htm
https://www.statisticshowto.com/mahalanobis-distance/
https://www.oreilly.com/library/view/data-algorithms/9781491906170/ch12.html
https://www.oreilly.com/library/view/machine-learning-algorithms/9781789347999/50efb27d-abbe-4855-ad81-a5357050161f.xhtml
https://www.oreilly.com/library/view/cluster-analysis-5th/9780470978443/chapter04.html


Poisoned

Model

Analyze

and clean

Defender

Attacker

Malicious data

injection

Train

R

Item

User

Retrain

Code

OutputInput

Encoder Decoder

https://www.mdpi.com/2227-7390/12/2/247
https://medium.com/towards-data-science/applied-deep-learning-part-3-autoencoders-1c083af4d798


https://medium.com/towards-data-science/l1-and-l2-regularization-methods-ce25e7fc831c
https://pytorch.org/docs/stable/generated/torch.nn.HuberLoss.html


https://towardsdatascience.com/understanding-kl-divergence-f3ddc8dff254
https://towardsdatascience.com/understanding-kl-divergence-f3ddc8dff254
https://medium.com/towards-data-science/how-to-understand-and-use-jensen-shannon-divergence-b10e11b03fd6


Data 1 Model 1 Head Predictions 1

Task 1

Data 2 Model 1 New Head Predictions 2

Task 2

Knowledge transfer

https://medium.com/modern-nlp/transfer-learning-in-nlp-f5035cc3f62f






https://odsc.medium.com/optimizing-ml-serving-with-asynchronous-architectures-1071fc1be8e2
https://odsc.medium.com/optimizing-ml-serving-with-asynchronous-architectures-1071fc1be8e2
https://pythonnumericalmethods.studentorg.berkeley.edu/notebooks/chapter22.04-Numerical-Error-and-Instability.html




https://u-tor.com/topic/regression-vs-integration
https://microsoft.github.io/code-with-engineering-playbook/machine-learning/profiling-ml-and-mlops-code/


https://github.com/pytorch/pytorch/releases
https://www.docker.com
https://kubernetes.io
https://www.geeksforgeeks.org/ci-cd-continuous-integration-and-continuous-delivery/
https://www.geeksforgeeks.org/ci-cd-continuous-integration-and-continuous-delivery/




Soft error

Corrupted data

are read?

Incorrect output

or system crash?

Masked

(microacrhitecture)

Masked

(software)

Failure

Microarchitecture-level analysis

• Errors on unused components

• Overwritten by write operations

• Errors on speculative instructions

Software-level analysis

• Dynamically dead instructions

• Logical, compare instructions

• Uninfluential branch instructions

Yes

Yes

No

No

System-level masking effect analysis





https://jdinstruments.net/tester-capabilities-radiation-test/






https://en.wikipedia.org/wiki/Bfloat16_floating-point_format






(a) Single point (b) Same row

(c) Bullet wake (d) Shatttered glass













https://www.who.int/emergencies/situations/ebola-outbreak-2014-2016-West-Africa
https://reliefweb.int/report/somalia/somalia-famine-2011-2012
https://www.usgs.gov/natural-hazards/earthquake-hazards/science/2010-haiti-earthquake-overview?qt-science_center_objects=0#qt-science_center_objects


https://youtu.be/MD61bddZtbg?si=Ake2uP8vC_lsvYhd


https://www.microsoft.com/en-us/research/project/farmbeats-iot-agriculture/
https://www.samayhealth.com/
https://health.google/health-research/genomics/


https://www.youtube.com/watch?v=wmVKbX7MOnU
https://www.youtube.com/watch?v=hj_SBSpK5qg
https://crisisresponse.google/
https://youtu.be/ci95eyvTyXo?si=iD8TZiVAfuci4QeN


https://globalfishingwatch.org/


https://sdgs.un.org/goals












https://youtu.be/ET04pDj-RvM?si=l7P0nBv1h2rXOzIE
https://blog.google/technology/ai/google-ai-global-flood-forecasting/












https://bigdata.cgiar.org/digital-intervention/plantvillage-nuru-pest-and-disease-monitoring-using-ai/










https://www.wildlifeinsights.org/






















https://wildeyeconservation.org/




































https://store.arduino.cc/products/nicla-vision
https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/
https://www.raspberrypi.com/


https://github.com/Mjrovai




https://docs.arduino.cc/hardware/nicla-vision
https://docs.arduino.cc/resources/pinouts/ABX00051-full-pinout.pdf
https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/#specification
https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/#hardware-overview
https://www.raspberrypi.org/


https://www.raspberrypi.com/documentation/computers/raspberry-pi.html
https://www.raspberrypi.com/documentation/accessories/camera.html
https://www.arduino.cc/en/software
https://docs.arduino.cc/software/ide-v1/tutorials/Windows
https://arduino.github.io/arduino-cli/1.0/
https://docs.arduino.cc/software/ide-v1/tutorials/getting-started/cores/arduino-mbed_nicla
https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/#software-setup
https://openmv.io/pages/download
https://docs.arduino.cc/tutorials/nicla-vision/getting-started/
https://studio.edgeimpulse.com/login
https://docs.edgeimpulse.com/docs/tools/edge-impulse-cli/cli-installation
https://docs.edgeimpulse.com/docs/edge-ai-hardware/mcu/arduino-nicla-vision
https://docs.edgeimpulse.com/docs/edge-ai-hardware/mcu/seeed-xiao-esp32s3-sense
https://docs.edgeimpulse.com/docs/edge-ai-hardware/mcu/seeed-xiao-esp32s3-sense
https://www.raspberrypi.com/software/






./setup/setup.qmd


./image_classification/image_classification.qmd
./object_detection/object_detection.qmd
./kws/kws.qmd
./motion_classification/motion_classification.qmd


https://docs.arduino.cc/hardware/nicla-vision
https://www.bosch-sensortec.com/software-tools/tools/arduino-nicla-sense-me/
https://store-usa.arduino.cc/products/nicla-voice?_gl=1*l3abc6*_ga*MTQ3NzE4Mjk4Mi4xNjQwMDIwOTk5*_ga_NEXN8H46L5*MTY5NjM0Mzk1My4xMDIuMS4xNjk2MzQ0MjQ1LjAuMC4w


https://content.arduino.cc/assets/Arduino-Portenta-H7_Datasheet_stm32h747xi.pdf?_gl=1*6quciu*_ga*MTQ3NzE4Mjk4Mi4xNjQwMDIwOTk5*_ga_NEXN8H46L5*MTY0NzQ0NTg1My4xMS4xLjE2NDc0NDYzMzkuMA..






https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Arduino-IDE/proximity_detection/proximity_detection.ino


https://labs.arduino.cc/en/labs/web-serial-camera
https://developer.mozilla.org/en-US/docs/Web/API/Web_Serial_API
https://github.com/arduino/ArduinoCore-mbed/tree/main/libraries/Camera/extras/WebSerialCamera
https://github.com/arduino/ArduinoCore-mbed/tree/main/libraries/Camera/examples/CameraCaptureWebSerial
https://arduino.github.io/labs-pages/web-serial-camera/


https://openmv.io/pages/download






https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Micropython/main.py




https://github.com/Mjrovai/Arduino_Nicla_Vision
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Micropython
https://www.edgeimpulse.com/
https://arduino.github.io/arduino-cli/1.2/installation/
https://cdn.edgeimpulse.com/firmware/arduino-nicla-vision.zip




https://store-usa.arduino.cc/products/arduino-mkr-connector-carrier-grove-compatible




https://wiki.seeedstudio.com/Grove-Light_Sensor/
https://wiki.seeedstudio.com/Grove_LoRa_E5_New_Version/
https://wiki.seeedstudio.com/Grove-OLED-Display-0.96-SSD1315/
https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Arduino-IDE/teste_uart_UNO/teste_uart_UNO.ino


https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Micropython/ssd1306.py


https://wiki.seeedstudio.com/Grove-Temperature_Sensor_V1.2/
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Micropython
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Micropython
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Arduino-IDE












https://studio.edgeimpulse.com/public/273858/latest
https://studio.edgeimpulse.com/public/273858/latest












https://research.googleblog.com/2017/06/mobilenets-open-source-models-for.html
https://arxiv.org/abs/1801.04381
https://arxiv.org/abs/1801.04381










https://youtu.be/bZPZZJblU-o
https://youtu.be/bZPZZJblU-o






https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Micropython/nicla_image_classification.py




https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Micropython/nicla_image_classification_LED.py








https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Micropython
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/data
https://studio.edgeimpulse.com/public/273858/latest








https://docs.edgeimpulse.com/docs/edge-impulse-studio/learning-blocks/object-detection/fomo-object-detection-for-constrained-devices
https://www.edgeimpulse.com/blog/announcing-fomo-faster-objects-more-objects






https://www.edgeimpulse.com/
https://studio.edgeimpulse.com/public/292737/latest
https://studio.edgeimpulse.com/public/292737/latest




https://docs.edgeimpulse.com/docs/edge-impulse-studio/data-acquisition/auto-labeler










https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/
https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/
https://cdn.edgeimpulse.com/firmware/arduino-nicla-vision.zip










https://youtu.be/JbpoqRp3BbM
https://youtu.be/JbpoqRp3BbM


https://studio.edgeimpulse.com/public/292737/latest






https://youtu.be/e_OPgcnsyvM
https://www.hackster.io/mjrobot/building-an-intelligent-voice-assistant-from-scratch-2199c3


https://arxiv.org/pdf/1804.03209.pdf
https://arxiv.org/pdf/1804.03209.pdf
https://docs.edgeimpulse.com/docs/pre-built-datasets/keyword-spotting
https://docs.edgeimpulse.com/docs/pre-built-datasets/keyword-spotting
https://cdn.edgeimpulse.com/datasets/keywords2.zip




https://cdn.edgeimpulse.com/firmware/arduino-nicla-vision.zip




https://www.audacityteam.org/


https://en.wikipedia.org/wiki/Mel-frequency_cepstrum


https://umap-learn.readthedocs.io/en/latest/
https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_MFCC_Analysis.ipynb
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_MFCC_Analysis.ipynb


https://arxiv.org/abs/1904.08779


https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_CNN_training.ipynb
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_CNN_training.ipynb










https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/KWS/nicla_vision_microphone_continuous_LED
https://youtu.be/25Rd76OTXLY
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/KWS


https://cdn.edgeimpulse.com/datasets/keywords2.zip
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_MFCC_Analysis.ipynb
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_CNN_training.ipynb
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/KWS/nicla_vision_microphone_continuous_LED
https://studio.edgeimpulse.com/public/292418/latest




https://www.st.com/en/mems-and-sensors/lsm6dsox.html
https://github.com/arduino-libraries/Arduino_LSM6DSOX








https://www.containerhandbuch.de/chb_e/stra/index.html?/chb_e/stra/stra_02_03_03.htm
https://www.hackster.io/mjrobot/sensor-datalogger-50e44d
https://docs.edgeimpulse.com/docs/edge-impulse-studio/data-acquisition/csv-wizard
https://youtu.be/2KBPq_826WM
https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-data-forwarder


https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-installation
https://nodejs.org/en/
https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-data-forwarder
https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-data-forwarder


https://studio.edgeimpulse.com/public/302078/latest
https://studio.edgeimpulse.com/public/302078/latest




https://docs.edgeimpulse.com/docs/edge-impulse-studio/data-acquisition/data-explorer
https://en.wikipedia.org/wiki/Principal_component_analysis
https://en.wikipedia.org/wiki/T-distributed_stochastic_neighbor_embedding








https://docs.edgeimpulse.com/docs/edge-impulse-studio/processing-blocks/spectral-features
https://en.wikipedia.org/wiki/Fast_Fourier_transform
https://en.wikipedia.org/wiki/Digital_signal_processing#Wavelet
https://en.wikipedia.org/wiki/Root_mean_square
https://colab.research.google.com/corgiredirector?site=https%3A%2F%2Fen.wikipedia.org%2Fwiki%2FSkewness
https://colab.research.google.com/corgiredirector?site=https%3A%2F%2Fen.wikipedia.org%2Fwiki%2FKurtosis
https://en.wikipedia.org/wiki/Spectral_density
https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb
https://github.com/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb
https://www.hackster.io/mjrobot/tinyml-under-the-hood-spectral-analysis-94676c
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb


https://umap-learn.readthedocs.io/en/latest/










https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Motion_Classification




https://www.thingiverse.com/thing:5923305
https://github.com/Mjrovai/Arduino_Nicla_Vision/tree/main/Motion_Classification/Niclav_Acc_Data_Capture
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb
https://studio.edgeimpulse.com/public/302078/latest




./setup/setup.qmd
./image_classification/image_classification.qmd
./object_detection/object_detection.qmd
./kws/kws.qmd
./motion_classification/motion_classification.qmd


https://www.seeedstudio.com/XIAO-ESP32S3-Sense-p-5639.html




https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/
https://wiki.seeedstudio.com/xiao_esp32s3_getting_started/
https://raw.githubusercontent.com/espressif/arduino-esp32/gh-pages/package_esp32_dev_index.json
https://raw.githubusercontent.com/espressif/arduino-esp32/gh-pages/package_esp32_dev_index.json




https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/Mic_Test/XiaoEsp32s3_Mic_Test


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/Mic_Test/Wav_Record


https://wiki.seeedstudio.com/xiao_esp32s3_sense_mic#save-recorded-sound-to-microsd-card


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/take_photos_command


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/SimpleWiFiServer
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/SimpleWiFiServer


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/Streeming_Video




http://192.168.4.119//
https://randomnerdtutorials.com/esp32-cam-take-photo-display-web-server/
https://randomnerdtutorials.com/esp32-cam-take-photo-display-web-server/




https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense






https://www.kaggle.com/kritikseth/fruit-and-vegetable-image-recognition
https://www.edgeimpulse.com/






https://research.googleblog.com/2017/06/mobilenets-open-source-models-for.html










https://github.com/espressif/esp-nn




https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/xiao_esp32s3_camera






https://sensecraftma.seeed.cc/
https://seeed-studio.github.io/SenseCraft-Web-Toolkit/#/setup/process




https://studio.edgeimpulse.com/public/228516/live




https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://www.kaggle.com/kritikseth/fruit-and-vegetable-image-recognition
https://studio.edgeimpulse.com/public/228516/live






https://docs.edgeimpulse.com/docs/edge-impulse-studio/learning-blocks/object-detection/fomo-object-detection-for-constrained-devices
https://www.edgeimpulse.com/blog/announcing-fomo-faster-objects-more-objects
https://www.edgeimpulse.com/blog/announcing-fomo-faster-objects-more-objects








https://www.edgeimpulse.com/
https://studio.edgeimpulse.com/public/315759/latest
https://studio.edgeimpulse.com/public/315759/latest




https://docs.edgeimpulse.com/docs/edge-impulse-studio/data-acquisition/auto-labeler
https://docs.edgeimpulse.com/docs/tools/edge-impulse-cli/cli-uploader#bounding-boxes












https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/
https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/








https://seeed-studio.github.io/SenseCraft-Web-Toolkit/#/setup/process


https://studio.edgeimpulse.com/public/228516/live




https://studio.edgeimpulse.com/public/315759/latest


https://www.edgeimpulse.com/




https://www.hackster.io/mjrobot/building-an-intelligent-voice-assistant-from-scratch-2199c3


https://arxiv.org/pdf/1804.03209.pdf
https://arxiv.org/pdf/1804.03209.pdf
https://docs.edgeimpulse.com/docs/pre-built-datasets/keyword-spotting
https://docs.edgeimpulse.com/docs/pre-built-datasets/keyword-spotting
https://cdn.edgeimpulse.com/datasets/keywords2.zip


https://docs.edgeimpulse.com/docs/development-platforms/using-your-mobile-phone
https://files.seeedstudio.com/wiki/XIAO-BLE/mic-MSM261D3526H1CPM-ENG.pdf


https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/Mic_Test/XiaoEsp32s3_Mic_Test


https://espressif-docs.readthedocs-hosted.com/projects/arduino-esp32/en/latest/api/i2s.html




https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/Wav_Record_dataset










https://www.bejbej.ca/app/voicerecordpro
https://www.bejbej.ca/app/voicerecordpro
https://www.audacityteam.org/
https://www.audacityteam.org/






https://en.wikipedia.org/wiki/Mel-frequency_cepstrum


https://colab.research.google.com/github/Mjrovai/UNIFEI-IESTI01-TinyML-2022.1/blob/main/00_Curse_Folder/2_Applications_Deploy/Class_24/IESTI01_Audio_Raw_Data_Analisys.ipynb




https://colab.research.google.com/github/Mjrovai/XIAO-ESP32S3-Sense/blob/main/KWS
https://colab.research.google.com/github/Mjrovai/XIAO-ESP32S3-Sense/blob/main/KWS








https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/xiao_esp32s3_microphone


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/xiao_esp32s3_microphone_led


https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://cdn.edgeimpulse.com/datasets/keywords2.zip


https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_MFCC_Analysis.ipynb
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/KWS_CNN_training.ipynb
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/xiao_esp32s3_microphone_led
https://studio.edgeimpulse.com/public/230109/live






https://invensense.tdk.com/download-pdf/mpu-6500-datasheet/


https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU/MPU6050_Acc_Data_Acquisition






https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU/mcu6050-calibration
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU/MPU6050_Acc_Data_Acquisition




https://www.containerhandbuch.de/chb_e/stra/index.html?/chb_e/stra/stra_02_03_03.htm
https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-installation
https://nodejs.org/en/
https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-data-forwarder


https://youtu.be/2KBPq_826WM


https://docs.edgeimpulse.com/docs/edge-impulse-cli/cli-data-forwarder






../../../shared/dsp_spectral_features_block/dsp_spectral_features_block.qmd




https://umap-learn.readthedocs.io/en/latest/










https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU




https://wiki.seeedstudio.com/Grove-IMU_9DOF-lcm20600+AK09918/
https://wiki.seeedstudio.com/Grove-IMU_9DOF-lcm20600+AK09918/
https://wiki.seeedstudio.com/Seeeduino-XIAO-Expansion-Board/
https://wiki.seeedstudio.com/Grove-IMU_9DOF-lcm20600+AK09918/#specification
https://github.com/Seeed-Studio/Seeed_ICM20600_AK09918
https://github.com/Seeed-Studio/Seeed_ICM20600_AK09918
https://github.com/jrowberg/i2cdevlib/tree/master/Arduino/I2Cdev
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU/accelerometer_test
https://github.com/Mjrovai/XIAO-ESP32S3-Sense/tree/main/IMU


https://github.com/Mjrovai/XIAO-ESP32S3-Sense
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/Motion_Classification/Edge_Impulse_Spectral_Features_Block.ipynb
https://studio.edgeimpulse.com/public/226398/live






./setup/setup.qmd
./image_classification/image_classification.qmd
./object_detection/object_detection.qmd
./llm/llm.qmd
./vlm/vlm.qmd




https://www.raspberrypi.org/






https://www.raspberrypi.com/news/bookworm-the-new-version-of-raspberry-pi-os/
https://www.raspberrypi.com/software/
https://www.raspberrypi.com/software/




https://www.jwdittrich.people.ysu.edu/raspberrypi/UsefulRaspberryPiCommands.pdf
https://www.codecademy.com/learn/learn-raspberry-pi/modules/raspberry-pi-command-line-module/cheatsheet
https://www.putty.org/






https://filezilla-project.org/download.php?type=client














https://www.raspberrypi.com/news/camera-board-available-for-sale/
https://www.raspberrypi.com/products/camera-module-v2/
https://www.raspberrypi.com/documentation/accessories/camera.html
https://www.raspberrypi.com/documentation/accessories/camera.html


https://www.raspberrypi.com/documentation/computers/camera_software.html#libcamera




https://www.realvnc.com/en/connect/download/viewer














https://pypi.org/project/tflite-runtime/


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/models/labels.txt






https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/setup_test.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/10_Image_Classification.ipynb














https://colab.research.google.com/github/Mjrovai/UNIFEI-IESTI01-TinyML-2022.1/blob/main/00_Curse_Folder/2_Applications_Deploy/Class_16/cifar_10/CNN_Cifar_10_TFLite.ipynb#scrollTo=iiVBUpuHXEtw
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/20_Cifar_10_Image_Classification.ipynb
https://github.com/raspberrypi/picamera2




















https://edgeimpulse.com/
https://edgeimpulse.com/
https://studio.edgeimpulse.com/public/510251/live








https://arxiv.org/abs/1801.04381
















https://studio.edgeimpulse.com/public/353482/live
https://studio.edgeimpulse.com/public/353482/live












https://www.youtube.com/watch?v=o1QsQrpCMw4




https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/IMG_CLASS/dataset
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/setup_test.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/10_Image_Classification.ipynb
https://colab.research.google.com/github/Mjrovai/UNIFEI-IESTI01-TinyML-2022.1/blob/main/00_Curse_Folder/2_Applications_Deploy/Class_16/cifar_10/CNN_Cifar_10_TFLite.ipynb#scrollTo=iiVBUpuHXEtw
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/notebooks/20_Cifar_10_Image_Classification.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/IMG_CLASS/python_scripts
https://studio.edgeimpulse.com/public/510251/live




https://machinelearningmastery.com/object-recognition-with-deep-learning/
https://machinelearningmastery.com/object-recognition-with-deep-learning/
https://ai.google.dev/edge/litert




https://mediapipe-studio.webapps.google.com/studio/demo/object_detector
https://mediapipe-studio.webapps.google.com/studio/demo/object_detector


https://www.kaggle.com/models?id=298,130,299
https://www.kaggle.com/models/tensorflow/ssd-mobilenet-v1/tfLite
https://www.kaggle.com/models/tensorflow/efficientdet/tfLite
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/OBJ_DETEC/models
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/OBJ_DETEC/models


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/SSD_MobileNetV1.ipynb








https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/SSD_EfficientDet.ipynb


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/IMG_CLASS/python_scripts/get_img_data.py




https://pypi.org/project/labelImg/
https://www.cvat.ai/
https://roboflow.com/annotate
https://edgeimpulse.com/
https://roboflow.com/








https://universe.roboflow.com/marcelo-rovai-riila/box-versus-wheel-auto-dataset
https://www.edgeimpulse.com/
https://studio.edgeimpulse.com/public/515477/live








https://docs.edgeimpulse.com/docs/edge-impulse-for-linux


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/EI-SSD-MobileNetV2.ipynb






















https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/
https://learnopencv.com/mean-average-precision-map-object-detection-model-evaluation-metric/
https://docs.edgeimpulse.com/docs/tools/edge-impulse-for-linux
https://docs.edgeimpulse.com/docs/run-inference/linux-eim-executable


https://docs.edgeimpulse.com/docs/tools/edge-impulse-for-linux/linux-python-sdk
https://docs.edgeimpulse.com/docs/tools/edge-impulse-for-linux
https://github.com/edgeimpulse/linux-sdk-python
https://github.com/edgeimpulse/linux-sdk-python


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/EI-Linux-FOMO.ipynb






https://ultralytics.com/
https://github.com/ultralytics/ultralytics


https://encord.com/blog/performanceyolov9-vs-yolov8-custom-dataset/


https://github.com/ultralytics/ultralytics?tab=readme-ov-file
https://docs.ultralytics.com/tasks/detect
https://docs.ultralytics.com/tasks/segment
https://docs.ultralytics.com/tasks/segment
https://docs.ultralytics.com/tasks/pose
https://docs.ultralytics.com/datasets/detect/coco
https://docs.ultralytics.com/tasks/classify
https://docs.ultralytics.com/datasets/classify/imagenet
https://docs.ultralytics.com/modes/track




https://docs.ultralytics.com/integrations/ncnn




https://docs.ultralytics.com/modes/predict/
https://docs.ultralytics.com/modes/predict/


https://universe.roboflow.com/marcelo-rovai-riila/box-versus-wheel-auto-dataset


https://colab.research.google.com/github/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/yolov8_box_vs_wheel.ipynb










https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/python_scripts/object_detection_app.py






https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/EI-SSD-MobileNetV2.ipynb


https://universe.roboflow.com/marcelo-rovai-riila/box-versus-wheel-auto-dataset
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/SSD_MobileNetV1.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/SSD_EfficientDet.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/EI-Linux-FOMO.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OBJ_DETEC/notebooks/yolov8_box_vs_wheel.ipynb
https://studio.edgeimpulse.com/public/515477/live
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/OBJ_DETEC/python_scripts
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/tree/main/OBJ_DETEC/models






https://ollama.com/
https://www.hackster.io/aallan


https://www.hackster.io/news/benchmarking-tensorflow-and-tensorflow-lite-on-raspberry-pi-5-b9156d58a6a2?mc_cid=0cab3d08f4&mc_eid=e96256ccba
https://www.hackster.io/news/benchmarking-tensorflow-and-tensorflow-lite-on-raspberry-pi-5-b9156d58a6a2?mc_cid=0cab3d08f4&mc_eid=e96256ccba


https://www.raspberrypi.com/news/heating-and-cooling-raspberry-pi-5/
https://en.wikipedia.org/wiki/Transformer_(deep_learning_architecture)


https://arxiv.org/pdf/2304.13712


https://arxiv.org/pdf/2408.11796
https://arxiv.org/pdf/2408.11796
https://arxiv.org/pdf/2409.15790
https://arxiv.org/pdf/2409.15790


https://ollama.com/


https://www.youtube.com/@technovangelist
https://www.youtube.com/embed/90ozfdsQOKo
https://youtu.be/9KEUFe4KQAI?si=D_-q3CMbHiT-twuy
https://ollama.com/library


https://ai.meta.com/blog/llama-3-2-connect-2024-vision-edge-mobile-devices/






https://ollama.com/library/gemma2:2b
https://huggingface.co/collections/google/gemma-2-2b-release-66a20f3796a2ff2a7c76f98f


https://ollama.com/library/phi3.5


https://huggingface.co/spaces/open-llm-leaderboard/open_llm_leaderboard


https://ollama.com/library/llava-phi3:3.8b
https://llava-vl.github.io/
https://upload.wikimedia.org/wikipedia/commons/thumb/4/4b/La_Tour_Eiffel_vue_de_la_Tour_Saint-Jacques%2C_Paris_ao%C3%BBt_2014_%282%29.jpg/640px-La_Tour_Eiffel_vue_de_la_Tour_Saint-Jacques%2C_Paris_ao%C3%BBt_2014_%282%29.jpg






https://github.com/ollama/ollama-python
https://github.com/ollama/ollama
https://www.youtube.com/@technovangelist
https://www.youtube.com/embed/_4K20tOsXK8












https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/10-Ollama_Python_Library.ipynb
https://www.youtube.com/@MervinPraison
https://www.youtube.com/embed/eHfMCtlsb1o
https://pypi.org/project/haversine/


https://github.com/openai/openai-python
https://github.com/openai/openai-python
https://docs.pydantic.dev/latest/






https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/20-Ollama_Function_Calling.ipynb










https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/30-Function_Calling_with_images.ipynb




https://ollama.com/blog/embedding-models
https://www.trychroma.com/


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/40-RAG-simple-bee.ipynb














https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/10-Ollama_Python_Library.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/20-Ollama_Function_Calling.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/30-Function_Calling_with_images.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/40-RAG-simple-bee.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/OLLAMA_SLMs/calc_distance_image.py




https://arxiv.org/abs/2311.06242


Input

Image Text Prompt

Image Encoder (DaVIT) Text Tokenize

Multimodality Encoder

(Transformer)

Multimodality Decoder

(Transformer)

Output

(Text/Coordinates)

https://arxiv.org/abs/2204.03645
https://arxiv.org/abs/2204.03645






https://huggingface.co/blog/paligemma
https://docs.ultralytics.com/datasets/detect/coco/


https://huggingface.co/microsoft/Florence-2-base
https://huggingface.co/docs/transformers/en/index






https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/10-florence2_test.ipynb
https://huggingface.co/microsoft/Florence-2-base#how-to-get-started-with-the-model


















https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/20-florence_2.ipynb


































https://blog.roboflow.com/fine-tune-florence-2-object-detection/


https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/30-Finetune_florence_2_on_detection_dataset_box_vs_wheel.ipynb
https://huggingface.co/blog/finetune-florence2
https://huggingface.co/blog/finetune-florence2




https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/10-florence2_test.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/20-florence_2.ipynb
https://github.com/Mjrovai/EdgeML-with-Raspberry-Pi/blob/main/FLORENCE-2/notebooks/30-Finetune_florence_2_on_detection_dataset_box_vs_wheel.ipynb


./kws_feature_eng/kws_feature_eng.qmd
./kws_feature_eng/kws_feature_eng.qmd
./dsp_spectral_features_block/dsp_spectral_features_block.qmd
./dsp_spectral_features_block/dsp_spectral_features_block.qmd








https://en.wikipedia.org/wiki/Audio_frequency
https://en.wikipedia.org/wiki/Amplitude
https://en.wikipedia.org/wiki/Sampling_(signal_processing)




https://annals-csis.org/Volume_18/drp/pdf/185.pdf
https://en.wikipedia.org/wiki/Mel-frequency_cepstrum


https://youtu.be/SJo7vPgRlBQ?si=KSgzmDg8DtSVqzXp


https://en.wikipedia.org/wiki/Mel_scale
https://en.wikipedia.org/wiki/Mel_scale


https://en.wikipedia.org/wiki/Discrete_cosine_transform
https://en.wikipedia.org/wiki/Discrete_cosine_transform
https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/Audio_Data_Analysis.ipynb


https://colab.research.google.com/github/Mjrovai/Arduino_Nicla_Vision/blob/main/KWS/Audio_Data_Analysis.ipynb






https://docs.edgeimpulse.com/docs/edge-impulse-studio/processing-blocks/spectral-features
https://docs.edgeimpulse.com/experts/air-quality-and-environmental-projects/environmental-sensor-fusion-commonsense
https://www.mdpi.com/1424-8220/22/5/2012
https://en.wikipedia.org/wiki/Fast_Fourier_transform


https://en.wikipedia.org/wiki/Short-time_Fourier_transform
https://en.wikipedia.org/wiki/Discrete_wavelet_transform




https://docs.edgeimpulse.com/docs/edge-impulse-studio/processing-blocks/spectral-features
https://studio.edgeimpulse.com/public/198358/latest
https://colab.research.google.com/github/Mjrovai/TinyML4D/blob/main/SciTinyM-2023/Edge_Impulse-Spectral_Analysis_Block/Edge_Impulse_Spectral_Analysis_Block_V3.ipynb
https://colab.research.google.com/github/Mjrovai/TinyML4D/blob/main/SciTinyM-2023/Edge_Impulse-Spectral_Analysis_Block/Edge_Impulse_Spectral_Analysis_Block_V3.ipynb












https://en.wikipedia.org/wiki/Skewness
https://en.wikipedia.org/wiki/Kurtosis


https://docs.scipy.org/doc/scipy-0.14.0/reference/generated/scipy.signal.welch.html




https://en.wikipedia.org/wiki/Wavelet






https://pywavelets.readthedocs.io/en/latest/ref/dwt-discrete-wavelet-transform.html
https://pywavelets.readthedocs.io/en/latest/ref/dwt-discrete-wavelet-transform.html










https://situnayake.com/
https://situnayake.com/2023/03/21/nn-to-cpp.html
https://situnayake.com/2023/03/21/nn-to-cpp.html
https://situnayake.com/2023/03/21/nn-to-cpp.html






https://github.com/harvard-edge/cs249r_book/pulls




https://people.eecs.berkeley.edu/~pattrsn/talks/BadCareer.pdf
https://www.cs.virginia.edu/~robins/YouAndYourResearch.html
https://doi.org/10.1371/journal.pcbi.1004086
https://jcs.biologists.org/content/joces/121/11/1771.full.pdf
https://www.goodreads.com/book/show/905743.Advice_To_A_Young_Scientist
https://web.stanford.edu/class/ee384m/Handouts/HowtoReadPaper.pdf
https://www.cs.columbia.edu/~hgs/netbib/efficientReading.pdf
https://www.calnewport.com/books/deep-work/
https://www.cs.cmu.edu/~harchol/gradschooltalk.pdf
https://rotorlab.tamu.edu/me489/README/2010%20ASME%20Unwritten_Laws_of_Enginering.pdf


https://pages.cs.wisc.edu/~markhill/conference-talk.html
https://www.microsoft.com/en-us/research/wp-content/uploads/2016/08/giving-a-talk.pdf
https://simon.peytonjones.org/
https://journals.plos.org/ploscompbiol/article?id=10.1371/journal.pcbi.0030077
https://www.youtube.com/watch?v=a1zDuOPkMSw
https://youtu.be/VK51E3gHENc






https://www.usenix.org/conference/osdi18/presentation/chen
https://www.usenix.org/conference/osdi18/presentation/chen
https://www.usenix.org/conference/osdi18/presentation/chen
https://proceedings.neurips.cc/paper/2014/hash/1ff1de774005f8da13f42943881c655f-Abstract.html
https://proceedings.neurips.cc/paper/2014/hash/1ff1de774005f8da13f42943881c655f-Abstract.html
https://proceedings.neurips.cc/paper/2014/hash/1ff1de774005f8da13f42943881c655f-Abstract.html
https://doi.org/10.1145/2976749.2978318
http://arxiv.org/abs/1603.04467v2
https://www.usenix.org/conference/osdi16/technical-sessions/presentation/abadi
https://www.usenix.org/conference/osdi16/technical-sessions/presentation/abadi


https://doi.org/10.1109/icassp40776.2020.9053181
https://doi.org/10.1109/icassp40776.2020.9053181
https://doi.org/10.1109/hpec55821.2022.9926299
https://doi.org/10.1109/hpec55821.2022.9926299
https://doi.org/10.1109/cvpr42600.2020.00110
http://proceedings.mlr.press/v80/agarwal18a.html
https://doi.org/10.1109/sp.2007.36
https://doi.org/10.1109/sp.2007.36
https://doi.org/10.1145/3638242
https://doi.org/10.1145/3467017
https://doi.org/10.1145/3467017
https://doi.org/10.14778/2824032.2824076
https://doi.org/10.14778/2824032.2824076
%0A%20%20%20%20http://papers.nips.cc/paper/_files/paper/2022/hash/fd5013ea0c3f96931dec77174eaf9d80-Abstract-Conference.html%0A%20%20
%0A%20%20%20%20http://papers.nips.cc/paper/_files/paper/2022/hash/fd5013ea0c3f96931dec77174eaf9d80-Abstract-Conference.html%0A%20%20
https://doi.org/10.1145/3524458.3547258
https://doi.org/10.1145/3524458.3547258


https://doi.org/10.1145/3517330
https://doi.org/10.1109/icse-seip.2019.00042
https://doi.org/10.1109/icse-seip.2019.00042
https://doi.org/10.1007/11889700/_20
https://doi.org/10.1007/11889700/_20
https://openai.com/research/ai-and-compute
https://doi.org/10.3390/challe6010117
https://aclanthology.org/2020.lrec-1.520
https://doi.org/10.1109/access.2020.3012673
https://doi.org/10.1109/access.2020.3012673
http://arxiv.org/abs/1912.00818v1
https://doi.org/10.1109/secpri.2004.1301311
https://doi.org/10.1504/ijsn.2015.071829
https://doi.org/10.1371/journal.pone.0201059
https://doi.org/10.1371/journal.pone.0201059


https://doi.org/10.1049/ell2.12045
http://arxiv.org/abs/1607.06450v1
http://arxiv.org/abs/1607.06450v1
http://arxiv.org/abs/1409.0473v7
http://arxiv.org/abs/2102.01356v5
https://doi.org/10.1109/3ict56508.2022.9990661
https://doi.org/10.1109/3ict56508.2022.9990661
http://arxiv.org/abs/2003.04821v4
http://arxiv.org/abs/2405.00892v4
http://arxiv.org/abs/2405.00892v4
http://arxiv.org/abs/2106.07597v4
https://doi.org/10.1109/hotchips.2019.8875645
http://arxiv.org/abs/1903.01649v3
https://doi.org/10.3150/13-bej578
https://doi.org/10.3150/13-bej578
https://doi.org/10.1109/hst.2010.5513121
https://doi.org/10.1007/978-3-031-01741-4


https://doi.org/10.1109/mc.2007.443
https://doi.org/10.1109/mc.2007.443
https://doi.org/10.1109/mc.2007.443
https://doi.org/10.1007/978-3-031-01761-2
https://doi.org/10.1109/cvpr.2017.354
https://jmlr.org/papers/v18/17-468.html
https://jmlr.org/papers/v18/17-468.html
https://jmlr.org/papers/v18/17-468.html
https://jmlr.org/papers/v18/17-468.html
https://doi.org/10.2307/1267936
https://doi.org/10.2307/2991772
https://doi.org/10.1109/mc.2017.3571056
https://doi.org/10.1145/3442188.3445922
https://doi.org/10.1145/3442188.3445922
http://arxiv.org/abs/1511.06297v2
http://arxiv.org/abs/1308.3432v1
http://arxiv.org/abs/1308.3432v1
https://doi.org/10.1145/3320060
https://doi.org/10.1002/9781118445112.stat06558
https://doi.org/10.1002/9781118445112.stat06558


https://doi.org/10.25080/majora-92bf1922-003
https://doi.org/10.25080/majora-92bf1922-003
http://arxiv.org/abs/2006.07159v1
https://doi.org/10.1007/978-3-030-01258-8/_10
https://doi.org/10.1108/ijopm-03-2024-0228
https://doi.org/10.1145/3397271.3401034
http://icml.cc/2012/papers/880.pdf
https://doi.org/10.1145/2024716.2024718
https://doi.org/10.1145/2024716.2024718
https://doi.org/10.1007/s10549-019-05315-8
https://doi.org/10.1007/s10549-019-05315-8
https://doi.org/10.1109/tc.2022.3184274
https://doi.org/10.1109/tc.2022.3184274
http://arxiv.org/abs/2108.07258v3
https://doi.org/10.1016/j.enpol.2015.06.001
https://doi.org/10.1016/j.enpol.2015.06.001


https://doi.org/10.1109/sp40001.2021.00019
http://github.com/google/jax
http://github.com/google/jax
https://tensorflow.org/xla
https://www.tensorflow.org/
http://arxiv.org/abs/1806.05859v2
http://arxiv.org/abs/2005.14165v4
http://arxiv.org/abs/2005.14165v4
http://proceedings.mlr.press/v81/buolamwini18a.html
http://proceedings.mlr.press/v81/buolamwini18a.html
http://proceedings.mlr.press/v81/buolamwini18a.html
http://proceedings.mlr.press/v81/buolamwini18a.html
https://doi.org/10.2307/1410360
https://doi.org/10.2307/1410360


%0A%20%20%20%20https://www.itu.int/en/ITU-D/Climate-Change/Documents/GEM/%202017/Global-E-waste/%20Monitor/%202017/%20.pdf%0A%20%20
%0A%20%20%20%20https://www.itu.int/en/ITU-D/Climate-Change/Documents/GEM/%202017/Global-E-waste/%20Monitor/%202017/%20.pdf%0A%20%20
%0A%20%20%20%20https://www.itu.int/en/ITU-D/Climate-Change/Documents/GEM/%202017/Global-E-waste/%20Monitor/%202017/%20.pdf%0A%20%20
https://doi.org/10.1145/3290605.3300234
https://doi.org/10.1007/978-3-030-50585-1/_2
https://www.usenix.org/conference/usenixsecurity16/technical-sessions/presentation/carlini
https://www.usenix.org/conference/usenixsecurity16/technical-sessions/presentation/carlini
https://doi.org/10.1145/1541880.1541882
https://doi.org/10.1145/1541880.1541882
https://doi.org/10.1109/tnn.2009.2015974
https://proceedings.neurips.cc/paper/2019/hash/adf7ee2dcf142b0e11888e72b43fcb75-Abstract.html
https://proceedings.neurips.cc/paper/2019/hash/adf7ee2dcf142b0e11888e72b43fcb75-Abstract.html
https://doi.org/10.1038/s41551-023-01115-0


https://doi.org/10.1007/s00128-006-1062-3
https://doi.org/10.1007/s00128-006-1062-3
http://arxiv.org/abs/2107.03374v2
https://doi.org/10.18653/v1/p18-1008
http://arxiv.org/abs/1512.01274v1
http://arxiv.org/abs/1512.01274v1
http://arxiv.org/abs/1604.06174v2
https://doi.org/10.1109/mm.2017.265085944
https://doi.org/10.1109/JSSC.2015.2488709
https://doi.org/10.1145/3295500.3356177
https://doi.org/10.1109/issre5003.2020.00047
https://doi.org/10.1145/2897937.2897996
https://doi.org/10.1145/2897937.2897996


https://doi.org/10.4324/9781003212775-8
http://arxiv.org/abs/1410.0759v3
http://arxiv.org/abs/1805.06085v2
https://doi.org/10.1016/j.enbuild.2024.115042
https://doi.org/10.1016/j.enbuild.2024.115042
https://github.com/fchollet/keras
https://github.com/fchollet/keras
https://doi.org/10.1109/mm.2023.3256796
https://doi.org/10.1007/s10462-020-09816-7
https://doi.org/10.1007/s10462-020-09816-7
https://proceedings.neurips.cc/paper/2017/hash/d5e2c0adad503c91f91df240d0cd4e49-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/d5e2c0adad503c91f91df240d0cd4e49-Abstract.html
https://doi.org/10.1109/cvprw53098.2021.00337
https://doi.org/10.1109/cvprw53098.2021.00337


http://arxiv.org/abs/2312.06902v3
https://doi.org/10.1038/s41893-019-0222-5
https://doi.org/10.1609/aaai.v36i6.20591
http://arxiv.org/abs/2103.09113v1
http://arxiv.org/abs/2103.09113v1
https://doi.org/10.1109/issst.2011.5936865
https://github.com/oneapi-src/oneDNN
https://developer.nvidia.com/cudnn
https://developer.nvidia.com/cudnn
https://doi.org/10.1109/cicc.2019.8780236
http://arxiv.org/abs/1602.02830v3


https://doi.org/10.1093/comjnl/19.1.43
https://doi.org/10.1007/bf02134016
https://doi.org/10.1007/bf02134016
https://doi.org/10.1177/2053951720942544
https://doi.org/10.1109/mm.2021.3113475
https://doi.org/10.1109/mm.2021.3113475
http://arxiv.org/abs/2204.00595v1
https://doi.org/10.1017/wtc.2023.3
https://doi.org/10.1017/wtc.2023.3
https://doi.org/10.1007/978-0-230-34553-9/_8
https://doi.org/10.1007/978-0-230-34553-9/_8
https://doi.org/10.1109/comst.2015.2481183
https://doi.org/10.1109/mm.2018.112130030
https://doi.org/10.1145/1327452.1327492
https://doi.org/10.1109/cvprw.2009.5206848
https://doi.org/10.1109/cvprw.2009.5206848


https://doi.org/10.1109/msp.2012.2211477
http://arxiv.org/abs/1907.04840v2
http://arxiv.org/abs/1810.04805v2
https://doi.org/10.5860/choice.194685
https://doi.org/10.1145/42288.42291
https://doi.org/10.1145/42288.42291
http://arxiv.org/abs/2010.11929v2
http://arxiv.org/abs/2010.11929v2
http://arxiv.org/abs/2207.07958v1
http://arxiv.org/abs/2207.07958v1
https://doi.org/10.1109/iros51168.2021.9636217
https://doi.org/10.1007/978-3-540-79228-4/_1
https://doi.org/10.1007/11681878/_14


https://doi.org/10.1007/s11227-013-0884-0
https://www.usenix.org/conference/nsdi22/presentation/eisenman
http://arxiv.org/abs/2310.02238v2
http://arxiv.org/abs/2310.02238v2
https://doi.org/10.7551/mitpress/1888.003.0015
https://doi.org/10.7551/mitpress/1888.003.0015
https://doi.org/10.1109/cvpr42600.2020.01464
https://doi.org/10.1109/cvpr42600.2020.01464
https://doi.org/10.1007/978-3-030-05318-5/_3
https://doi.org/10.1007/978-3-030-05318-5/_3
https://doi.org/10.1007/978-3-030-05318-5/_3
https://doi.org/10.1007/s11263-009-0275-4
https://doi.org/10.1007/s11263-009-0275-4
http://arxiv.org/abs/1707.08945v5
https://doi.org/10.1080/00396338.2011.555586
https://doi.org/10.1080/00396338.2011.555586
https://doi.org/10.1109/cvpr.2004.383


https://doi.org/10.1109/MM.2020.2975796
https://doi.org/10.1109/MM.2020.2975796
https://doi.org/10.1016/j.compag.2018.01.009
https://doi.org/10.1007/978-3-030-05318-5/_6
https://doi.org/10.1007/978-3-030-05318-5/_6
https://doi.org/10.1109/MC.1981.1653991
https://doi.org/10.1109/proc.1966.5273
https://doi.org/10.1007/978-3-319-67531-2/_2
https://doi.org/10.1145/242485.242493
https://doi.org/10.1145/3447548.3467145
https://doi.org/10.1145/3447548.3467145
http://arxiv.org/abs/1902.09574v1
http://arxiv.org/abs/1902.09574v1
http://arxiv.org/abs/1902.09574v1
http://arxiv.org/abs/2211.15841v1
http://arxiv.org/abs/2211.15841v1
https://doi.org/10.1145/2523813
https://doi.org/10.1007/3-540-44709-1/_21
https://doi.org/10.1038/s41928-020-0372-5
https://doi.org/10.1038/s41928-020-0372-5


https://doi.org/10.1007/978-1-4842-5494-3
https://doi.org/10.1145/3458723
https://doi.org/10.1145/3458723
https://doi.org/10.1145/3458723
https://proceedings.neurips.cc/paper/2021/hash/4f5c422f4d49a5a807eda27434231040-Abstract.html
https://proceedings.neurips.cc/paper/2021/hash/4f5c422f4d49a5a807eda27434231040-Abstract.html
https://doi.org/10.1109/TNNLS.2021.3088493
http://arxiv.org/abs/2103.13630v3
http://arxiv.org/abs/2103.13630v3
https://doi.org/10.1109/mm.2024.3373763
https://doi.org/10.23919/fpl.2017.8056840
https://doi.org/10.1145/103162.103163
https://doi.org/10.1145/103162.103163
http://arxiv.org/abs/1908.05033v1
https://doi.org/10.1109/tpami.2012.273
https://doi.org/10.1109/tpami.2012.273
https://doi.org/10.1109/tpami.2012.273


https://doi.org/10.1145/3422622
https://doi.org/10.1145/3422622
https://doi.org/10.18653/v1/2020.repl4nlp-1.18
https://doi.org/10.18653/v1/2020.repl4nlp-1.18
https://doi.org/10.1007/s11263-021-01453-z
https://doi.org/10.1109/dsn-s58398.2023.00025
https://doi.org/10.1109/dsn-s58398.2023.00025
https://doi.org/10.7551/mitpress/13937.001.0001
https://doi.org/10.7551/mitpress/13937.001.0001
http://arxiv.org/abs/2402.00838v4
https://ivygdy.medium.com/deep-learning-model-compression-ii-546352ea9453
https://www.usenix.org/conference/osdi20/presentation/gujarati
https://doi.org/10.1001/jama.2016.17216
https://doi.org/10.1016/j.jacc.2019.08.019


https://doi.org/10.1109/access.2023.3300381
https://doi.org/10.1109/access.2023.3300381
https://jmlr.org/papers/v17/15-243.html
https://jmlr.org/papers/v17/15-243.html
https://doi.org/10.1145/3470496.3527408
https://doi.org/10.1109/MM.2022.3186575
https://doi.org/10.1002/j.1538-7305.1950.tb00463.x
https://doi.org/10.1002/j.1538-7305.1950.tb00463.x
https://doi.org/10.1109/isca.2016.30
https://doi.org/10.1109/isca.2016.30
http://arxiv.org/abs/1510.00149v5
http://arxiv.org/abs/1510.00149v5
http://arxiv.org/abs/1506.02626v3


https://proceedings.neurips.cc/paper/2016/hash/9d2682367c3935defcb1f9e247a97c0d-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/9d2682367c3935defcb1f9e247a97c0d-Abstract.html
https://proceedings.neurips.cc/paper/2016/hash/9d2682367c3935defcb1f9e247a97c0d-Abstract.html
https://doi.org/10.1007/978-3-030-58598-3/_28
https://doi.org/10.1109/cvpr.2016.90
https://doi.org/10.1109/cvpr.2016.90
https://doi.org/10.1109/cvpr.2016.90
https://doi.org/10.1371/journal.pone.0282265
https://doi.org/10.1371/journal.pone.0282265
https://doi.org/10.1371/journal.pone.0282265
https://doi.org/10.1109/micro50266.2020.00033
https://doi.org/10.1007/978-3-030-01234-2/_48
https://doi.org/10.1145/3579371.3589105
http://proceedings.mlr.press/v80/hebert-johnson18a.html
http://proceedings.mlr.press/v80/hebert-johnson18a.html


https://doi.org/10.48550/arxiv.2002.05651
http://arxiv.org/abs/2002.05651v2
http://arxiv.org/abs/1903.12261v1
https://doi.org/10.1145/3282307
https://doi.org/10.1145/3282307
https://openai.com/research/ai-and-efficiency
https://openai.com/research/ai-and-efficiency
https://doi.org/10.48550/arxiv.2005.04305
https://doi.org/10.48550/arxiv.2005.04305
http://arxiv.org/abs/1712.00409v1
https://pubs.acs.org/doi/10.1021/acs.jcim.3c00799
https://pubs.acs.org/doi/10.1021/acs.jcim.3c00799
https://doi.org/10.1001/jamanetworkopen.2021.44967
http://arxiv.org/abs/1503.02531v1
http://arxiv.org/abs/1503.02531v1
http://arxiv.org/abs/1503.02531v1
https://doi.org/10.1126/science.aaa8685
https://doi.org/10.1126/science.aaa8685
https://doi.org/10.1142/s0218488598000094
https://doi.org/10.1142/s0218488598000094
https://doi.org/10.1162/neco.1997.9.8.1735
https://doi.org/10.1162/neco.1997.9.8.1735


http://arxiv.org/abs/2102.00554v1
http://arxiv.org/abs/2203.15556v1
https://doi.org/10.1016/0893-6080(89)90020-8
https://doi.org/10.1109/isscc.2014.6757323
https://doi.org/10.1109/isscc.2014.6757323
http://arxiv.org/abs/1702.08138v1
http://arxiv.org/abs/1702.08138v1
http://arxiv.org/abs/1704.04861v1
http://arxiv.org/abs/1704.04861v1
http://arxiv.org/abs/1704.04861v1
https://doi.org/10.3390/info11020108
https://doi.org/10.23919/date56975.2023.10137246
https://doi.org/10.1038/srep34250
https://doi.org/10.1038/srep34250


http://arxiv.org/abs/2106.09685v2
https://doi.org/10.1109/access.2023.3267469
https://doi.org/10.1007/978-3-030-05318-5
https://doi.org/10.1007/978-3-030-05318-5
https://doi.org/10.1007/978-3-030-05318-5
https://doi.org/10.1109/ecctd.2009.5275012
https://doi.org/10.1109/ecctd.2009.5275012
https://doi.org/10.1016/b978-0-12-384988-5.00064-4
http://arxiv.org/abs/1602.07360v4
http://arxiv.org/abs/1602.07360v4
http://arxiv.org/abs/1502.03167v3


https://doi.org/10.18653/v1/2023.inlg-main.3
https://doi.org/10.1109/cvpr.2018.00286
https://doi.org/10.1109/cvpr.2018.00286
https://doi.org/10.1109/cvpr.2018.00286
https://doi.org/10.1109/cvpr.2018.00286
https://doi.org/10.1109/cvpr.2018.00286
https://doi.org/10.7551/mitpress/1120.003.0008
https://doi.org/10.7551/mitpress/1120.003.0008
https://doi.org/10.48550/ARXIV.2412.16720
https://www.econlib.org/library/YPDBooks/Jevons/jvnCQ.html
https://www.econlib.org/library/YPDBooks/Jevons/jvnCQ.html
https://doi.org/10.1201/b17045
https://doi.org/10.1109/dsn.2019.00025
https://doi.org/10.1109/dsn.2019.00025
http://arxiv.org/abs/1807.11205v1


https://doi.org/10.1145/2647868.2654889
https://doi.org/10.1145/2647868.2654889
http://arxiv.org/abs/1807.05358v1
https://doi.org/10.18653/v1/2020.findings-emnlp.372
https://doi.org/10.18653/v1/2020.findings-emnlp.372
http://arxiv.org/abs/2002.11545v2
https://doi.org/10.1109/icra.2017.7989092
https://doi.org/10.1109/icra.2017.7989092
http://arxiv.org/abs/1810.03960v1
https://doi.org/10.1016/b978-0-12-592101-5.50006-3
https://doi.org/10.1016/b978-0-12-592101-5.50006-3
https://doi.org/10.18653/v1/e17-2068
https://doi.org/10.1109/isca52012.2021.00010


https://doi.org/10.1109/isca52012.2021.00010
https://doi.org/10.1109/isca52012.2021.00010
https://doi.org/10.1145/3360307
https://doi.org/10.1145/3079856.3080246
https://doi.org/10.1145/3079856.3080246
https://doi.org/10.1145/3079856.3080246
https://doi.org/10.1145/3079856.3080246
https://doi.org/10.1007/978-3-642-29656-7
https://doi.org/10.1109/MM.2022.1234567
http://arxiv.org/abs/2001.08361v1
https://doi.org/10.1145/3313831.3376219
https://doi.org/10.1007/bfb0030680
https://proceedings.neurips.cc/paper/2021/hash/a4380923dd651c195b1631af7c829187-Abstract.html
https://proceedings.neurips.cc/paper/2021/hash/a4380923dd651c195b1631af7c829187-Abstract.html


https://doi.org/10.18653/v1/2021.naacl-main.324
https://doi.org/10.1109/hpca.2015.7056025
https://doi.org/10.1080/10773525.2018.1519957
https://doi.org/10.1080/10773525.2018.1519957
http://arxiv.org/abs/1412.6980v9
https://doi.org/10.1073/pnas.1611835114
http://shop.oreilly.com/product/0636920032175.do
http://shop.oreilly.com/product/0636920032175.do
https://doi.org/10.3390/electronics10182286
https://doi.org/10.1109/sp.2019.00002
https://doi.org/10.1109/sp.2019.00002
https://doi.org/10.1109/sp.2019.00002
https://doi.org/10.1007/3-540-48405-1/_25
https://doi.org/10.1007/s13389-011-0006-y
http://proceedings.mlr.press/v119/koh20a.html


http://proceedings.mlr.press/v139/koh21a.html
http://proceedings.mlr.press/v139/koh21a.html
https://doi.org/10.1109/waspaa.2019.8937164
http://arxiv.org/abs/1610.02527
https://doi.org/10.1145/3533378
https://doi.org/10.1145/3533378
http://arxiv.org/abs/1806.08342v1
https://doi.org/10.1038/s41551-022-00914-1
https://doi.org/10.1145/3065386
https://doi.org/10.1145/3065386
https://doi.org/10.1145/3065386
https://doi.org/10.1145/3065386
https://doi.org/10.18653/v1/w18-2507
https://doi.org/10.18653/v1/w18-2507
https://doi.org/10.1007/978-1-4614-6849-3
https://doi.org/10.1109/mc.1982.1653825
https://doi.org/10.1109/mc.1982.1653825


https://doi.org/10.15368/theses.2020.76
https://doi.org/10.15368/theses.2020.76
http://arxiv.org/abs/1801.06601v1
https://doi.org/10.1145/3375627.3375833
https://doi.org/10.1145/106972.106981
https://doi.org/10.1145/106972.106981
https://doi.org/10.1109/mc.2009.84
http://arxiv.org/abs/2002.11054v2
http://arxiv.org/abs/2002.11054v2
https://doi.org/10.1038/nature14539
https://doi.org/10.1038/nature14539
https://doi.org/10.1038/nature14539
https://doi.org/10.1007/3-540-49430-8/_2
http://papers.nips.cc/paper/250-optimal-brain-damage
https://doi.org/10.1162/neco.1989.1.4.541
https://doi.org/10.1162/neco.1989.1.4.541
https://doi.org/10.1109/5.726791
https://doi.org/10.3390/electronics11182970
https://doi.org/10.3390/electronics11182970


http://arxiv.org/abs/2303.01464v2
http://arxiv.org/abs/2303.01464v2
http://arxiv.org/abs/1605.04711v3
https://doi.org/10.1145/3126908.3126964
https://doi.org/10.1145/3126908.3126964
https://jmlr.org/papers/v18/16-558.html
https://jmlr.org/papers/v18/16-558.html
https://doi.org/10.1109/tkde.2021.3124599
https://doi.org/10.1109/tkde.2021.3124599
https://doi.org/10.1109/msp.2020.2975749
https://doi.org/10.1109/msp.2020.2975749
https://doi.org/10.1109/msp.2020.2975749
https://doi.org/10.1109/msp.2020.2975749
http://arxiv.org/abs/2211.09110v2
http://arxiv.org/abs/2211.09110v2
https://proceedings.neurips.cc/paper/2020/hash/86c51678350f656dcc7f490a43946ee5-Abstract.html
https://proceedings.neurips.cc/paper/2020/hash/86c51678350f656dcc7f490a43946ee5-Abstract.html


http://arxiv.org/abs/2001.05909v2
http://arxiv.org/abs/2001.05909v2
http://arxiv.org/abs/2306.00978v5
http://arxiv.org/abs/2306.00978v5
https://doi.org/10.1109/mcas.2023.3302182
https://doi.org/10.1007/978-3-319-10602-1/_48
https://doi.org/10.1007/978-3-319-10602-1/_48
https://doi.org/10.1109/access.2019.2915109
https://doi.org/10.1109/mm.2008.31
https://doi.org/10.3389/fnins.2018.00840
https://doi.org/10.1016/j.gloei.2020.07.008
https://doi.org/10.1126/scitranslmed.adc9669
https://proceedings.neurips.cc/paper/2017/hash/f87522788a2be2d171666752f97ddebb-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/f87522788a2be2d171666752f97ddebb-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/f87522788a2be2d171666752f97ddebb-Abstract.html
https://doi.org/10.1145/2487575.2487579


http://arxiv.org/abs/2102.12586v5
http://arxiv.org/abs/2102.12586v5
http://arxiv.org/abs/2302.01172v1
http://arxiv.org/abs/2302.01172v1
https://doi.org/10.2307/j.ctv1ddcwvh.9
https://doi.org/10.2307/j.ctv1ddcwvh.9
https://proceedings.neurips.cc/paper/2017/hash/8a20a8621978632d76c43dfd28b67767-Abstract.html
https://proceedings.neurips.cc/paper/2017/hash/8a20a8621978632d76c43dfd28b67767-Abstract.html
https://doi.org/10.1145/3620666.3651349
http://arxiv.org/abs/2406.02877v1
https://doi.org/10.1145/3611018
https://doi.org/10.1145/3611018
http://arxiv.org/abs/1706.06083v4
http://arxiv.org/abs/1706.06083v4


https://doi.org/10.1109/dsn-w50199.2020.00014
https://doi.org/10.1109/dsn-w50199.2020.00014
https://doi.org/10.1109/issre52982.2021.00025
https://doi.org/10.1109/issre52982.2021.00025
https://doi.org/10.1109/dsn53405.2022.00031
https://doi.org/10.1145/255950.153587
https://doi.org/10.1145/255950.153587
https://doi.org/10.3390/jsan11020021
https://doi.org/10.3390/jsan11020021
https://doi.org/10.1126/science.aba3758
https://doi.org/10.1126/science.aba3758
http://arxiv.org/abs/2310.03715v1
http://arxiv.org/abs/2310.03715v1
https://doi.org/10.48550/ARXIV.2405.19522
https://doi.org/10.48550/ARXIV.2405.19522
https://doi.org/10.1109/mm.2020.2974843
https://doi.org/10.21437/interspeech.2017-1386
https://doi.org/10.21437/interspeech.2017-1386
https://doi.org/10.1016/b978-0-934613-03-3.50035-0
https://doi.org/10.1016/b978-0-934613-03-3.50035-0


http://proceedings.mlr.press/v54/mcmahan17a.html
http://proceedings.mlr.press/v54/mcmahan17a.html
http://arxiv.org/abs/1905.12334v1
http://arxiv.org/abs/1609.07843v1
http://arxiv.org/abs/1710.03740v3
http://arxiv.org/abs/1710.03740v3
http://arxiv.org/abs/1710.03740v3
http://arxiv.org/abs/2209.05433v2
http://arxiv.org/abs/2209.05433v2
https://doi.org/10.1109/mdat.2018.2863106
https://doi.org/10.1016/s1010-6030(97)00118-4
https://doi.org/10.1109/dftvs.2003.1250141
https://doi.org/10.1109/dftvs.2003.1250141
https://doi.org/10.7551/mitpress/12274.003.0027
https://doi.org/10.7551/mitpress/12274.003.0027
https://doi.org/10.1109/hpca.2005.37
https://doi.org/10.1109/hpca.2005.37


http://arxiv.org/abs/2106.08295v1
http://arxiv.org/abs/2106.08295v1
http://arxiv.org/abs/2106.08295v1
https://doi.org/10.18653/v1/2021.emnlp-main.465
https://doi.org/10.18653/v1/2021.emnlp-main.465
http://arxiv.org/abs/cs/0610105
http://arxiv.org/abs/2104.04473v5
https://doi.org/10.1145/3458817.3476209
https://doi.org/10.1145/3458817.3476209
http://arxiv.org/abs/2204.02455v2
https://doi.org/10.1002/pra2.487
http://arxiv.org/abs/2209.00626v6
http://arxiv.org/abs/2106.06639v4
http://arxiv.org/abs/2106.06639v4
http://arxiv.org/abs/2401.09045v2
http://arxiv.org/abs/2401.09045v2
https://doi.org/10.1109/mm.2021.3058217


https://doi.org/10.48550/arXiv.2103.14749%20arXiv-issued%20DOI%20via%20DataCite
https://doi.org/10.48550/arXiv.2103.14749%20arXiv-issued%20DOI%20via%20DataCite
https://developer.nvidia.com/tensorrt
https://doi.org/10.1145/3368555.3384468
https://doi.org/10.1145/3368555.3384468
https://doi.org/10.1126/science.aax2342
https://doi.org/10.1126/science.aax2342
https://doi.org/10.1787/876367e3-en
https://doi.org/10.23915/distill.00024.001
https://doi.org/10.1145/3595292
https://doi.org/10.1145/3595292
https://doi.org/10.1109/mc.2022.3190787
https://doi.org/10.1109/jproc.2008.917757
https://doi.org/10.1109/jproc.2008.917757
https://doi.org/10.1145/1500518.1500674
https://doi.org/10.1109/access.2019.2919463
https://doi.org/10.1109/access.2019.2919463
https://doi.org/10.1109/isca52012.2021.00075
https://doi.org/10.1109/sp.2016.41


https://doi.org/10.3115/1073083.1073135
https://doi.org/10.3115/1073083.1073135
http://arxiv.org/abs/1904.08779v3
http://arxiv.org/abs/2305.14384v1
https://doi.org/10.1016/j.rser.2016.06.010
https://doi.org/10.1109/mc.2022.3148714
https://doi.org/10.1109/mc.2022.3148714
http://arxiv.org/abs/2104.10350v3
http://arxiv.org/abs/2104.10350v3
http://arxiv.org/abs/2406.17557v2
https://doi.org/10.3389/fpsyg.2018.00797


https://doi.org/10.6028/nist.ir.8312-draft
https://doi.org/10.1002/(sici)1097-024x(199709)27:9%3C995::aid-spe111%3E3.0.co;2-6
https://doi.org/10.1002/(sici)1097-024x(199709)27:9%3C995::aid-spe111%3E3.0.co;2-6
https://doi.org/10.1002/(sici)1097-024x(199709)27:9%3C995::aid-spe111%3E3.0.co;2-6
https://doi.org/10.1109/ispass57527.2023.00024
https://doi.org/10.3390/bios13070719
https://doi.org/10.1145/3531146.3533231
https://doi.org/10.1145/2678373.2665678
https://doi.org/10.1145/2678373.2665678
https://doi.org/10.1186/s13634-021-00744-4
https://doi.org/10.1186/s13634-021-00744-4
https://doi.org/10.1049/pbte073e/_ch14
https://doi.org/10.1049/pbte073e/_ch14
https://doi.org/10.7551/mitpress/7921.003.0002


https://doi.org/10.1109/iceca.2018.8474730
https://doi.org/10.1109/iceca.2018.8474730
https://doi.org/10.1109/cvpr42600.2020.01044
https://doi.org/10.5555/3433701.3433721
https://doi.org/10.5555/3433701.3433721
https://doi.org/10.18653/v1/d16-1264
https://doi.org/10.18653/v1/d16-1264
http://arxiv.org/abs/2303.15632v1
https://doi.org/10.1109/cvpr52729.2023.01052
https://doi.org/10.3389/fpls.2017.01852
http://proceedings.mlr.press/v139/ramesh21a.html
https://doi.org/10.1109/mm.2024.3409469
https://doi.org/10.1109/mm.2024.3409469
https://doi.org/10.1109/qest.2012.37
https://doi.org/10.1109/tr.2014.2363152
https://doi.org/10.1109/tr.2014.2363152


https://doi.org/10.1007/978-3-319-46493-0/_32
https://doi.org/10.1145/3209889.3209898
https://doi.org/10.1007/978-3-031-01756-8
https://doi.org/10.1109/dac.2018.8465834
https://doi.org/10.1609/aaai.v33i01.33014780
https://doi.org/10.1609/aaai.v33i01.33014780
https://doi.org/10.1609/aaai.v33i01.33014780
https://doi.org/10.1109/isca45697.2020.00045
https://doi.org/10.1007/978-3-031-01739-1
https://doi.org/10.1007/978-3-031-01739-1
https://doi.org/10.1109/cgo.2005.34
https://doi.org/10.1109/cgo.2005.34
https://doi.org/10.1038/s41583-021-00432-0
http://arxiv.org/abs/2405.04171v1


https://doi.org/10.1109/cvpr52688.2022.01042
https://doi.org/10.1109/cvpr52688.2022.01042
https://www.usenix.org/conference/atc21/presentation/romero
https://www.usenix.org/conference/atc21/presentation/romero
https://doi.org/10.1037/h0042519
https://doi.org/10.1038/s42256-019-0048-x
https://doi.org/10.1038/s42256-019-0048-x
https://doi.org/10.1038/323533a0
https://doi.org/10.1093/oso/9780198862536.003.0001
https://doi.org/10.1093/oso/9780198862536.003.0001
https://doi.org/10.1037/0003-066x.55.1.68
https://doi.org/10.1037/0003-066x.55.1.68
https://doi.org/10.1145/3411764.3445518
https://doi.org/10.1109/dsn.2017.30
https://doi.org/10.1109/dsn.2017.30
http://arxiv.org/abs/1910.01108v4


https://doi.org/10.22323/2.22020402
https://doi.org/10.1145/3381831
https://doi.org/10.1145/3381831
https://doi.org/10.1145/2939672.2945397
https://doi.org/10.1145/2939672.2945397
https://doi.org/10.1109/iccv.2017.74
https://doi.org/10.1109/micro.2010.46
https://doi.org/10.1109/micro.2010.46
https://doi.org/10.1007/978-3-031-01560-1
https://doi.org/10.1007/978-3-031-01560-1
https://doi.org/10.1007/978-3-031-01560-1
https://doi.org/10.1007/978-3-031-01560-1
https://doi.org/10.1109/ijcnn55064.2022.9891914
https://doi.org/10.1109/ijcnn55064.2022.9891914
http://arxiv.org/abs/1708.06374v6


http://jmlr.org/papers/v20/18-789.html
http://arxiv.org/abs/2310.13828v3
https://doi.org/10.1109/TC.2018.2799212
http://arxiv.org/abs/1811.02084v1
http://arxiv.org/abs/1701.06538v1
https://doi.org/10.2312/EGGH/EGGH07/055-064
https://doi.org/10.2312/EGGH/EGGH07/055-064
https://doi.org/10.1609/aaai.v34i05.6409
https://doi.org/10.1609/aaai.v34i05.6409
https://doi.org/10.1609/aaai.v33i01.33019837
https://doi.org/10.1145/3419764
https://doi.org/10.1145/3419764
http://arxiv.org/abs/1909.08053v4
http://arxiv.org/abs/1909.08053v4


https://doi.org/10.1109/sp.2017.41
https://doi.org/10.1109/sp.2017.41
https://doi.org/10.1016/j.cec.2022.100011
https://doi.org/10.1109/hst.2009.5225028
https://doi.org/10.1007/3-540-36400-5/_2
https://doi.org/10.1007/3-540-36400-5/_2
https://doi.org/10.4159/9780674043756
http://arxiv.org/abs/1706.03825v1
https://www.dspguide.com/
https://doi.org/10.1109/hotchips.2015.7477467
https://doi.org/10.1016/j.ipm.2009.03.002
https://doi.org/10.1038/531435a
https://www.statista.com/statistics/802690/worldwide-connected-devices-by-access-technology/
https://www.statista.com/statistics/802690/worldwide-connected-devices-by-access-technology/
https://doi.org/10.1109/mm.2017.35
https://doi.org/10.1007/bf02165411
https://doi.org/10.1109/mspec.2019.8678513
https://doi.org/10.1109/mspec.2019.8678513
https://doi.org/10.18653/v1/p19-1355
https://doi.org/10.18653/v1/p19-1355
https://doi.org/10.18653/v1/p19-1355
https://doi.org/10.18653/v1/p19-1355


https://doi.org/10.1109/mm.2022.3219803
https://doi.org/10.1109/tcsvt.2012.2221191
https://doi.org/10.18653/v1/d19-1441
https://cerebras.ai/product-chip/
https://doi.org/10.1109/jproc.2017.2761740
https://doi.org/10.1109/jproc.2017.2761740
http://arxiv.org/abs/1312.6199v4
https://doi.org/10.1109/dac18072.2020.9218516
https://doi.org/10.1109/dac18072.2020.9218516
http://arxiv.org/abs/2210.08196v2
http://arxiv.org/abs/1605.02688v1


http://arxiv.org/abs/1709.01686v1
https://doi.org/10.18356/7d014b41-en
https://doi.org/10.1145/3580309
https://doi.org/10.48550/ARXIV.2211.13895
https://doi.org/10.3390/su141912477
https://doi.org/10.1145/3319535.3354222
https://doi.org/10.1145/3319535.3354222
https://doi.org/10.3390/cancers15174228
https://doi.org/10.3390/cancers15174228
https://doi.org/10.1109/dsn48987.2021.00041
https://doi.org/10.1109/dsn48987.2021.00041
http://arxiv.org/abs/2410.12032v2
https://doi.org/10.1145/3020078.3021744
https://www3.weforum.org/docs/WEF/_A/_New/_Circular/_Vision/_for/_Electronics.pdf
https://www3.weforum.org/docs/WEF/_A/_New/_Circular/_Vision/_for/_Electronics.pdf


https://ewastemonitor.info
https://doi.org/10.1038/534602a
https://doi.org/10.1109/tvlsi.2021.3061649
https://doi.org/10.1109/tvlsi.2021.3061649
http://arxiv.org/abs/1810.03548v1
https://doi.org/10.1109/tns.2010.2087355
https://doi.org/10.1109/tns.2010.2087355
https://www.hackster.io/dual//_boot/elephant-ai-ba71e9
https://www.hackster.io/dual//_boot/elephant-ai-ba71e9
https://doi.org/10.1038/s41467-019-14108-y
https://doi.org/10.2139/ssrn.3063289
https://doi.org/10.2139/ssrn.3063289
https://doi.org/10.1002/ajim.4700110209
https://doi.org/10.1109/dac18074.2021.9586116
https://doi.org/10.1109/dac18074.2021.9586116
http://arxiv.org/abs/1905.00537v3
http://arxiv.org/abs/1905.00537v3


http://arxiv.org/abs/1804.07461v3
https://doi.org/10.1002/leap.1229
https://doi.org/10.1109/iccv.2019.00541
https://doi.org/10.1109/iccv.2019.00541
https://doi.org/10.1007/978-3-030-01261-8/_25
https://doi.org/10.1145/3386252
http://arxiv.org/abs/1907.10701v4
http://arxiv.org/abs/1804.03209v1
http://arxiv.org/abs/1804.03209v1
https://doi.org/10.1145/358274.358283
https://doi.org/10.1145/358274.358283
https://doi.org/10.1109/icassp39728.2021.9413448
https://doi.org/10.1126/science.131.3410.1355
https://doi.org/10.1109/micro.2014.15
https://doi.org/10.1109/micro.2014.15
https://doi.org/10.1145/507338.507355


https://doi.org/10.1109/4235.585893
https://doi.org/10.1109/cvpr.2019.01099
https://doi.org/10.1109/cvpr.2019.01099
https://doi.org/10.1109/hpca.2019.00048
https://doi.org/10.1109/hpca.2019.00048
http://arxiv.org/abs/2004.09602v1
https://doi.org/10.1109/cvpr.2016.521
https://doi.org/10.18653/v1/2021.eacl-main.8
http://arxiv.org/abs/2404.18824v1
https://doi.org/10.1109/cvpr42600.2020.00244


https://doi.org/10.1109/aero.1996.495891
https://www.usenix.org/conference/nsdi23/presentation/you
https://www.usenix.org/conference/nsdi23/presentation/you
https://doi.org/10.1109/emc2-nips53020.2019.00016
http://arxiv.org/abs/2101.08596v1
https://doi.org/10.1016/j.susmat.2018.e00062
https://doi.org/10.1016/j.susmat.2018.e00062
https://www.usenix.org/conference/atc19/presentation/zhang-chengliang
https://www.usenix.org/conference/atc19/presentation/zhang-chengliang
https://doi.org/10.1109/vts.2018.8368656
https://doi.org/10.1109/dac.2018.8465918
https://doi.org/10.1109/dac.2018.8465918


https://doi.org/10.1186/s12938-017-0317-z
http://arxiv.org/abs/2403.03507v2
http://arxiv.org/abs/2403.03507v2
https://doi.org/10.1109/sp.2018.00049
http://arxiv.org/abs/1806.00582v2
http://arxiv.org/abs/2102.04010v2
http://arxiv.org/abs/2102.04010v2
https://doi.org/10.1007/978-3-030-01237-3/_8
https://doi.org/10.1007/978-3-030-01237-3/_8

	Preface
	Global Outreach
	Why We Wrote This Book
	Want to Help Out?
	What's Next?

	Author's Note
	About the Book
	Overview
	Purpose of the Book
	Context and Development
	What to Expect

	Learning Goals
	Key Learning Outcomes
	Learning Objectives
	AI Learning Companion

	How to Use This Book
	Book Structure
	Suggested Reading Paths
	Modular Design

	Transparency and Collaboration
	Copyright and Licensing
	Join the Community

	Book Changelog
	Acknowledgements
	Funding Agencies and Companies
	Academic Support
	Non-Profit and Institutional Support
	Corporate Support

	Contributors

	SocratiQ AI
	AI Learning Companion
	Quick Start Guide
	Button Overview
	Personalize Your Learning
	Learning with SocratiQ
	Quizzes
	Example Learning Flow
	Getting Help with Concepts

	Tracking Your Progress
	Performance Dashboard
	 Achievement Badges

	Data Storage
	Technical Requirements
	Common Issues and Troubleshooting
	Providing Feedback

	Introduction
	AI Pervasiveness
	AI and ML Basics
	AI Evolution
	Symbolic AI Era
	Expert Systems Era
	Statistical Learning Era
	Shallow Learning Era
	Deep Learning Era

	ML Systems Engineering
	Defining ML Systems
	Lifecycle of ML Systems
	ML Systems in the Wild
	ML Systems Impact on Lifecycle
	Emerging Trends
	Application-Level Innovation
	System Architecture Evolution


	Practical Applications
	FarmBeats: ML in Agriculture
	Data Considerations
	Algorithmic Considerations
	Infrastructure Considerations
	Future Implications

	AlphaFold: Scientific ML
	Data Considerations
	Algorithmic Considerations
	Infrastructure Considerations
	Future Implications

	Autonomous Vehicles and ML
	Data Considerations
	Algorithmic Considerations
	Infrastructure Considerations
	Future Implications


	Challenges in ML Systems
	Data-Related Challenges
	Model-Related Challenges
	System-Related Challenges
	Ethical Considerations

	Looking Ahead
	Book Structure and Learning Path

	ML Systems
	Purpose
	Overview
	Cloud-Based Machine Learning
	Characteristics
	Benefits
	Challenges
	Use Cases

	Edge Machine Learning
	Characteristics
	Benefits
	Challenges
	Use Cases

	Mobile Machine Learning
	Characteristics
	Benefits
	Challenges
	Use Cases

	Tiny Machine Learning
	Characteristics
	Benefits
	Challenges
	Use Cases

	Hybrid Machine Learning
	Design Patterns
	Train-Serve Split
	Hierarchical Processing
	Progressive Deployment
	Federated Learning
	Collaborative Learning

	Real-World Integration

	Shared Principles
	Implementation Layer
	System Principles Layer
	System Considerations Layer
	Principles to Practice

	System Comparison
	Deployment Decision Framework
	Conclusion
	Resources

	DL Primer
	Purpose
	Overview
	The Evolution to Deep Learning
	Rule-Based Programming
	Classical Machine Learning
	Neural Networks and Representation Learning
	Neural System Implications
	Computation Patterns
	Memory Systems
	System Scaling


	Biological to Artificial Neurons
	Biological Intelligence
	Transition to Artificial Neurons
	Artificial Intelligence
	Computational Translation
	System Requirements
	Evolution and Impact

	Neural Network Fundamentals
	Basic Architecture
	Neurons and Activations
	Layers and Connections
	Data Flow and Transformations

	Weights and Biases
	Weight Matrices
	Connection Patterns
	Bias Terms
	Parameter Organization

	Network Topology
	Basic Structure
	Design Trade-offs
	Connection Patterns
	Parameter Considerations


	Learning Process
	Training Overview
	Forward Propagation
	Layer Computation
	Mathematical Representation
	Computational Process
	Practical Considerations

	Loss Functions
	Basic Concepts
	Classification Losses
	Loss Computation
	Training Implications

	Backward Propagation
	Gradient Flow
	Gradient Computation
	Implementation Aspects

	Optimization Process
	Gradient Descent Basics
	Batch Processing
	Training Loop
	Practical Considerations


	Prediction Phase
	Inference Basics
	Training vs Inference
	Basic Pipeline

	Pre-processing
	Inference
	Network Initialization
	Forward Pass Computation
	Resource Requirements
	Optimization Opportunities

	Post-processing

	Case Study: USPS Postal Service
	Real-world Problem
	System Development
	Complete Pipeline
	Results and Impact
	Key Takeaways

	Conclusion

	DNN Architectures
	Purpose
	Overview
	Multi-Layer Perceptrons: Dense Pattern Processing
	Pattern Processing Needs
	Algorithmic Structure
	Computational Mapping
	System Implications
	Memory Requirements
	Computation Needs
	Data Movement


	Convolutional Neural Networks: Spatial Pattern Processing
	Pattern Processing Needs
	Algorithmic Structure
	Computational Mapping
	System Implications
	Memory Requirements
	Computation Needs
	Data Movement


	Recurrent Neural Networks: Sequential Pattern Processing
	Pattern Processing Needs
	Algorithmic Structure
	Computational Mapping
	System Implications
	Memory Requirements
	Computation Needs
	Data Movement


	Attention Mechanisms: Dynamic Pattern Processing
	Pattern Processing Needs
	Basic Attention Mechanism
	Algorithmic Structure
	Computational Mapping
	System Implications

	Transformers and Self-Attention
	Algorithmic Structure
	Computational Mapping
	System Implications


	Architectural Building Blocks
	From Perceptron to Multi-Layer Networks
	From Dense to Spatial Processing
	The Evolution of Sequence Processing
	Modern Architectures: Synthesis and Innovation

	System-Level Building Blocks
	Core Computational Primitives
	Memory Access Primitives
	Data Movement Primitives
	System Design Impact

	Conclusion

	AI Workflow
	Purpose
	Overview
	Definition
	Traditional vs. AI Lifecycles

	Lifecycle Stages
	Problem Definition
	Requirements and System Impact
	Definition Workflow
	Scale and Distribution
	Systems Thinking
	Lifecycle Implications

	Data Collection
	Data Requirements and Impact
	Data Infrastructure
	Scale and Distribution
	Data Validation
	Systems Thinking
	Lifecycle Implications

	Model Development
	Model Requirements and Impact
	Development Workflow
	Scale and Distribution
	Systems Thinking
	Lifecycle Implications

	Deployment
	Deployment Requirements and Impact
	Deployment Workflow
	Scale and Distribution
	Robustness and Reliability
	Systems Thinking
	Lifecycle Implications

	Maintenance
	Monitoring Requirements and Impact
	Maintenance Workflow
	Scale and Distribution
	Proactive Maintenance
	Systems Thinking
	Lifecycle Implications

	AI Lifecycle Roles
	Collaboration in AI
	Role Interplay

	Conclusion

	Data Engineering
	Purpose
	Overview
	Problem Definition
	Keyword Spotting Example

	Pipeline Basics
	Data Sources
	Existing Datasets
	Web Scraping
	Crowdsourcing
	Anonymization Techniques
	Synthetic Data Creation
	Continuing the KWS Example

	Data Ingestion
	Ingestion Patterns
	ETL and ELT Comparison
	Data Source Integration
	Validation Techniques
	Error Management
	Continuing the KWS Example

	Data Processing
	Cleaning Techniques
	Data Quality Assessment
	Transformation Techniques
	Feature Engineering
	Processing Pipeline Design
	Scalability Considerations
	Continuing the KWS Example

	Data Labeling
	Types of Labels
	Annotation Techniques
	Label Quality Assessment
	AI in Annotation
	Labeling Challenges
	Continuing the KWS Example

	Data Storage
	Storage System Types
	Storage Considerations
	Performance Factors
	Storage in ML Lifecycle
	Development Phase
	Training Phase
	Deployment Phase
	Maintenance Phase

	Feature Storage
	Caching Techniques
	Data Access Patterns
	Continuing the KWS Example

	Data Governance
	Conclusion
	Resources

	AI Frameworks
	Purpose
	Overview
	Evolution History
	Evolution Timeline
	Early Numerical Libraries
	First-Generation Frameworks
	Emergence of Deep Learning Frameworks
	Hardware Impact on Design

	Fundamental Concepts
	Computational Graphs
	Basic Concepts
	Static Graphs
	Dynamic Graphs
	System Consequences

	Automatic Differentiation
	Computational Methods
	Integration with Frameworks
	Memory Consequences
	System Considerations
	Summary

	Data Structures
	Tensors
	Specialized Structures

	Programming Models
	Symbolic Programming
	Imperative Programming
	System Implementation Considerations

	Execution Models
	Eager Execution
	Graph Execution
	Just-In-Time Compilation
	Distributed Execution

	Core Operations
	Hardware Abstraction Operations
	Basic Numerical Operations
	System-Level Operations


	Framework Components
	APIs and Abstractions
	Core Libraries
	Extensions and Plugins
	Development Tools

	System Integration
	Hardware Integration
	Software Stack
	Deployment Considerations
	Workflow Orchestration

	Major Frameworks
	TensorFlow Ecosystem
	PyTorch
	JAX
	Framework Comparison

	Framework Specialization
	Cloud-Based Frameworks
	Edge-Based Frameworks
	Mobile-Based Frameworks
	TinyML Frameworks

	Framework Selection
	Model Requirements
	Software Dependencies
	Hardware Constraints
	Additional Selection Factors
	Performance Optimization
	Deployment Scalability


	Conclusion

	AI Training
	Purpose
	Overview
	Training Systems
	System Evolution
	System Role
	Systems Thinking

	Mathematical Foundations
	Neural Network Computation
	Core Operations
	Matrix Operations
	Activation Functions

	Optimization Algorithms
	Classical Methods
	Advanced Optimization Algorithms
	System Implications

	Backpropagation Mechanics
	Basic Mechanics
	Backpropagation Mechanics
	Memory Requirements
	Memory-Computation Trade-offs

	System Implications

	Pipeline Architecture
	Architectural Overview
	Data Pipeline
	Training Loop
	Evaluation Pipeline
	Component Integration

	Data Pipeline
	Core Components
	Preprocessing
	System Implications
	Data Flows
	Practical Architectures

	Forward Pass
	Compute Operations
	Memory Management

	Backward Pass
	Compute Operations
	Memory Operations
	Real-World Considerations

	Parameter Updates and Optimizers
	Memory Requirements
	Computational Load
	Batch Size and Parameter Updates


	Pipeline Optimizations
	Prefetching and Overlapping
	Mechanics
	Benefits
	Use Cases
	Challenges and Trade-offs

	Mixed-Precision Training
	FP16 Computation
	FP32 Accumulation
	Loss Scaling
	Benefits
	Use Cases
	Challenges and Trade-offs

	Gradient Accumulation and Checkpointing
	Mechanics
	Benefits
	Use Cases
	Challenges and Trade-offs

	Comparison

	Distributed Systems
	Data Parallelism
	Mechanics
	Benefits
	Challenges

	Model Parallelism
	Mechanics
	Benefits
	Challenges

	Hybrid Parallelism
	Mechanics
	Benefits
	Challenges

	Comparison

	Optimization Techniques
	Identifying Bottlenecks
	System-Level Optimizations
	Software-Level Optimizations
	Scaling Techniques

	Specialized Hardware Training
	GPUs
	TPUs
	FPGAs
	ASICs

	Conclusion

	Efficient AI
	Purpose
	Overview
	AI Scaling Laws
	Fundamental Principles
	Empirical Scaling Laws
	Scaling Regimes
	System Design
	Scaling vs. Efficiency
	Scaling Breakdown
	Toward Efficient Scaling

	The Pillars of AI Efficiency
	Algorithmic Efficiency
	Early Efficiency
	Deep Learning Era
	Modern Efficiency
	Efficiency in Design

	Compute Efficiency
	General-Purpose Computing Era
	Accelerated Computing Era
	Sustainable Computing Era
	Compute Efficiency's Role

	Data Efficiency
	Data Scarcity Era
	Big Data Era
	Modern Data Efficiency Era
	Data Efficiency's Role


	System Efficiency
	Defining System Efficiency
	Efficiency Interdependencies
	Algorithmic Efficiency Aids Compute and Data
	Compute Efficiency Supports Model and Data
	Data Efficiency Strengthens Model and Compute
	Efficiency Trade-offs
	Progression and Takeaways

	Scalability and Sustainability
	Efficiency-Scalability Relationship
	Scalability-Sustainability Relationship
	Sustainability-Efficiency Relationship


	Efficiency Trade-offs and Challenges
	Trade-offs Source
	Efficiency and Compute Requirements
	Efficiency and Real-Time Needs
	Efficiency and Model Generalization
	Summary

	Common Trade-offs
	Complexity vs. Resources
	Energy vs. Performance
	Data Size vs. Generalization
	Summary


	Managing Trade-offs
	Contextual Prioritization
	Test-Time Compute
	Co-Design
	Automation
	Summary

	Efficiency-First Mindset
	End-to-End Perspective
	Scenarios
	Prototypes vs. Production
	Cloud Apps vs. Constrained Systems
	Frequent Retraining vs. Stability

	Summary

	Broader Challenges
	Optimization Limits
	Moore's Law Case Study
	ML Optimization Parallels

	Equity Concerns
	Uneven Access
	Low-Resource Challenges
	Efficiency for Accessibility
	Democratization Pathways

	Balancing Innovation and Efficiency
	Stability vs. Experimentation
	Resource-Intensive Innovation
	Efficiency-Creativity Constraint
	Striking a Balance


	Conclusion

	Model Optimizations
	Purpose
	Overview
	Real-World Models
	Practical Models
	Accuracy-Efficiency Balance
	Optimization System Constraints

	Model Optimization Dimensions
	Model Representation
	Numerical Precision
	Architectural Efficiency
	Tripartite Framework

	Model Representation Optimization
	Pruning
	Distillation Mathematics
	Target Structures
	Unstructured Pruning
	Structured Pruning
	Dynamic Pruning
	Pruning Trade-offs
	Pruning Strategies
	Lottery Ticket Hypothesis
	Pruning Practice

	Knowledge Distillation
	Distillation Theory
	Distillation Mathematics
	Distillation Intuition
	Efficiency Gains
	Trade-offs

	Structured Approximations
	Low-Rank Factorization
	Tensor Decomposition

	Neural Architecture Search
	Model Efficiency Encoding
	Search Space Definition
	Search Space Exploration
	Candidate Architecture Evaluation
	NAS-Discovered Architecture Examples


	Numerical Precision Optimization
	Efficiency Numerical Precision
	Numerical Precision Energy Costs
	Quantization Performance Gains
	Numerical Precision Reduction Trade-offs

	Numeric Encoding and Storage
	Numerical Precision Format Comparison
	Precision Reduction Trade-offs
	Precision Reduction Strategies
	Post-Training Quantization
	Quantization-Aware Training
	PTQ and QAT Strategies
	PTQ vs. QAT

	Extreme Precision Reduction
	Binarization
	Ternarization
	Computation Challenges and Limitations

	Quantization vs. Model Representation

	Architectural Efficiency Optimization
	Hardware-Aware Design
	Efficient Design Principles
	Scaling Optimization
	Computation Reduction
	Memory Optimization

	Dynamic Computation and Adaptation
	Dynamic Schemes
	Computation Challenges and Limitations

	Sparsity Exploitation
	Sparsity Types
	Sparsity Exploitation Techniques
	Sparsity Hardware Support
	Common Structured Sparsity Patterns
	Sparsity Challenges and Limitations
	Sparsity and Other Optimizations


	AutoML and Model Optimization
	AutoML Optimizations
	Optimization Strategies
	AutoML Challenges and Considerations

	Software and Framework Support
	Optimization APIs
	Hardware Optimization Libraries
	Optimization Visualization
	Quantization Visualization
	Sparsity Visualization


	Conclusion

	AI Acceleration
	Purpose
	Overview
	Hardware Evolution
	Specialized Computing
	Specialized Computing Expansion
	Domain-Specific Architectures
	ML in Computational Domains
	Application-Specific Accelerators

	AI Compute Primitives
	Vector Operations
	Framework-Hardware Execution
	Sequential Scalar Execution
	Parallel Vector Execution
	Vector Processing History

	Matrix Operations
	Matrix Operations in NNs
	Matrix Computation Types in NNs
	Matrix Operations Hardware Acceleration
	Historical Foundations of Matrix Computation

	Special Function Units
	Non-Linear Functions
	Non-Linear Functions Implementation
	Hardware Acceleration
	SFUs History

	Compute Units and Execution Models
	Primitive-Execution Unit Mapping
	SIMD to SIMT Transition
	Tensor Cores
	Processing Elements
	Systolic Arrays
	Numerics in AI Acceleration
	Architectural Integration


	AI Memory Systems
	AI Memory Wall
	Compute-Memory Imbalance
	Memory-Intensive ML Workloads
	Irregular Memory Access

	Memory Hierarchy
	On-Chip Memory
	Off-Chip Memory

	Host-Accelerator Communication
	Data Transfer Patterns
	Data Transfer Mechanisms
	Data Transfer Overheads

	Model Memory Pressure
	Multilayer Perceptrons
	Convolutional Neural Networks
	Transformer Networks

	ML Accelerators Implications

	Neural Networks Mapping
	Computation Placement
	Computation Placement Definition
	Computation Placement Importance
	Effective Computation Placement

	Memory Allocation
	Memory Allocation Definition
	Memory Allocation Importance
	Effective Memory Allocation

	Combinatorial Complexity
	Configuration Space Mapping
	Computation and Execution Ordering
	Processing Elements Parallelization
	Memory Placement and Data Movement
	Mapping Search Space


	Optimization Strategies
	Mapping Strategies Building Blocks
	Data Movement Patterns
	Memory-Aware Tensor Layouts
	Kernel Fusion
	Tiling for Memory Efficiency

	Mapping Strategies Application
	Convolutional Neural Networks
	Transformer Architectures
	Multi-Layer Perceptrons

	Hybrid Mapping Strategies
	Layer-Specific Mapping

	Hybrid Strategies Hardware Implementations

	Compiler Support
	ML vs Traditional Compilers
	ML Compilation Pipeline
	Graph Optimization
	Computation Graph Optimization
	AI Compilers Implementation
	Graph Optimization Importance

	Kernel Selection
	Kernel Selection in AI Compilers
	Kernel Selection Importance

	Memory Planning
	Memory Planning in AI Compilers
	Memory Planning Importance

	Computation Scheduling
	Computation Scheduling in AI Compilers
	Computation Scheduling Importance
	Code Generation

	Compilation-Runtime Support

	Runtime Support
	ML vs Traditional Runtimes
	Dynamic Kernel Execution
	Runtime Kernel Selection
	Kernel Scheduling and Utilization

	Multi-Chip AI Acceleration
	Chiplet-Based Architectures
	Multi-GPU Systems
	TPU Pods
	Wafer-Scale AI
	AI Systems Scaling Trajectory
	Computation and Memory Scaling Changes
	Multi-chip Execution Mapping
	Distributed Access Memory Allocation
	Data Movement Constraints
	Compilers and Runtimes Adaptation

	Execution Models Adaptation
	Cross-Accelerator Scheduling
	Cross-Accelerator Coordination
	Cross-Accelerator Execution Management
	Computation Placement Adaptation

	Navigating Multi-Chip AI Complexities

	Conclusion
	Resources

	Benchmarking AI
	Purpose
	Overview
	Historical Context
	Performance Benchmarks
	Energy Benchmarks
	Domain-Specific Benchmarks

	AI Benchmarks
	Algorithmic Benchmarks
	System Benchmarks
	Data Benchmarks
	Community Consensus

	Benchmark Components
	Problem Definition
	Standardized Datasets
	Model Selection
	Evaluation Metrics
	Benchmark Harness
	System Specifications
	Run Rules
	Result Interpretation
	Example Benchmark

	Benchmarking Granularity
	Micro Benchmarks
	Macro Benchmarks
	End-to-End Benchmarks
	Trade-offs

	Training Benchmarks
	Motivation
	Importance of Training Benchmarks
	Hardware & Software Optimization
	Scalability & Efficiency
	Cost & Energy Factors
	Fair ML Systems Comparison

	Metrics
	Time and Throughput
	Scalability & Parallelism
	Resource Utilization
	Energy Efficiency & Cost
	Fault Tolerance & Robustness
	Reproducibility & Standardization

	Training Performance Evaluation
	Training Benchmark Pitfalls
	Final Thoughts


	Inference Benchmarks
	Motivation
	Importance of Inference Benchmarks
	Hardware & Software Optimization
	Scalability & Efficiency
	Cost & Energy Factors
	Fair ML Systems Comparison

	Metrics
	Latency & Tail Latency
	Throughput & Batch Processing Efficiency
	Precision & Accuracy Trade-offs
	Memory Footprint & Model Size
	Cold-Start & Model Load Time
	Scalability & Dynamic Workload Handling
	Power Consumption & Energy Efficiency

	Inference Performance Evaluation
	Inference Systems Considerations
	Inference Benchmark Pitfalls
	Final Thoughts

	MLPerf Inference Benchmarks
	MLPerf Inference
	MLPerf Mobile
	MLPerf Client
	MLPerf Tiny
	Continued Expansion


	Energy Efficiency Measurement
	Power Measurement Boundaries
	Performance vs Energy Efficiency
	Standardized Power Measurement
	MLPerf Power Case Study

	Challenges & Limitations
	Environmental Conditions
	Hardware Lottery
	Benchmark Engineering
	Bias & Over-Optimization
	Benchmark Evolution
	MLPerf's Role

	Beyond System Benchmarking
	Model Benchmarking
	Data Benchmarking
	Benchmarking Trifecta

	Conclusion
	Resources

	ML Operations
	Purpose
	Overview
	Historical Context
	DevOps
	MLOps

	MLOps Key Components
	Data Infrastructure and Preparation
	Data Management
	Feature Stores
	Versioning and Lineage

	Continuous Pipelines and Automation
	CI/CD Pipelines
	Training Pipelines
	Model Validation

	Model Deployment and Serving
	Model Deployment
	Inference Serving

	Infrastructure and Observability
	Infrastructure Management
	Monitoring Systems

	Governance and Collaboration
	Model Governance
	Cross-Functional Collaboration


	Hidden Technical Debt
	Boundary Erosion
	Correction Cascades
	Undeclared Consumers
	Data Dependency Debt
	Feedback Loops
	Pipeline Debt
	Configuration Debt
	Early-Stage Debt
	Real-World Examples
	YouTube's Recommendation System and Feedback Loops
	Zillow's ``Zestimate'' and Correction Cascades
	Tesla Autopilot and Undeclared Consumers
	Facebook's News Feed and Configuration Debt

	Managing Hidden Technical Debt
	Summary

	Roles and Responsibilities
	Roles
	Data Engineers
	Data Scientists
	ML Engineers
	DevOps Engineers
	Project Managers
	Responsible AI Lead
	Security and Privacy Engineer

	Intersections and Handoffs
	Evolving Roles and Specializations

	Operational System Design
	Operational Maturity
	Maturity Levels
	System Design Implications
	Patterns and Anti-Patterns
	Contextualizing MLOps
	Looking Ahead

	Case Studies
	Oura Ring Case Study
	Context and Motivation
	Data Acquisition and Preprocessing

	Model Development and Evaluation
	Deployment and Iteration
	Lessons from MLOps Practice
	ClinAIOps Case Study
	Feedback Loops
	Hypertension Case Example
	MLOps vs. ClinAIOps Comparison


	Conclusion
	Resources

	On-Device Learning
	Purpose
	Overview
	Deployment Drivers
	On-Device Learning Benefits
	Application Domains
	Training Paradigms

	Design Constraints
	Model Constraints
	Data Constraints
	Compute Constraints

	Model Adaptation
	Weight Freezing
	Residual and Low-Rank Updates
	Adapter-Based Adaptation
	Low-Rank Techniques
	Edge Personalization
	Tradeoffs

	Sparse Updates
	Sparse Update Design
	Layer Selection
	Code Fragment: Selective Layer Updating (PyTorch)
	TinyTrain Personalization
	Tradeoffs
	Adaptation Strategy Comparison


	Data Efficiency
	Few-Shot and Streaming
	Experience Replay
	Data Compression
	Tradeoffs Summary

	Federated Learning
	Federated Learning Motivation
	Learning Protocols
	Local Training
	Protocols Overview
	Client Scheduling
	Efficient Communication
	Federated Personalization
	Federated Privacy


	Practical System Design
	Challenges
	Heterogeneity
	Data Fragmentation
	Monitoring and Validation
	Resource Management
	Deployment Risks
	Challenges Summary

	Conclusion

	Security & Privacy
	Purpose
	Overview
	Terminology
	Historical Incidents
	Stuxnet
	Jeep Cherokee Hack
	Mirai Botnet
	Implications

	ML Model Security Threats
	Model Theft
	Exact Model Property Theft
	Approximate Model Behavior Theft
	Case Study: Tesla IP Theft

	Data Poisoning
	Case Study: Content Moderation System Poisoning

	Adversarial Attacks
	Case Study: Traffic Sign Detection Model Trickery


	ML Hardware Security Threats
	Hardware Bugs
	Physical Attacks
	Fault-injection Attacks
	Side-Channel Attacks
	Leaky Interfaces
	Counterfeit Hardware
	Supply Chain Risks
	Case Study: Hardware Security Wake-Up Call

	Embedded ML Hardware Security
	Trusted Execution Environments
	TEE Overview
	Benefits
	Mechanics
	Tradeoffs

	Secure Boot
	About
	Benefits
	Mechanics
	Case Study: Apple Face ID
	Challenges

	Hardware Security Modules
	HSM Overview
	Benefits
	Tradeoffs

	Physical Unclonable Functions
	About
	Benefits
	Utility
	Mechanics
	Challenges


	Data Handling Privacy Concerns
	Sensitive Data Types
	Applicable Regulations
	De-identification
	Safe Harbor Methods
	Expert Determination Methods

	Data Minimization
	Case Study: Performance-Based Data Minimization

	Consent and Transparency
	Machine Learning Privacy Concerns
	Generative AI
	Data Erasure


	Privacy-Preserving ML Techniques
	Differential Privacy
	Core Idea
	Tradeoffs
	Case Study: Apple's Differential Privacy

	Federated Learning
	Core Idea
	Tradeoffs
	Case Study: Collaborative Healthcare Dataset Federated Learning

	Machine Unlearning
	Core Idea
	Case Study: Harry Potter Experiment
	Other Uses

	Homomorphic Encryption
	Core Idea
	Benefits
	Mechanics
	Tradeoffs

	Secure Multiparty Communication
	Core Idea
	Tradeoffs

	Synthetic Data Generation
	Core Idea
	Benefits
	Tradeoffs

	Summary

	Conclusion
	Resources

	Responsible AI
	Purpose
	Overview
	Terminology
	Principles and Concepts
	Transparency and Explainability
	Fairness, Bias, and Discrimination
	Privacy and Data Governance
	Safety and Robustness
	Accountability and Governance

	Cloud, Edge, and Tiny ML
	Explainability
	Fairness
	Privacy
	Safety
	Accountability
	Governance
	Summary

	Technical Aspects
	Bias Detection and Mitigation
	Contextual Importance
	Considerate Deployment

	Privacy Preservation
	Machine Unlearning
	Adversarial Examples and Robustness
	Interpretable Model Construction
	Post Hoc Explainability
	Inherent Interpretability
	Mechanistic Interpretability
	Challenges and Considerations

	Model Performance Monitoring

	Implementation Challenges
	Organizational Structures
	Quality Data Acquisition
	Subgroup Imbalance
	Target Outcome Quantification
	Distribution Shift
	Data Gathering

	Accuracy-Objective Balance

	AI Design Ethics
	AI Safety and Value Alignment
	Autonomous Systems and Trust
	AI's Economic Impact
	AI Literacy and Communication

	Conclusion
	Resources

	Sustainable AI
	Purpose
	Overview
	Ethical Responsibility
	Long-Term Viability
	Ethical Issues
	Case Study: DeepMind's Energy Efficiency

	AI Carbon Footprint
	Emissions & Consumption
	Energy Demands in Data Centers
	AI vs. Other Industries

	Updated Analysis
	Carbon Emission Scopes
	Scope 1
	Scope 2
	Scope 3

	Training vs. Inference Impact
	Training Energy Demands
	Inference Energy Costs
	Edge AI Impact


	Beyond Carbon
	Water Usage
	Hazardous Chemicals
	Resource Depletion
	Waste Generation
	Biodiversity Impact

	Semiconductor Life Cycle
	Design Phase
	Manufacturing Phase
	Fabrication Materials
	Manufacturing Energy Consumption
	Hazardous Waste and Water Usage in Fabs
	Sustainable Initiatives

	Use Phase
	Disposal Phase

	Mitigating Environmental Impact
	Sustainable Development
	Energy-Efficient Design
	Lifecycle-Aware Systems
	Policy and Incentives

	Infrastructure Optimization
	Green Data Centers
	Carbon-Aware Scheduling
	AI-Driven Thermal Optimization

	Addressing Full Environmental Footprint
	Revisiting Life Cycle Impact
	Mitigating Supply Chain Impact
	Reducing Water and Resource Consumption
	Systemic Sustainability Approaches

	Case Study: Google's Framework

	Embedded AI and E-Waste
	E-Waste Crisis
	Disposable Electronics
	Non-Replaceable Batteries Cost
	Recycling Challenges
	Need for Sustainable Design

	AI Hardware Obsolescence
	Lock-In and Proprietary Components
	Environmental Cost
	Extending Hardware Lifespan


	Policy and Regulation
	Measurement and Reporting
	Restriction Mechanisms
	Government Incentives
	Self-Regulation
	Global Impact

	Public Engagement
	AI Awareness
	Messaging and Discourse
	Transparency and Trust
	Engagement and Awareness
	Equitable AI Access

	Future Challenges
	Future Directions
	Challenges
	Towards Sustainable AI

	Conclusion

	Robust AI
	Purpose
	Overview
	Real-World Applications
	Cloud
	Edge
	Embedded

	Hardware Faults
	Transient Faults
	Characteristics
	Causes
	Mechanisms
	Impact on ML

	Permanent Faults
	Characteristics
	Causes
	Mechanisms
	Impact on ML

	Intermittent Faults
	Characteristics
	Causes
	Mechanisms
	Impact on ML

	Detection and Mitigation
	Detection Techniques

	Summary

	Model Robustness
	Adversarial Attacks
	Mechanisms
	Impact on ML

	Data Poisoning
	Characteristics
	Mechanisms
	Impact on ML
	Case Study: Art Protection via Poisoning

	Distribution Shifts
	Characteristics
	Mechanisms
	Impact on ML
	Summary of Distribution Shifts and System Implications

	Detection and Mitigation
	Adversarial Attacks
	Data Poisoning
	Distribution Shifts


	Software Faults
	Characteristics
	Mechanisms
	Impact on ML
	Detection and Mitigation

	Tools and Frameworks
	Fault and Error Models
	Hardware-Based Fault Injection
	Methods
	Limitations

	Software-Based Fault Injection
	Advantages and Trade-offs
	Limitations
	Tool Types
	Domain-Specific Examples

	Bridging Hardware-Software Gap
	Fidelity
	Capturing Hardware Behavior


	Conclusion
	Resources

	AI for Good
	Purpose
	Overview
	Global Challenges
	Key AI Applications
	Agriculture
	Healthcare
	Disaster Response
	Environmental Conservation
	AI's Holistic Impact

	Global Development Perspective
	Engineering Challenges
	Resource Paradox
	Data Dilemma
	Scale Challenge
	Sustainability Challenge

	Design Patterns
	Hierarchical Processing
	Google's Flood Forecasting
	Structure
	Modern Adaptations
	System Implications
	Limitations

	Progressive Enhancement
	PlantVillage Nuru
	Structure
	Modern Adaptations
	System Implications
	Limitations

	Distributed Knowledge
	Wildlife Insights
	Structure
	Modern Adaptations
	System Implications
	Limitations

	Adaptive Resource
	Case Studies
	Structure
	Modern Adaptations
	System Implications
	Limitations


	Selection Framework
	Selection Dimensions
	Implementation Guidance
	Comparison Analysis

	Conclusion

	Conclusion
	Overview
	ML Dataset Importance
	AI Framework Navigation
	ML Training Basics
	AI System Efficiency
	ML Architecture Optimization
	AI Hardware Advancements
	On-Device Learning
	ML Operation Streamlining
	Security and Privacy
	Ethical Considerations
	Sustainability
	Robustness and Resiliency
	Future of ML Systems
	AI for Good
	Congratulations

	LABS
	Overview
	Learning Objectives
	Target Audience
	Supported Devices
	Lab Structure
	Recommended Lab Sequence
	Troubleshooting and Support
	Credits

	Getting Started
	Hardware Requirements
	Software Requirements
	Network Connectivity
	Conclusion

	Nicla Vision
	Pre-requisites
	Setup
	Exercises
	Setup
	Overview
	Hardware
	Two Parallel Cores
	Memory
	Sensors

	Arduino IDE Installation
	Testing the Microphone
	Testing the IMU
	Testing the ToF (Time of Flight) Sensor
	Testing the Camera

	Installing the OpenMV IDE
	Updating the Bootloader
	Installing the Firmware
	Testing the Camera

	Connecting the Nicla Vision to Edge Impulse Studio
	Expanding the Nicla Vision Board (optional)
	Conclusion
	Resources

	Image Classification
	Overview
	Computer Vision
	Image Classification Project Goal
	Data Collection
	Collecting Dataset with OpenMV IDE

	Training the model with Edge Impulse Studio
	Dataset
	The Impulse Design
	Image Pre-Processing
	Model Design

	Model Training
	Model Testing
	Deploying the model
	Arduino Library
	OpenMV
	Changing the Code to add labels
	Post-Processing with LEDs


	Image Classification (non-official) Benchmark
	Conclusion
	Resources

	Object Detection
	Overview
	Object Detection versus Image Classification
	An innovative solution for Object Detection: FOMO

	The Object Detection Project Goal
	Data Collection
	Collecting Dataset with OpenMV IDE

	Edge Impulse Studio
	Setup the project
	Uploading the unlabeled data
	Labeling the Dataset

	The Impulse Design
	Preprocessing all dataset

	Model Design, Training, and Test
	How FOMO works?
	Test model with ``Live Classification''

	Deploying the Model
	Conclusion
	Resources

	Keyword Spotting (KWS)
	Overview
	How does a voice assistant work?
	The KWS Hands-On Project
	The Machine Learning workflow

	Dataset
	Uploading the dataset to the Edge Impulse Studio
	Capturing additional Audio Data
	Using the NiclaV and the Edge Impulse Studio
	Using a smartphone and the EI Studio


	Creating Impulse (Pre-Process / Model definition)
	Impulse Design
	Pre-Processing (MFCC)
	Going under the hood

	Model Design and Training
	Going under the hood

	Testing
	Live Classification

	Deploy and Inference
	Post-processing
	Conclusion
	Resources

	Motion Classification and Anomaly Detection
	Overview
	IMU Installation and testing
	Defining the Sampling frequency:

	The Case Study: Simulated Container Transportation
	Data Collection
	Connecting the device to Edge Impulse
	Data Collection

	Impulse Design
	Data Pre-Processing Overview
	EI Studio Spectral Features
	Generating features

	Models Training
	Testing
	Deploy
	Inference
	Post-processing

	Conclusion
	Case Applications
	Industrial and Manufacturing
	Healthcare
	Consumer Electronics
	Transportation and Logistics
	Smart Cities and Infrastructure
	Security and Surveillance
	Agriculture
	Environmental Monitoring

	Nicla 3D case

	Resources


	XIAO ESP32S3
	Pre-requisites
	Setup
	Exercises
	Setup
	Overview
	Installing the XIAO ESP32S3 Sense on Arduino IDE
	Testing the board with BLINK
	Connecting Sense module (Expansion Board)
	Microphone Test
	Testing the Camera
	Testing WiFi
	Conclusion
	Resources

	Image Classification
	Overview
	A TinyML Image Classification Project – Fruits versus Veggies
	Training the model with Edge Impulse Studio
	Data Acquisition
	Impulse Design
	Pre-processing (Feature Generation)
	Model Design

	Training
	Deployment

	Testing the Model (Inference)
	Testing with a Bigger Model
	Running inference on the SenseCraft-Web-Toolkit
	Conclusion
	Resources

	Object Detection
	Overview
	Object Detection versus Image Classification
	An Innovative Solution for Object Detection: FOMO

	The Object Detection Project Goal
	Data Collection
	Collecting Dataset with the XIAO ESP32S3

	Edge Impulse Studio
	Setup the project
	Uploading the unlabeled data
	Labeling the Dataset
	Balancing the dataset and split Train/Test

	The Impulse Design
	Preprocessing all dataset

	Model Design, Training, and Test
	How FOMO works?
	Test model with ``Live Classification''

	Deploying the Model (Arduino IDE)
	Background
	Fruits
	Bugs

	Deploying the Model (SenseCraft-Web-Toolkit)
	Conclusion
	Resources

	Keyword Spotting (KWS)
	Overview
	How does a voice assistant work?
	The KWS Project
	The Machine Learning workflow

	Dataset
	Capturing (offline) Audio Data with the XIAO ESP32S3 Sense
	Save recorded sound samples (dataset) as .wav audio files to a microSD card
	Capturing (offline) Audio Data Apps

	Training model with Edge Impulse Studio
	Uploading the Data
	Creating Impulse (Pre-Process / Model definition)
	Pre-Processing (MFCC)
	Model Design and Training

	Testing
	Deploy and Inference
	Postprocessing
	Conclusion
	Resources

	Motion Classification and Anomaly Detection
	Overview
	Installing the IMU
	The TinyML Motion Classification Project
	Connecting the device to Edge Impulse
	Data Collection
	Data Pre-Processing
	Model Design
	Impulse Design
	Generating features
	Training
	Testing
	Deploy
	Inference
	Conclusion
	Resources


	Raspberry Pi
	Pre-requisites
	Setup
	Exercises
	Setup
	Overview
	Key Features
	Raspberry Pi Models (covered in this book)
	Engineering Applications

	Hardware Overview
	Raspberry Pi Zero 2W
	Raspberry Pi 5

	Installing the Operating System
	The Operating System (OS)
	Installation
	Initial Configuration

	Remote Access
	SSH Access
	To shut down the Raspi via terminal:
	Transfer Files between the Raspi and a computer
	Using Secure Copy Protocol (scp):
	Transferring files using FTP


	Increasing SWAP Memory
	Installing a Camera
	Installing a USB WebCam
	Video Streaming

	Installing a Camera Module on the CSI port

	Running the Raspi Desktop remotely
	Updating and Installing Software
	Model-Specific Considerations
	Raspberry Pi Zero (Raspi-Zero)
	Raspberry Pi 4 or 5 (Raspi-4 or Raspi-5)


	Image Classification
	Overview
	Applications in Real-World Scenarios
	Advantages of Running Classification on Edge Devices like Raspberry Pi

	Setting Up the Environment
	Updating the Raspberry Pi
	Installing Required Libraries
	Setting up a Virtual Environment (Optional but Recommended)
	Installing TensorFlow Lite
	Installing Additional Python Libraries
	Creating a working directory:
	Setting up Jupyter Notebook (Optional)
	Verifying the Setup

	Making inferences with Mobilenet V2
	Define a general Image Classification function
	Testing with a model trained from scratch
	Installing Picamera2

	Image Classification Project
	The Goal
	Data Collection
	Key Features:
	Main Components:
	Key Functions:
	Usage Flow:
	Technical Notes:
	Customization Possibilities:
	Number of samples on Dataset:


	Training the model with Edge Impulse Studio
	Dataset

	The Impulse Design
	Image Pre-Processing
	Model Design
	Model Training
	Trading off: Accuracy versus speed
	Model Testing
	Deploying the model

	Live Image Classification
	Key Components:
	Main Features:
	Code Structure:
	Key Concepts:
	Usage:

	Conclusion:
	Resources

	Object Detection
	Overview
	Object Detection Fundamentals
	Image Classification vs. Object Detection
	Key Components of Object Detection
	Challenges in Object Detection
	Approaches to Object Detection
	Evaluation Metrics


	Pre-Trained Object Detection Models Overview
	Setting Up the TFLite Environment
	Creating a Working Directory:
	Inference and Post-Processing
	EfficientDet

	Object Detection Project
	The Goal
	Raw Data Collection
	Labeling Data
	Annotate
	Data Pre-Processing


	Training an SSD MobileNet Model on Edge Impulse Studio
	Uploading the annotated data
	The Impulse Design
	Preprocessing all dataset
	Model Design, Training, and Test
	Deploying the model
	Inference and Post-Processing

	Training a FOMO Model at Edge Impulse Studio
	How FOMO works?
	Impulse Design, new Training and Testing
	Deploying the model
	Inference and Post-Processing

	Exploring a YOLO Model using Ultralitics
	Talking about the YOLO Model
	Key Features:

	Installation
	Testing the YOLO
	Export Model to NCNN format
	Exploring YOLO with Python
	Training YOLOv8 on a Customized Dataset
	Critical points on the Notebook:

	Inference with the trained model, using the Raspi

	Object Detection on a live stream
	Conclusion
	Resources

	Small Language Models (SLM)
	Overview
	Setup
	Raspberry Pi Active Cooler

	Generative AI (GenAI)
	Large Language Models (LLMs)
	Closed vs Open Models:
	Small Language Models (SLMs)

	Ollama
	Installing Ollama
	Meta Llama 3.2 1B/3B
	Google Gemma 2 2B
	Microsoft Phi3.5 3.8B
	Multimodal Models
	Inspecting local resources

	Ollama Python Library
	Function Calling
	But what exactly is ``function calling''?
	Let's create a project.

	1. Importing Libraries
	2. Defining Input and Model
	3. Defining the Response Data Structure
	4. Setting Up the OpenAI Client
	5. Generating the Response
	6. Calculating the Distance
	Adding images

	SLMs: Optimization Techniques
	RAG Implementation
	A simple RAG project
	Going Further

	Conclusion
	Resources

	Vision-Language Models (VLM)
	Introduction
	Why Florence-2 at the Edge?
	Florence-2 Model Architecture

	Technical Overview
	Architecture
	Training Dataset (FLD-5B)
	Key Capabilities
	Zero-shot Performance
	Fine-tuned Performance

	Practical Applications
	Comparing Florence-2 with other VLMs

	Setup and Installation
	Environment configuration
	Testing the installation
	Importing Required Libraries
	Determining the Device and Data Type
	Loading the Model and Processor

	Defining the Prompt
	Downloading and Loading the Image
	Processing Inputs

	Generating the Output
	Decoding the Generated Text
	Post-processing the Generation
	Printing the Output
	Result


	Florence-2 Tasks
	Object Detection (OD)
	Image Captioning
	Detailed Captioning
	Visual Grounding
	Segmentation
	Dense Region Captioning
	OCR with Region
	Phrase Grounding for Specific Expressions
	Open Vocabulary Object Detection

	Exploring computer vision and vision-language tasks
	Caption
	DETAILED_CAPTION
	MORE_DETAILED_CAPTION
	OD - Object Detection
	DENSE_REGION_CAPTION
	CAPTION_TO_PHRASE_GROUNDING
	Cascade Tasks
	OPEN_VOCABULARY_DETECTION
	Referring expression segmentation
	Region to Segmentation
	Region to Texts
	OCR

	Latency Summary
	Fine-Tunning
	Conclusion
	Key Advantages of Florence-2
	Trade-offs
	Best Use Cases

	Future Implications
	Resources


	Shared Labs
	KWS Feature Engineering
	Overview
	The KWS
	Applications of KWS
	Differences from General Speech Recognition

	Overview to Audio Signals
	Why Not Raw Audio?

	Overview to MFCCs
	What are MFCCs?
	Why are MFCCs important?
	Computing MFCCs

	Hands-On using Python
	Conclusion
	MFCCs are particularly strong for
	Spectrograms or MFEs are often more suitable for

	Resources

	DSP Spectral Features
	Overview
	Extracting Features Review
	A TinyML Motion Classification project
	Data Pre-Processing
	Edge Impulse - Spectral Analysis Block V.2 under the hood

	Time Domain Statistical features
	Spectral features
	Time-frequency domain
	Wavelets
	Wavelet Analysis
	Feature Extraction

	Conclusion


	Appendix
	PhD Survival Guide
	Career Advice
	On Research Careers and Productivity
	On Reading and Learning
	On Time Management and Productivity
	On Oral Presentation Advice
	On Writing and Communicating Science
	Video Resources


	REFERENCES
	References

