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Motivation MEMENTO

e Routing problems span vital real-world domains (e.g., transportation & logistics).

e Reinforcement learning (RL) has emerged as a promising avenue to tackle Problem Instance aasepulmym; " Data for 1N
routing problems. 0 _ [ ) ) e S
e The use of memory has grown in modern deep learning, demonstrated by the e " Resulting policy —Q O
success in Natural Language Processing (NLP), and in RL. | 5 . i—b —~ i
o Current best RL methods either rely on a collecting of pre-trained policies [3] j o -y
(limited to selecting the most appropriate one), or RL fine-tuning [2] (suffers features ]}/ FalM,) T |_l e
inherent drawbacks of back-propagation). w" [ j“j 1 I8 |
e Consequently, these methods fail to fully utilise newly available information 8 ‘; S ,L:-_-::: ; Imwm| ’
within the constraints of a given search budget. la[~ E | | ! R . F
e TOo overcome this challenge, we propose an approach that leverages memory of % M. = M :
recently collected data to improve the search of neural solvers at inference. 0
 1.Retrieve memories 2. Create features . 3.Compute logits | 4. Rolloutpolicy | 5.Createdata | 6.Add datato memory
Number of Times Ranked Best \ / Time Complexity: Scaling Curves \ based on current state | using slate & memories from features to create a solution from transitions and go back to 1.
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The framework included 6 steps of training phase.

When taking a decision, data from similar states is retrieved (1), prepared (2),
then processed by a MLP to derive correction logits for each action (3). The
action distribution is updated by summing the original and new logits. The
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I- o I g I! ; % % . = : resulting policy is then rolled out (4), and transitions’ data is stored in a memory
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At inference, the collected data stored in the memory is used to dynamically
MEMENTO outperforms Efficient Active Search on a wide range of instance sizes adapt neural solvers. MEMENTO is architecture-agnostic, it can be used on top of
and inference budgets. Its time complexity makes it scalable to large instances any pre-trained policy.
and policies.
Scaling RL to larger instances
Routing Problems: Travelling Salesman (TSP) and Capacitated Vehicle Routing . Train MEMENTO on instances of size 500 starting from a checkpoint of
(CVRP). instances of size 100.
Baselines: POMO [1], SGBS [4] and EAS [2] -> all single agents with given equal o Use Efficient Attention to reduce memory cost of multi-head attention.
search budget. « Utilise gradient accumulation to keep good estimates despite small instance
Evaluation: 8 tasks spanning in- and out-of distribution for both environments batch sizes.
(routing problems).
MEMENTO outperforms EAS on instances of size 500 across batch sizes and
MEMENTO outperforms all the baselines on all the categories with significant sequentl‘al.attempts. Grgen areas Indicate settings where MEMENTO adapts
improvement over the base policy POMO, highlighting the efficacy of learned mci’:.e eff|C|§tr;]tI3((. It CO"S',Stentlg Ol‘.tpegogmstEAagﬂg,\S;;nd? mOStSc(:)\'{'IZP
: : : : settings, with strong gains under low budgets. achieves
olicy updates when compared to vanilla policy gradients. : :
POTicy Up P Policy g performance on TSP500 and overall SOTA when combined with COMPASS
(a) TSP |
TSP CVRP
Training distr. Generalization .,...HG
n = 100 n =125 n = 150 re = 200) E.lﬂﬂ
Method Ohj. Gap Ohj. Gap Ohj. Gap Ohj. Gap 8 B
LKH3 | 7.765 0.000% | 8583 0.000% | 9346 0.000% | 10.687  0.000% ® 80
POMO (greedy) 7.796  0.404% | 8.635 0.607% | 9440 1.001% | 10933  2.300% 2 oy
POMO (sampling) | 7.779 0.185% | 8609 0299% | 9401 0.585% | 10956 2.513% - -
SGRS * 7.769%  0.058% - - 9.367%  0.220% | 10.753* 0.619% S
EAS-Emb 7.778  0.161% | 8.604 0.238% | 9.380 0.363% | 10.759 0.672% E
MEMENTO 7.768  0.045% | 8.592 0.109% | 9365 0.202% | 10.758 0.664% o
(b) CVRP -
0
Training distr. Generalization 5
i = 100 n = 125 n = 150 e = 200 Z
Method Obj. Gap Obj. Gap Obj. Gap Obj. Gap
v 200 400 o00 800 200 400
LKH3 | 1565 0.000% | 17.50  0.000% | 1922  0.000% | 2200  0.000% Number of seaquential attempts
POMO (greedy) 15.874 1.430%: | 17.818 1.BI18% 19.750 2.757% 23,318 5992%
POMO (sampling) | 15713 0399% | 17.612 0.642% 19488  1.393% | 23378 6.264%
SGRBS * 15.659* (0.08% . - 19.426% 1.08% | 22.567* 2.59%
EAs-Emb 15.663 0.081% | 17.536 0.146% | 19.321 0.528% | 22.541 2.460% o
MEMENTO 15.657  0.066% | 17.521 0.095% | 19317 0.478% | 22492 2.205% C OoONncC | usion
We present MEMENTO, a method to improve adaptation of neural CO solvers to
. . . unseen instances by conditioning a policy directly on data collected online durin
Zero-shot combination with unseen solvers / J & POty / | 7
search and search budget. In practice, it proves to outperform stochastic
. P « No retraining, zero-shot combination sampl.lng,.tree §earch and policy-gradient fine-tuning, and shgws zero-shot
1 with COMPASS. combination with an unseen solver. We open-source the algorithms and all the
23.61 I;Hﬁ ~ Activate MEMENTO at 50% Of the eXperImental data and reSUItS.
c234] O budget consumption.
g o Clear and significant drop in tour
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