A. MODEL SUMMARY

A1. Background on you/your team
· Competition Name: MABe Challenge - Social Action Recognition in Mice
· Team Name: Youri Matiounine
· Private Leader-board Score: 0.52901
· Private Leader-board Place: 3rd
· The only team member:
· Name: Youri Matiounine
· Location: Hollywood, Florida, USA
· Email: ymatioun@yahoo.com

A2. Background on you/your team
If part of a team, please answer these questions for each team member. For larger teams (3+), please give shorter responses: here are responses for the only team member:
· What is your academic/professional background? Ph. D in Physics, Stony Brook University. Work as an Actuary for an insurance company – deal with financial projections models.
· Did you have any prior experience that helped you succeed in this competition? Many prior Kaggle competitions – I am a competitions grandmaster with 20 total medals.
· What made you decide to enter this competition? Tabular data of manageable size. Intuitive understanding of competition’s objectives (can visualize mouse actions).
· How much time did you spend on the competition? Probably 10-20 hours a week for the full 3 months period.
· If part of a team, how did you decide to team up? I am a team of one.
· If you competed as part of a team, who did what? N/A
A3. Summary
4-6 sentences summarizing the most important aspects of your model and analysis, such as:
· The training method(s) you used (Convolutional Neural Network, XGBoost): blend of Neural Network based on LSTM (Long/Short term memory) layer and several dense layers and GBM (XGBoost) model.
· The most important features:
· Lab code for the 15 laboratories present in the test data
· Raw x/y coordinates of mouse: not sure why they help, but they do.
· Metadata
· Many distances/angles/speeds – no specific feature appears to stand out
· The tool(s) you used: TensorFlow/Keras for the neural network part, standard XGBoost library for the GBM part.
· How long it takes to train your model: neural network: 8 hours per model; XGBoost: 40 minutes per model. Both for 5 folds on Nvidia 3060 GPU. Final submission used 4 NN and 2 XGB models, trained with different seeds/hyper-parameters/model architectures.
A4. Features Selection / Engineering
· What were the most important features? 
· For neural network: raw x/y coordinates of the mouse. I used 50/50 blend of centers of the 2 mice. And categorical encoding of lab code added to the final dense layer of the model. No other features stood our – metadata features appeared to add some value, but not much.
· For XGBoost: lab code as a categorical variable for sections that contain several labs. Nothing else stood out. Feature importance varies greatly between the 9 sections of the data (sections are based on available body parts).
· How did you select features? Added as many as I could think of, then dropped features of low feature importance (based on XGBoost output) until results started to get worse. For neural network – did not add most “rolling” features, since network is expected to construct those automatically.
· Did you make any important feature transformations? All neural network features went through “sklearn.preprocessing.QuantileTransformer”, to make their distribution normal. No other feature transformations were made.
· Did you find any interesting interactions between features? No.
· Did you use external data? (if permitted)  Not.
A5. Training Method(s)
· What training methods did you use?
· Neural network: LSTM layer plus two dense layers. Using dropout and L2 regularization. Trained with “Adam” optimizer and  “CosineDecayRestarts” learning rate schedule. With series length of 256 of 512 and batch size of 32 or 16.
· XGBoost: trained with early stopping on custom F1 metric, with threshold selected in a loop with 0.01 steps. Hyper-parameters were optimized via a form of grid search on full training run (since each run only took 40 minutes).
· Did you ensemble the models? Yes, 4 versions of neural network and 2 versions of XGBoost. 
· If you did ensemble, how did you weight the different models? Weights were selected in a way that maximized score on out-of-fold predictions, using a version of grid search (optimizing weight of 1 model at a time, until results converge).
A6. Interesting findings
· What was the most important trick you used? 
· Added categorical lab code
· Post-processing: selected one of multiple actions based on maximum of predicted probability/ threshold
· Smoothed XGBoost predictions using “scipy.signal.savgol_filter”, with length of smoothing window selected to maximize CV
· Varied thresholds and XGB prediction smoothing period by lab + action
· What do you think set you apart from others in the competition? Sadly, just a lot of hard work – I don’t think I did anything really unusual.
· Did you find any interesting relationships in the data that don't fit in the sections above?
Some labels had unusual patterns:
· for some lab “AdaptableSnail” videos, actions have been mislabeled, and organizers did not fix this issue – this was discussed in https://www.kaggle.com/competitions/MABe-mouse-behavior-detection/discussion/612531 
· for lab “BoisterousParrot”, most actions have length as a multiple of 15 frames
· for lab “CautiousGiraffe”, many actions have length of 9 frames, with mouse 1 and mouse 2 alternating attacks; this pattern appears to contradict the data, leading to low scores for this lab
	I tried to exploit  these patterns, but did not get much out of it (aside from dropping bad 	“AdaptableSnail” videos from both train and test data – that helped significantly).

A7. Simple Features and Methods
Many customers are happy to trade off model performance for simplicity. With this in mind:
· Is there a subset of features that would get 90-95% of your final performance? Which features?
XGBoost model already uses limited number of features (number varies by section and action, range is 10-195), which were selected based on feature importance values. 
Neural network uses 62 features – I don’t think there is a simple way to reduce them without trial and error.
· What model was most important?
Best Neural Network model has CV score of 0.534 (model #3 in my ensemble)
Best XGBoost model has CV score of 0.521
Best blend (6 models) has CV of 0.564
· What would the simplified model score? N/A

A8. Model Execution Time
Many customers care about how long the winning models take to train and generate predictions: 
· How long does it take to train your model?
· Neural Network: 8 hours for 5 folds with 72 epochs.
· XGBoost: around 40 minutes for 5 folds.
· Both on Nvidia 3060 GPU.
· How long does it take to generate predictions using your model?
· Neural Network: only a few minutes per model (5 folds), since inference can run on GPU. Including feature engineering, submission took only 20 minutes or so.
· XGBoost: around 1 hour for inference on 1 model (5 folds), since it does not seem to be using GPU for inference, only for training.
· Final submission of 4 neural network and 2 XGB models ran 3-4 hours.
· How long does it take to train the simplified model (referenced in section A6)? N/A
· How long does it take to generate predictions from the simplified model? N/A
A9. References
See training and submission code in my public notebook: https://www.kaggle.com/code/ymatioun/mabe-blend-ym
