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A Sketching an overview of stochastic mapping and
information geometry

The question of control is closely linked to how neural states map to behavior. When
the mapping is not deterministic, this is a problem of stochastic mapping of the
behavioral state Z to the neural state Y as pictured in Figure A. A simple example
comes from the context of sensory coding, where “grandmother” neurons represent
increasingly complex patterns of sensory stimuli as information is funneled up a
hierarchy [1, 2]. In this case, the mapping between Y and Z is precise. For example, we
take Y to be the firing rate of some neuron and Z to be the similarity of the stimulus to
one’s grandmother. Since firing rate is a mean of a noisy measurement, it is more
appropriate to interpret the average firing rate to characterize a distribution P (Y ),
e.g. a Poisson distribution for the number of times a neuron fires within a time frame.
Varying the mean activity level of a single neuron traces out a curve in the space of
possible distributions P (Y ) in Figure AC. In the space of possible perceptions P (Z)
(Figure AB) given by P (Z) =

∑
Y P (Z|Y )P (Y ), we trace out a corresponding curve.

Likewise, the manifolds of stochastic neural activity and behavior are connected by the
relationship that accounts for imprecision and uncertainty.

Going beyond single neurons, sparse sets of neurons together may span the range of
possible sensory inputs. In sparse coding, a basis set of neurons are extracted from
measuring neural response to visual stimuli, where neural activation represents abstract
image features such as edges, corners, and contours [3, 4]. The idea of sparse coding is
that typical visual scenes can be represented with activity in only a few neurons, with
each neuron representing a separate high-level feature. This constitutes a
multidimensional P (Y ) specified by the behavior of each neuron instead of the
unidimensional one in the grandmother example. It is the joint activity amongst these
distributed components that captures the whole image, an idea that has been extended
in various ways in the literature [5, 6].

Variation in sensitivity of neural activity is described by the local dependence of the
neural activity distribution P (Y ) on parameters specifying its form. As pictured in
Figure AA, “stiff” directions correspond to large changes in P (Y ) being caused by small
changes to neural parameters [7, 8]. In the “sloppy” directions, changes to neural
parameters are ineffectual, and only dramatic perturbations cause a comparable change
in P (Y ). The relative elongation of the local information geometry disappears when
encoding places no special importance on any neural subgroup such that each plays a
commensurate role, as in some forms of population coding [9, 10]. Since behavior P (Z)
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depends implicitly on P (Y ), the parameters underlying neural activity also define the
sensitivity of behavior. In this way, local information geometry informs us about the
sloppiness of control through response to perturbation.

More formally, a perturbation to underlying neural activity is reflected in a modified
probability distribution p̃(s) = p(s) + ∆(s) over discrete states s. A unique measure of
distinguishability, the Kullback-Leibler divergence DKL [11, 12], between the original
distribution and the modified one reduces to

DKL[p||p̃] ≈
1

2

∑
s

∆(s)2

p(s)
=

1

2

∑
s

∑
ij

Fijdvi(s)dvj(s). (A.1)

Then, the complete set of perturbations is given by the Hessian Fij , known as the
Fisher information matrix (FIM). It describes the local sensitivity of p(s) to
perturbations along vectors dv, which may be constrained by what is accessible in the
experiment or model. Because moving from one basis to another is a linear operation,
the particular form of the perturbations are not as important as the fact that the set
should span the possible set of perturbations. By exploiting this property of analyticity,
we can in principle reduce the complexity of the problem by measuring a single set of
experimental perturbations.

The eigenvectors of Fij in Eq A.1 capture the second dimension of control from
Figure 1. When stiff directions involve changes to only few neurons, collective
sensitivity is concentrated. Such a possibility reflects centralized control, which would
simplify the multiplicity and complexity of control nodes. Since we expect real world
examples to display a range of structure depending on organism and function, this
provides a methodology for inferring such variation from data.

As a more intuitive formulation of Eq 5 which is the expansion in Eq A.1 applied to
collective synchrony, we could assign to each possible collective configuration a
“synchrony energy” E such that its probability can be written ϕ ∝ exp[−E ]. Such an
effective energy represents a coarse-graining over the microscopic states corresponding
to a collective configuration. Then, Eq 5 can also be written as the limiting quantity
involving the change in energies ∆E under such a perturbation, the variance

limϵ→0

(〈
∆E2

〉
− ⟨∆E⟩2

)
/ϵ2 [13]. This is a measure of how differently the

log-probability of each collective configuration changes. Thus, the Fisher information is
proportional to the variance of the effective energy such that more sensitive directions of
change are ones that maximally scatter the collective distribution.

B Numerical solutions to inverse maxent problem

In principle, the maxent formulation presents a unique mapping from statistical
correlations to model parameters such that there is no parameter fitting in the usual
sense. By definition, the maxent model captures only steady-state statistics and not
short-timescale dynamics or fine-scale control mechanisms, and we use it to probe
control at the level of such statistics.

The problem of determining the fields hm,k and couplings Jmt that closely match
mean activity and pairwise correlations is known as the inverse maxent problem [14,15].
In practice, however, limitations to numerical precision and finite-sample noise mean
that fitting the parameters for even moderately sized systems is not without ambiguity.
With this ambiguity in mind, we present the different approaches we use to solve the
inverse problem for the pairwise maxent and independent models.

The first method, which we focus on in the main text, allows us to identify a sparse
interaction network between neurons mirroring the sparse structural connectivity of the
neural connectome [16]. The parameters of the maxent model are initialized at zero and
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Fig A. (A) Local curvature of manifold of probability distributions P (Z) is captured by
the Fisher information matrix (FIM). FIM eigenvectors vi represent neural perturbation
axes. Eigenvalues λi denote strength of curvature, or inverse sensitivity. (B) Set of
possible behavioral distributions P (Z) as a high-dimensional manifold. (C) Neural
behavior represented as ensemble P (Y ) over states of activity Y . Relationship between
P (Y ) and behavioral distribution P (Z) is given by stochastic encoding P (Z|Y ) that
maps neural activity to behavior. In a given experiment, this mapping may also depend
on environmental conditions such as in our study case of C. elegans that are bead
immobilized.
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are updated individually as to maximally increase the likelihood of the data at each
step [17,18]. This learning procedure is stopped once the model reproduces the
constrained observables within experimental variability, estimated by bootstrapping
random halves of the data. If experimental variability is relatively large, this training
procedure can return a sparse interaction matrix Jmt, where the average number of
edges per vertex is 14 for the entire C. elegans neural network. We show the results of
such a procedure in Figures 2 and B.

We note that signalling pathways have been found between neurons in the C. elegans
brain that are not synaptically connected. For reviews, see references [19] and [20], and
for a distinct example relevant for short-time behavior see reference [21].

The second method we use for comparison relies on the Monte Carlo Histogram
(MCH) approach [18], which is an approximate gradient descent algorithm. At each
step, the parameters are simultaneously updated by an amount that is proportional to
the difference between the corresponding observable calculated from the model and the
data. We obtain a solution that is within a norm error threshold(

1∑
k=−1

N∑
m=1

[rdatak (sm)− rk(sm)]2 +

N∑
m<t

(⟨smst⟩data − ⟨smst⟩)2
)1/2

<
1

2
, (B.2)

where the cutoff is arbitrarily set to obtain a relatively fast and close fit to the statistics
of the data. Unlike the first method, MCH returns a dense network of connections since
all couplings are updated at every iteration til convergence. While we find that the
resulting model aligns well with the features of the data, including collective synchrony,
this procedure does not make realistic assumptions about the topological structure of
the underlying physical network. For these solutions, we again find a signal for
distinguishing pivotal neurons in the uniformity of columns and rows, but it is not as
evident. We plot the column and row uniformities in Figure J.

We also consider an independent neuron model. When solving the corresponding
maxent model, we penalize large fields by maximizing the log-likelihood logLi for each
spin i along with a penalty such that the total cost function Ci is defined as

Ci ≡ − logLi +
1

σ

1∑
k=−1

h2
i,k (B.3)

because large fields make it especially costly to calculate the FIM accurately. Indeed, a
sparse cost function, one where the cost scales with the absolute value of the fields, does
not sufficiently penalize large fields, rendering it infeasible for our implementation of the
FIM calculation. With the constraint given in Eq B.3, the goal is then to find the fields
such that

h∗
i,k = min

hi,k

Ci. (B.4)

To determine the weight σ, we compute the cost function Ci in Eq B.3 for a range of σ.
At small σ, the quadratic penalty dominates and the function approaches a large
constant. At large σ, we recover the original maximum likelihood problem. We set
σ = σ∗ as is determined by the midpoint between these two extremes for the cost
function averaged over all spins i. Typically, this is in the interval σ∗ ∈ [2, 10]. These
steps return an independent model of neurons, where the biases of the most extreme
neurons have been tempered.
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Fig B. Maxent model fit overview for experiment 154139. See Figure 2 for experiment
170419 and panel explanations.

C Neural synchrony & behavior

In the main text, we propose neural synchrony, or how strongly neural states coincide,
as a measure of collective neural behavior and of worm behavior. Although synchrony
has been used as a theoretical measure of collective neural activity [22], it has not been
shown to be related to behavior. To make this connection, we consider a recent data set
on neural activity and worm posture (curvature) and locomotion (velocity in forward
and backward directions) from reference [23].

As a first step, we discretize calcium level derivatives into three states (up, down,
flat) in a way that maximizes the flatness of the distribution that any given neuron is in
one of the three states. This procedure ensures that the discretization does not favor
any particular state over another although it is not our more precise procedure for
extracting discrete states — that requires a good estimate of the derivative, which is not
currently possible with mobile worms. We likewise discretize velocity v(t) and curvature
c(t) symmetrically about 0, choosing a bin size of K = 5 (although our conclusions do
not depend on this strongly). Then, we calculate the mutual information (MI) between
synchrony and the two measures of behavior separately. For example, for velocity, this
would be

MI[ϕ; v] =
∑
t

p(v, ϕ) log2
p(v, ϕ)

p(v)p(ϕ)
, (C.5)

= H[v] +H[ϕ]−H[v, ϕ], (C.6)

where H is the entropy. To correct for finite-sample bias, we use the standard NSB
estimator to calculate the individual and joint entropies [24]. For comparison, we
compute the mutual information between each individual neuron and the measures of
behavior as a test of whether or not collective information is greater. These steps define
a procedure for determining whether synchrony can be considered a proxy of behavior.

We show in Figure C MI for the two types of collective synchrony compared with
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individual neurons. While most experiments show significant MI between synchrony
and worm behavior (blue and orange), it is not always the case. However, where the
dependence is relatively small or zero within error bars, we also find that MI with
individual neurons is small (green and red), suggesting that there are some experiments
where neural activity does not say much about behavior. This may be from
instrumental noise, which substantially more important for mobile worms. Interestingly,
there can be a few highly informative individual neurons that are as informative as
fine-grained sychrony, but the typical neuron is already about as informative as
coarse-grained sychrony. Thus, synchrony is informative about behavior though
coarse-grained synchrony is not any more informative than the typical neuron.
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Fig C. Mutual information (MI) between worm behavior (velocity, curvature) and
neural activity (synchrony, individual neuron activity) with data from reference [23].
(A) Fine-grained synchrony. (B) Coarse-grained synchrony. Note that individual neuron
MI’s do not change between panels A and B. Error bars for synchrony MI are given by
the NSB estimator applied to estimates of the joint and independent entropies
separately [24]. This means the estimator can be negative but is reassuringly zero
within error bars in every case except one. Error bars for individual neuron MI are a
standard deviation over the neurons.

D Calculation of Fisher information matrix (FIM)

To calculate the entries of the FIM, we rely on a Monte Carlo Markov Chain (MCMC)
sample of the distribution of neural states p(s), which we then coarse grain to
approximate the distribution over collective synchrony ϕ. With the distribution, we
then calculate its Kullback-Leibler divergence under perturbation, which is
straightforward to do by altering the statistical correlation functions calculated on the
MCMC sample according to Eq 4. Relating this change to a change in the fields {hi}
and couplings {Jij} is a linear matrix problem in the perturbative limit. With the
corresponding change in the parameters, we calculate the change in energy ∆E({si})
for each configuration s sampled, the coarse graining of which maps onto the
corresponding effective energy of the system. This algorithm is specified in more detail
in the supplementary information of reference [13].

Overall, the calculation of the FIM is an expensive computational task where we
must obtain each entry of the (N2 −N)× (N2 −N) FIM which are averages over K
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MCMC samples for each of |ϕ| coarse-grained statistics. To parallelize such a
calculation, we combine custom code with the Metropolis algorithm implemented in the
ConIII Python package [15]. We relied on a number of computational resources
including local workstations and computing clusters at the Santa Fe Institute,
University of New Mexico, and Vienna Scientific Computing (VSC).

In the main text, we show results from MCMC samples of size K = 105 and compare
a few cases with a larger samples of size K = 106 to verify that we can obtain a good
approximation of FIM properties with the smaller sample having fixed ϵ = 10−4. At the
very least, perturbation magnitude should be smaller than the inverse of the MCMC
sample size. We verify that our estimates of the FIM entries converge within a relative
tolerance of 0.1% when compared with a larger perturbation of ϵ = 2× 10−4.
Furthermore, this lower bound on the strength of perturbation is complemented from
above by two additional bounds. First, it is unlikely that the system can relax back
from a large perturbation. Second, a sufficiently large perturbation breaks the linear
assumptions we make. These upper bounds might not separate with the lower bound for
measurement, which would pose a problem for measurement, but this is a question that
must be answered experimentally.

The example of the eigenvalue spectra in Figures 4 and P involve an average over 10
samples of size K = 105 for the pairwise maxent model the shuffled null model. See
Figure D for a comparison of spectral properties of the FIM between the two sample
sizes considered.

E Analyzing eigenmatrices

We measure the strength of vertical striations in the eigenmatrices by comparing the
sum of row and column uniformities as defined in Eq 7. In Figures G, H,I, and J, we
show uniformity for 3 additional neuron subsamples for the main approach discussed in
the text, the independent model, the shuffled null model, and the MCH solutions,
respectively. For pairwise perturbations, we find matrices strongly biased to large
column sum norms compared to rows. Given the nature of the pairwise perturbations
that we consider, that means that perturbations localized to a particular neuron (in
contrast with perturbations that would impact each of the neighbors in turn) would
have a dominant impact on the collective outcomes. This is a feature of localized
control because it means that turning off all local synaptic connections, or turning them
up in a way that makes the matcher more similar to all other neurons, is effective.

As a more direct measure of this, we can analyze the subspace of the FIM
corresponding to perturbation of each neuron at a time, fixing m and iterating over all t.
As we show in Figure E, the principal eigenvalues extracted from single neuron
perturbations are correlated with the fraction of MC samples in which the same neuron
has unusually strong column uniformity. Thus, two different measures of pivotal
neurons, one based on single neuron subspaces and another based on the structure of
the entire system, align and show that the strong collective tendencies that we find in
the data do not prevent individual neurons from playing important roles.

To determine the scaling of the rank-ordered eigenvalue spectrum, we fit the
function detailed in the main text and reproduced here

λ(z) = Cz−αe−z/z̄; z ≤ Zmax (E.7)

for eigenvalue λ with rank z by performing least-squares minimization on the
logarithmic differences. However, there is no a priori guarantee that the spectrum of
eigenvalues is full rank and the tail of the spectrum may reflect numerical precision
errors. As a heuristic, we apply a hard cutoff when the logarithmic slope falls below −3
and do not fit any points for rank above the cutoff.
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over ten MC samples with standard error of the mean shown. This means that neurons
often above threshold tend to have large collective sensitivity, linking the two measures
of pivotal strength. Points are randomly offset on x-axis for visibility.

Additionally, numerical precision makes it difficult to estimate the smallest
eigenvalues and thus the exact value of the cutoff of the spectrum. We take an effective
cutoff Zmax when eigenvalues λ < 10−7, minuscule in comparison with the typical
principle eigenvalue in the range of 102 to 104. As is visible in our fit in Figure 4,
Eq E.7 with a hard cutoff hews very well to the averaged FIM spectrum. In contrast, a
simple exponential decay, having set α = 0, cannot capture the scaling form that we
observe. We show an overview of the truncated power law fit exponents and exponential
tails in Figures 5 and F.

We compare our findings for the pairwise maxent model with null models including
an independent model for neural activity and one where the couplings are randomly
assigned to a pair called “coupling shuffled.” While the independent model gives
qualitatively different results, we find that shuffling the couplings amongst pairs
preserves the qualitative features of the FIM.

F Classes of perturbations

We distinguish between two principal classes of perturbations in the main text denoted
“observable” and “natural” or “canonical,” taking for the latter the nomenclature used in
Amari’s textbook on information geometry [12]. Essentially, these distinguish between
perturbations defined in the space of correlations compared with perturbations defined
in the space of parameters. Since perturbations in either representation can be
transformed to one other by a linear operation, there is no a priori reason to prefer one
basis over another. Theoretical treatments tend to consider the canonical picture
because of the underlying intuition that they correspond to physical forces.

In physics experiments, it is possible to access directly quantities such as fields,
couplings, and temperature to directly modify the Hamiltonian. With a
phenomenological model of the neural network, however, we do not expect that
perturbations protocols simply map to canonical perturbations. This means that for the
natural perturbations we define in Eq 4, there is a corresponding representation in
terms of the fields {hi} and couplings {Jij}, but it will generally be a complicated
combination of many changes across the system (see Figures 3 and K). In this sense, the
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pairwise maxent model serves as a representation of our inference process rather than a
literal model of the neural network.

Besides the distinction between types of perturbations, we have a choice of which
protocols to consider within each space. In the main text, we discuss individual neuron
perturbations relative to neighbors as a way of approaching closed-loop control.
However, other experimental protocols might be of interest such as probabilistic
clamping to a fixed external reference frame that may be increasing, decreasing, or flat.
An infinite variety of such variations are possible, and it may be the case that other
representations turn out to be more appropriate for capturing simple experimental
interventions. Though a complete basis can always, in principle, be transformed from
one set of perturbations to another, such transformations may be difficult to perform
accurately from limited and potentially noisy data extracted from experiments.

For the sake of completeness, we additionally compute the FIM for the example of
clamping each neuron to an external reference frame—akin to clamping to an imaginary
neighbor that is always in the up, down, or flat state. For the case of K > 2 possible
states of the neuron, clamping a neuron to a single state involves specifying the relative
chance in the probabilities that the neuron is in the remaining K − 1 states. We
consider the case where clamping the neuron to a particular state y changes the
probabilities of the remaining two configurations in a way that traces out the geodesic
towards py ≡ p(sm = y) = 1 in the two-dimensional simplex (Figure O). Eventually,
experimental results may suggest more empirically grounded ways of accounting for the
relative change in probabilities.

Taking the described formulation, the local perturbation for the matcher neuron
changes its bias as

p̃x = px − ϵ(1− py)
cos(π/2− θy)

cos(θy − π/6)
,

p̃y = (1− ϵ)py + ϵ,

p̃z = pz − ϵ(1− py)
cos(π/6 + θy)

cos(θy − π/6)
.

(F.8)

In Figure L, we show a summary of results from such a protocol on the pairwise maxent
model. We find that eigenvalues decay faster with rank when considering observable
perturbations compared with natural perturbations for both fine and coarse collective
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synchrony. Across the maxent models we consider and both measures of synchrony, we
consistently find that the decay exponent is faster for natural perturbations, in
alignment with our results for pairwise perturbations.

G Relating observable and canonical perturbations

In the main text, we primarily focus on perturbations to the observed correlations, but
we also find consistent differences between observable and natural perturbations. As we
show in Figure 4, the spectrum tends to decay faster for canonical perturbations and
they are smaller in general. To gain some insight into these differences, we consider the
two types of perturbations for a simpler case of a binary neuron characterized by a
mean activity level.

Consider states s with probabilities p(s) = exp[−E(s)]/Z coarse-grained into a
distribution ϕ(k) =

∑
|s|=k p(s), where the notation |s| = k means that there are k spins

in the majority. Under the replacement rule, the probability of neuron i being in one
configuration pi is modified to become

p̃i = (1− ϵ)pi + ϵ

= pi + (1− p)ϵ.
(G.9)

Note that the derivative that returns the appropriate is of the form
−d/d[log(1− pi)] = (1− pi)d/dpi. This would correspond to our observable
perturbation, whereas the canonical perturbation would be with respect to the
Langrangian multipliers, the fields and couplings for the pairwise maxent model.

The quantity of interest is the “score function,” or the expectation value of the
second derivative of the probability distribution that gives us the entries of the FIM,

−
〈

∂2 log ϕ

∂[log(1− pi)]2

〉
. (G.10)
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Fig O. Probability simplex for three-state neuron with probabilities of being in each of
three states denoted by px, py, and pz such that px + py + pz = 1.

The terms involving log ϕ are of course the susceptibilities of the kth correlation
function with the spin i. Since ϕ is a coarse-grained version of p(s), we expect that the
derivatives will reduces to linear combinations of correlation functions.

To simplify notation, we take the term inside the brackets having defined
yi ≡ log(1− pi) to obtain

∂2 log ϕ

∂y2i
=

∂

∂yi

[
∂hi

∂yi

∂ log ϕ

∂hi

]
=

∂2hi

∂y2i

∂ log ϕ

∂hi
+

[
∂hi

∂yi

]2
∂2 log ϕ

∂h2
i

,

(G.11)

where we have introduced the field hi for neuron i. By taking the derivative with
respect to the field, we have incurred a term proportional to the curvature in the change
of variables as well as the square of the jacobian bringing us from yi to hi.

Now, we calculate the jacobian terms. Note that we are only considering the domain
where the relationship between log(1− pi) and hi is analytic, otherwise we would have
to deal with branch cuts. Given this caveat, we differentiate

∂yi
∂hi

=
1

pi − 1

∂pi
∂hi

. (G.12)

Using the fact that pi = (⟨si⟩+ 1)/2 and that the derivative is the susceptibility, or the
variance of spin i, we obtain

=
1

⟨si⟩ − 1

(
1− ⟨si⟩2

)
(G.13)

= −(1 + ⟨si⟩). (G.14)

Then, the second derivative is

∂2yi
∂h2

i

= −
(
1− ⟨si⟩2

)
. (G.15)

Thus, the maxent model allows us to explicitly calculate the jacobian in terms of linear
response quantities that tell us how the observables change under a small perturbation
of the fields.
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Fig P. FIM overview for worm experiment 154139. In main text, we show
corresponding plots for experiment 170419 in Figure 4.

Now, let us go back to the score function in Eq G.10. Note that because all the
above quantities are already ensemble averages, we can factor them out of the brackets
in Eq G.10. This means that we have

1

⟨si⟩+ 1

[
1

⟨si⟩ − 1

〈
∂ log ϕ

∂hi

〉
− 1

⟨si⟩+ 1

〈
∂2 log ϕ

∂h2
i

〉]
. (G.16)

In contrast, if we were to do the same thing but take the derivative with respect to the
fields in Eq G.11 instead of the natural parameter, we would simply swap the yi’s with
the hi’s. This means that we have the reciprocal of the jacobians,

(⟨si⟩+ 1)

[
(⟨si⟩ − 1)

〈
∂ log ϕ

∂yi

〉
− (⟨si⟩+ 1)

〈
∂2 log ϕ

∂y2i

〉]
. (G.17)

In other words, changing variables gives us a different factor that depends on the mean
magnetization of the entries of the FIM. This means that we may expect the overall
eigenvalue spectrum to be, at the least, scaled differently. From numerical calculations,
we find that the spectrum for observable perturbations to almost always be strictly
greater than that for natural perturbations, which may reflect a change in variables.
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Fig Q. FIM overview for worm experiment 170419 with ϕcoarse instead of ϕfine as
shown in main text in Figure 4.
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Fig R. FIM overview for worm experiment 154139 with ϕcoarse instead of ϕfine as
shown in main text in Figure 4.
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H Data sets and samples

We use the C. elegans worm data from Scholz et al. for experiment numbers 170419 and
154139 with bead immobilized worms and published on OSF [23]. For each worm, we
consider a limited number of different subsets of N = 50 neurons (about the maximum
number of neurons for which a pairwise maximum entropy model can be inferred
without overfitting), where the neurons have been randomly selected amongst those that
have visited all three states at least once. Calcium activity is discretized into up, down,
and flat states by its smooth temporal derivatives, using a constant multiplication of the
expected standard deviation from a pure white noise to set the cutoff of the flat state.
The constant is chosen to be 5 such that in the GFP control worm the same data
processing pipeline leads to almost all pairwise mutual information among neurons to be
zero. This is the same procedure detailed in reference [16], which also details how the
inverse maxent model was solved.

Given the data set we use, we focus on anterior neural activity, which excludes
motor neurons that are directly implicated in actuating muscles, and represents about
half of the neurons in the mature worm. These neurons are not labeled. Although
post-processing may give a rough idea of neural identity, it is of limited reliability. Of
these 180 neurons in the brain [25], the data set from Scholz et al. distinguishes about
80 neurons, of which a handful are nearly quiescent. This means that our conclusions
are based on a random subsets representing about 1/3 of all neurons from the anterior
worm. Since our conclusions are consistent under random subsets of N = 50 neurons
which also come from an effectively random set in the brain, we do not anticipate our
sparseness results to depend on the set of neurons used.

I Experimental implementation

A realization of our thought experiment depends on developments in simultaneous use
of recording, perturbation, and computational analysis. The experiment would require
tracking time-averaged neural statistics before and during perturbation with the ability
to extract simultaneously the discrete state of recorded neurons, a procedure that
currently relies on post-experimental analysis to handle noise and changing
fluorescence [16]. Furthermore, single-neuron tracking is difficult and may be feasible
with immobilized worms, but presents a challenge to perform accurately with freely
moving ones. Additionally, it is essential that the nature of the perturbation on
membrane voltage be precisely calibrated in order to replicate as closely as possible
theoretical clamping, which may require detailed characterization of the particular
experimental techniques used. This presents an abbreviated list of some of the
experimental difficulties that we foresee for implementing such an experiment that
extends on the points made in the discussion.

Though we assume that the perturbation randomly “flips” the neural configuration
of the matcher neuron with some small probability at any given moment in time, the
perturbation specified in Eq 4 is compatible with variations of the experiment that may
be more natural. For example, it may be more natural to force neurons up after a flat
state but not directly from a down state. More specifically, it may be important to keep
the slope of underlying neural activity from diverging. While such history-dependent
clamping is compatible with our formulation that relies only on time averages,
experimental comparison might dictate some protocols to be preferable over others in
terms of feasibility or correspondence to theoretical predictions.

The timing of the perturbation may also depend on larger-scale dynamics of behavior
beyond the calcium ion activity of individual neurons. Since we analyze immobilized
worms, we do not consider for the timing of the perturbation worm behavior. Yet, we
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Fig S. Frequency of re-identified pivotal neurons from experiment 154139. See Figure 6
for more details.

know that observations over 102 to 103 s is commensurate with the timescales over
which a typical worm could show reversals and faster headcasts. More generally,
biological systems operate across a large hierarchy of timescales. Our model is limited
to be an effective representation of interactions over a chosen timescale of interest.

An effective maxent model could be built, for instance, for one particular behavior
(say forward motion) over a short timescale, or a different model could represent a
mixture over many behaviors over a longer timescale. With this flexibility in mind, an
experimentally relevant point is whether or not multiple types of dynamics occur in an
observational period. In order to run our proposed protocol, it is important to specify
time-averaged neural statistics of interest and to seek out recurrences of the same
statistics at later points of observation. When focusing on a particular behavior, a more
refined experiment could be to identify different behaviors in real-time in order to
isolate measurements and perturbations to the context of a more limited set of
behaviors. Thus, while the proposed protocol does not necessarily depend on focusing
on a particular range of dynamics, it could be modified to extract pivotal components
conditioned on a narrow range of neural activity and behavior. In other words, our
modeling approach is flexible with respect to the particular statistics, but that choice
must be made consistently throughout the experiment.

Such modifications also assume that behavior could be measured simultaneously
with neural activity, which was not possible to do reliably in the experiments we
analyzed. Next generation experiments will hopefully reduce instrumental noise in
individual neuron measurements with motion, which is a major obstacle for connecting
neural activity to behavior. It would then be possible to apply our procedure directly to
neural activity and behavior without a proxy such as collective synchrony.

J Modified stochastic mapping

We have assumed that the stochastic encoding relating neural to collective activity does
not change, but this is not necessarily the case. To consider this, we characterize the
encoding with the fundamental notion of channel capacity, the maximum rate at which
information can conveyed by such a mapping given by the mutual information
I[Y ;Z] =

∑
Y,Z P (Y,Z) log [P (Y,Z)/P (Y )P (Z)] [26]. A targeted perturbation to the

set of states Y corresponds to a new distribution P̃ (Y ) = P (Y )[1 + arvr(Y )] giving
arbitrary weight ar to perturbation vector vr of index r. The perturbation vector vr
may refer to a projection from a single-neuron perturbation or eigenvector considered
above. Generally, such a perturbation may change not only the distribution of neural
statistics P (Y ) but also the mapping P̃ (Z|Y ) = P (Z|Y )[1 + ∆Z|Y ], which corresponds
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to an adaptive code that changes in response to incoming statistics. Under small
perturbations ar ≪ 1 and small adaptation ∆Z|Y , the change in the mutual information
decomposes into

Ĩ[Y ;Z]− I[Y ;Z] = ar
∑
Y

P (Y )vr(Y )
∑
Z

d(Z|Y )︸ ︷︷ ︸
direct

+
∑
Y

P (Y )
∑
Z

∆Z|Y d(Z|Y )︸ ︷︷ ︸
adaptive

, (J.18)

where we have defined d(Z|Y ) ≡ P (Z|Y ) log[P (Z|Y )/P (Z)] such that
∑

Z d(Z|Y ) is
the information gained about Z from observing Y . Eq J.18 contrasts the “direct” result
of a perturbation in contrast with an “adaptive” response by the system. Whereas the
former term decomposes into the product of the local information geometry of P (Y )
and the information content of the mapping Y → Z, the latter depends on system
response that modifies the stochastic mapping itself, such as rate limiting or rescaled
response [27]. Deviations from the predictions in our perturbative thought experiment
might represent the effects of such complications from the properties of the stochastic
encoding.
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