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1 Estimating genetic risk effect size over age

In order to estimate genetic risk profiles over age, we designed a framework which consists
of two parts. The first part captures the risk size over age of each genetic variant and the
second part identifies the pattern of these profiles using a clustering of curves method.

Section 1.1 covers the data source and processing procedure. Section 1.3.3 describes
our “interval-censored” proportional hazard model to estimate genetic risk coefficients for
variants across a sequence of age intervals. Section 2.1 describes a clustering method to
infer the genetic risk age profile for a single disease, including the generative model, EM-
inference, posterior estimation. Section 2.3 describes the statistical testing procedures to
identify genetic heterogeneity over age, including permutation tests and likelihood ratio
tests. Section 3 describes the in silico Monte Carlo simulations performed to assess the
power of our method and also to explore potential mechanisms underlying the observed
age effects.

1.1 UK Biobank dataset

Our analysis uses the genotype data, individual information and Hospital Episode Statistics
(HES) data from 409,694 individuals of British Isles ancestry in the UK Biobank dataset
[1]. 31 ICD-10 codes were identified with a prevalence > 0.5% and at least 20 independent
associated variants as identified using the TreeWAS model [2]. Of these, we analysed 24
that correspond to specific disease conditions (as opposed to procedures) and that have
sex- and age-distributions compatible with our framework, meaning that the codes selected
have at least 10 cases in each age interval (which excludes 125.8) and are not sex-related
diseases (which excludes codes C61, D25.9, and N40). Procedure codes excluded are Z37.0,
795.5 and 795.1. These are listed in Table 1.

For each ICD-10 code, we combine the primary and secondary diagnosis from the full
HES data set. We use the starting date of the first episode that records the disease diagnosis
to compute age for first disease onset, which is calculated as the difference between onset
date to the month of birth (due to data privacy, we only have access to birth information
specified to year and month). The onset age is then rounded to years. For each ICD-10
code, only the first recorded diagnosis of each individual is kept.

For the population under observation, we also computed the age at observation end-
points, which is either the age of individuals at the last update of the data set (here



2018-02-14) or the age of death if a death event is recorded. We categorised the disease
onset age into 8 age intervals, the first and last of which are “before 45 years old” and
“after 75 years old”, with 5-year intervals in between.

1.2 Validation within other ethnic groups, variants identified from other
studies, and other trait definition systems

To assess the robustness of our analysis over different ethnic groups, we performed the
analysis for individuals in UK Biobank from all self-identified ethnic backgrounds (N =
501,765), those who self-identify as Black or Black British (N = 8,039), and those who
self-identify as South Asian (N = 8,024). The procedures described later in Section 1.3.1,
Section 1.3.3, and Section 2.1 were replicated for these ethnic groups to infer the genetic
risk profiles. For Black or Black British and South Asian ethnic groups, the regression
could not converge for diseases that have too few cases in some age intervals (typically less
than 10, but this varies with the number of variants). Therefore we presented risk profiles
only for the diseases that have enough cases for inference in these two groups. Permutation
tests described in Section 2.3.2 were performed for J45.9 (unspecified asthma) for the Black
or Black British group, as we observed a uniquely increasing pattern in risk profile.

To assess whether our observations depends on the set of variants under consideration,
we use associations reported by GWAS Catalog to replicate the analysis using two example
diseases. We chose the disease with the most associations (125.1, ”atherosclerotic heart
disease of native coronary artery”) and the disease with the most cases (I10, ”primary
hypertension”) from our 24 ICD-10 codes. In the GWAS Catalog, the trait “hypertension”
has 733 associations from 90 studies. Among these associations, 653 are unique and 191 of
them are genotyped (missing rate j 10%) in the UK Biobank dataset (20 of these variants
overlap with the associations of 110 detected by TreeWas). The trait “coronary artery
disease” has 1,783 reported associations from 119 studies. 1,319 variants from these studies
are unique and 290 of them are genotyped in the UK Biobank (25 of these variants overlap
with TreeWas associations of 125.1). Using 110 and 125.1 as outcomes and the associations
from GWAS Catalog, we replicated analyses (described in later sections) to infer the genetic
risk profiles.

To address the issue that distinct ICD-10 codes can represent same disease, we mapped
our 24 ICD-10 codes to 22 PheCodes [3]. We combined the cases and variants for 121.9 and
125.2 which both represent “411.20” (myocardial infarction) and for C44.3 and C44.5 which
both represent “172.20” (other non-epithelial cancer of skin). We inferred the genetic risk
profiles for the two PheCodes using the procedures described in Section 1.3.1, Section 1.3.3,
and Section 2.1.



1.3 Interval censored proportional hazard model for genetic effect esti-
mation

1.3.1 Constructing interval censored data sets
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SSFig 1. Schematic representation of an interval-censored data set. The red lines represent
individuals who have disease onset within the age interval, while the green lines indicating
individuals who have no onset within the interval. The rhombus represents a failure (disease
event), while the circle represent a censoring event. Note that a disease event after the
interval endpoint is considered as censored at the end of the interval.

For each disease of interest, we estimate the genetic effect size over 5-year age intervals
(intervals are described in Section 1.1). Each age interval is an observation window of all
healthy (alive and without onset of target disease) individual who survived pass the starting
point of the interval. Onset of disease and exiting the study (death or no further records
available) are recorded as “case” and “censored” events respectively. Events happening
after this interval are considered right-censored at the end of the interval; see SSFig 1.

We then perform case-control matching over the sub-population observed within each
interval in two steps. First, we divide the sub-population into a disease group and control
group. The disease group are those who have disease onset within the interval, and the
control set are those who do not, including individuals who have disease onsets after the
age interval so long as they remain healthy before the endpoint of the interval. This is
what the term “interval-censored” means. In survival analysis, the control group are called
“censored”, and age at the “censoring” event is also needed for unbiased estimation. If a
censoring event is observed within the age interval (i.e. the age of a death record or the
last update in the UK Biobank is before the age interval end point) we use the age at the
censoring event. If an individual does not have an event record within the age interval,
we take their age at the end of the interval, regardless of their future events. Second, for
each case in the disease group, we pick four nearest neighbors (without replacement) from
the control group, matching sex, BMI, year of birth and 40 genetic principal components.



The covariates are available within the UK Biobank data set, over which we computed
the principal components across the British Isle ancestry population. We then compute
the Euclidean distance of the principal components to find the nearest neighbors in the
population.

1.3.2 Selecting variants of interest

The SNPs of interested are obtained through prior TreeWas analysis (1g(BFiree) > 5,
BF}c. refer to Bayes factor of a single variant’s effect over the model) [2]. We further
filtered the set of SNPs to ensure LD-independent (loci kept with absolute Pearson corre-
lation coefficient smaller than 0.2, R? < 0.04).

Our paper focuses on effect size changes over age. Therefore we used a standard GWAS
approach to identify the risk and protective alleles at each locus [4], over the case-control
matched dataset described in section 1.3.1. The first 40 genetic principal components are
taken as covariates. For all loci that have protective minor allele (odds ratio j 1), we switch
allele labels to make sure we are estimating the effect size of risk alleles. Consequently,
we make sure our clustering curve algorithms will discover variant clusters by different
age-dependencies, not by protective or risk alleles.

1.3.3 Effect size estimation

To obtain an unbiased estimate of genetic risk effect size over age, we use a proportional
hazard (PH) model to estimate the genetic hazard ratio for different age groups, using the
case-control matched data set described in Section 1.3.1.

Within each of the M age intervals, we applied the Cox proportional hazard model to
the disease group and control group, accounting the censoring effect. For the m!” interval,
a multivariable model is formulated as follows:

s
h(tm|G) = ho(tm)exp{d_ B;(tm)Gj + nmZ}, (1)
j=1

where Bj (t;m) is the target effect size of the j*" variant in the m!" interval and 7,,Z is the
regression term of covariates. In our case Z includes the first 40 genetics PCs of the UK
Biobank and are regressed out for each interval. Both the mean and standard error of
B]-(tm) are obtained for each of the M age intervals. These summary statistics are used
subsequently for curve-cluster fitting.

To properly estimate the effect of frailty, we also use a univariable model to estimate
the effect size of each j*(j = 1,2, ..., S) SNP G separately. This estimation includes the
genetic background as part of frailty.

The estimation procedure described above is equivalent to a piece-wise proportional
hazard model.



2 Identification of genetic effect heterogeneity over age

2.1 Bayesian clustering of genetic risk profiles

In the sections before, we presented an unbiased framework for estimating risk over age for
genetic variants. There are two hypotheses we want to test for common diseases. First, we
want to test if there exist consistent non-constant genetic risk profiles. Second, we want to
test if there are different clusters of genetic risk profiles. Therefore, we designed a Bayesian
clustering of curves model, making use of the SNP-disease risk profiles obtained in Section
1.3.3.

2.1.1 Inference of genetic risk over age

We applied a Bayesian clustering of curves model described in the S1 Analytical Note. The
model assumes each variant has a age-dependent effect profile which is generated from a
mixture of curves model. The mean and standard error of the effect estimation procedure
described above are the inputs of the model, from which we infer the underlying generative
latent curve. The model allows vertical translation in the generative process (i.e. the
likelihood won’t change much if the profile of variant is far from the latent profile, as long
as the shape of the variant curve is similar). The latent curve is a spline whose smoothness
is controlled by changing the degrees of freedom. For detailed specification of model and
hyper-parameters, see the S1 Analytical Note.

Inference is performed by an EM algorithm (derived in the S1 Analytical Note). In-
ference was repeated 20 times with random initialization of § variable, where 6 is sampled
from a Gaussian distribution with mean 0 and standard deviation 0.0001. The highest
likelihood sequence is retained. Since EM only provides a point estimate, we estimate the
curve’s credible interval using a variational approach. The derivation and proof of the
approach are provided in S1 Analytical Note.

2.2 Estimating effects of unobserved risk background
2.2.1 Estimating unobserved risk background from incidence rates

We assumed an individual hazard model that has a frailty coefficient u and baseline hazard
ho(t). The frailty coefficient has mean 1 and a scale parameter 6 that controls the variance
of population rate. We chose the baseline hazard to be a power function of age t.

h(tlu) = u- ho(t) = u - yt*

2
u ~ G(shape = =, scale = 0) s.t. E[u] = 1, var[u] = 6. @)

1
)



We fit parameters of the above model from the population incidence, where the population
hazard rate can be determined as (See S1 Analytical Note):

hy = —2° (3)

1+ 97%

We computed the empirical incidence rate B(t) in the UK Biobank. The empirical incidence
rate at specific age is computed as the number of individuals who have first onset of the
target disease within this age year, divided by the number of healthy individual at risk at
the beginning of this age year. We then fit the parametric hazard in Equation 3 to the
empirical incidence rate until age 70, and finally subtract the intercept from the empirical
incidence rate to match the parametric form of hazard rate. We fit to minimize square
error using the Nelder-Mead method,

argminy p Z(ﬁ(t) — h(t))?

The fitted incidence curves are compared with empirical curves for all diseases (S11
Fig). We also computed a Goodness-of-fit p-value for each disease, comparing the match
between fitted and empirical 3-year incidence rates using a Chi-square test statsitic. The
Goodness-of-fit p-values are shown in S6 Table.

2.2.2 Predicting the impact of frailty on age-dependent genetic risk

Disease risk is influenced by many factors including those that are not observed. The
unobserved confounding variables can create biases for estimators of effect size [5]. We
show the how unmeasured variables can affect genetic risk effect size estimation, even
when independent of the genetic risk factors (see S1 Analytical Note).

Using the same model for frailty as in Section 2.2, we formulate the proportional hazard
model as follows:

h(t|x, u) = ho(t)e’u,

Where h(t|z,u) is the conditional hazard rate, x is the focal genetic variant of interest and
u is the unobserved risk (frailty). Instead of estimating the effect size 5 and baseline risk
ho(t) under the true model specification, we could only estimate marginal effect size §*
and baseline hazard hf(t) under a misspecified model:

h(t|z) = hi(t)e” ™.

Using the same parametric form of u as in Equation 2, we obtain the marginal distribution
for 5* and h{(t) directly. Since disease typically has a low incidence rate in the population,
we assume A(t) = fg ho(t)dt and (3 to be a small, which leads to an approximation for §*:

p* = B =0 At)). (4)

The frailty parameters estimated from the incidence profiles (S6 Fig) are applied to Equa-
tion 4 to obtain a correction factor.



2.3 Statistical tests
2.3.1 Choice of latent curve degree of freedom

Our model fits latent curves using splines, the degree of freedom (DF) of which will control
smoothness. In order to choose the best DF, we fit the model with different spline bases
using the method described in S1 Analytical Note and compute the maximum likelihood.
Since the spline X 6; with degrees of freedom p is a linear combination of columns of basis
X (€ RM*P) it is strictly nested. The model with fewer degrees of freedom is equivalent to
setting elements of 6 to be zero. Therefore, we opt for a likelihood ratio test to choose the
best degree of freedom. We compute the likelihood ratio of models with DF = 2,3,4,5,6
degrees of freedom compared to a constant effect model (DF = 1), The negative log p-value
(assuming a Chi-squared distribution of test statistic) are shown in S3 Fig. The models we
consider are linear (DF = 2), quadratic polynomial (DF = 3, cubic polynomial (DF = 4),
cubic spline with one knot (DF = 5), cubic spline with two knots (DF = 6), natural cubic
spline model with one knots (DF = 3), natural cubic spline model with two knots (DF =
4).

The seven likelihood ratio tests are performed for each disease, and then we extract
the rank of fitting for different tests by ordering the p values for different models. Linear
model (DF = 2) and quadratic polynomial model (DF=3) have the best overall rank and
outperform the other models by a substantial margin. Although the linear model has a
higher mean rank, we also consider the quadratic polynomial (DF=3) to detect non-linear
dependency of genetic risk size and age.

2.3.2 Permutation testing for genetic effect heterogeneity over age

To provide robustness in testing for age heterogeneity, we carried out a permutation test,
using the likelihood ratio test statistic (for fitting a non-uniform genetic risk over age) for
both the original data set and permutation samples to obtain the permutation p-value.

The likelihood ratio test compares an alternative model with linear and quadratic ge-
netic risk over age and a null model assuming a constant effect over age. To compute the
likelihood of the null model, we fit a constant effect model by setting following derivative
to zero:

0 & .
- D~ mN(B)|Bo1,%5) =0
8&0; J J J

; L
> 120,51,

Po =3 —1q
Zj:l ]_TZUZ]- 1

(5)

Here 1(€ RM) is a constant vector of length M. Plugging Bp1 into the likelihood function
(see S1 Analytical Note), we compute the likelihood of the constant genetic effect model.
The alternative models are fitted with linear or quadratic polynomial using EM (see S1



Analytical Note). We then compute the likelihood ratio of alternative model and null
model.

To perform permutation tests, we kept the case-control structure in Section 1.3.1 and
then sample case-control pairs for each age interval, while fixing the onset age distribution
for permutation samples. We repeat the procedure 10,000 times to obtain permutation
samples, and compute the likelihood ratio for each sample.

We note that the likelihood ratio does not include the prior term p(6;) for spline coeffi-
cients, while EM finds the Maximum a Posteriori (MAP) estimate (see S1 Analytical Note),
which will give a likelihood slightly lower than the MLE estimate. Under the permutation
test framework, the p-values will be consistent as long as we use the same test statistics
for both the original data set and permutation samples [6]. We further checked that the
difference between MAP estimation and MLE estimation is negligible.

The EM procedure (see S1 Analytical Note) is initialised randomly as described in
Section 2.1.1. We correct for multiple testing using FDR, with the corrected g-values
shown in Table 1 (when a multivariable approach is used to estimate effect size) and S1
Table (when a univariable approach is used). The inferred profiles with 95% credible
interval are shown in S4 Fig.

2.3.3 Testing for multiple clusters of variants

In order to determine the optimal number of clusters for each disease, we perform permu-
tation test using same procedure as Section 2.3.2, considering the addition of each new
cluster. For adding the (k+ 1) cluster, the alternative model has (k+1) clusters and null
model has k clusters. All models are fitted with quadratic polynomials (see S1 Analytical
Note). Again, we computed the likelihood ratio statistics for both the observed data set
and permutation samples to obtain p-values. This analysis is performed over all diseases
and adjusted for multiple testing with FDR. We note that we found no compelling evidence
supporting a model of more than two clusters for any disease. The p-values and g-values
for the test of two clusters are shown in Table 1 and S1 Table.

The inferred latent curves are plotted for several diseases in S5 Fig, where the p-values
for rejecting a single cluster model are smaller than 0.1.

2.3.4 Test against a general frailty model

In section 2.2, we discussed the effects of unobserved risk factors (frailty) on effect size
estimation and provided a way to estimate a parametric model of frailty using the empirical
incidence curve. The frailty effect is estimated as an frailty multiplier « in Equation 4. We
then compute the frailty multiplier a(€ RM) = (1 — §A(t)) for each disease, which allows
us to fit effect size By with a frailty correction, similar to Equation 5:

0 S .
875[) Z le IDN(BJ",@()O(, Ej) =0
7j=2
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Here, Bj and X, are the summary statistics inferred for each variant over age. Since a
single genetic effect size is small compared to the overall risk, all single variants could
be considered to share the same risk background, which includes the genetic background.
Therefore, we perform univariable estimation for each variant, using the method described
in Section 1.3.3. To be specific, instead of estimating the effect size for each interval with
all variants, we estimate the effect of a single variant’s effect each time:

h(tm|Gj) = hO(tm)exp{Bj(tm)Gj + 77mZ}>

where Z is the first 40 genetic PCs, included to account for the population structure as
described in Section 1.3.3.

To test if the inferred genetic risk profile deviates from the model predicted by the fitted
frailty parameters, we infer the latent age profile accounting for frailty by multiplying «
by the intercept base, i.e. in the model without frailty the first spline base is the intercept
X; = 1(¢ RM), while the first base is the frailty multiplier X; = « in a model with
frailty correction (see S1 Analytical Note). We then compute the likelihood ratio test as
in Section 3.1.1. In the frailty-corrected model the null model is fitted with a latent curve
whose shape is solely determined by the frailty term «, while the Alternative model is a
quadratic polynomial with the intercept X7 = «. The test will show if the risk profile
deviates from that predicted by frailty. After correcting for multiple testing using FDR,
we plot g-values for the deviation from the frailty model, along with g-values for deviation
from uniformity (also computed from likelihood ratio test) in S12A Fig.

Since the genetic risk shows a consistent decreasing pattern, we next sought to test if
the decreasing pattern could be explained only by the frailty correction term. For each
disease, we compute the gradient of the inferred latent curve and the fitted frailty curve
(S13 Fig), and performed a one-tailed paired t-test on whether the gradient of fitted curve
is greater than the gradient caused by frailty. (S12B Fig) The results are corrected for
multiple testing by FDR.

It is worth noting that estimation of the unobserved background effects (frailty) uses
the population incidence rate over age, which is independent of our estimation of latent
profiles.

2.4 Estimating age-dependency of genetic risk score in prediction

To assess whether the collective effect of risk variants, as captured by a combined genetic
risk score (or polygenic risk score - PRS), show similar profiles of age-varying risk, we
used the case-control matching procedure described in section 1.3.1 with five-fold cross-
validation, keeping 20% of case/controls for each age interval as test sets, and estimating



effect sizes for the selected variants in the remaining 80% of case/controls using multivari-
able logistic regression (including age, sex and 40 genetic PCs). The effect of the PRS on
risk within each age interval in the test set was then estimated (again with logistic regres-
sion and covariates). We estimated the odds-ratio for the top decile of risk and the top 20%
of risk, using 20 repeats of the procedure to obtain the bootstrap sampling distribution.

2.5 Estimating prediction power for age-stratified GRS

The age-varying genetic risk effect implies that the prediction power of a genetic risk score
varies with an individual’s age. To demonstrate this, we ordered the cases by age at onset
and defined the first half as the young group and the second half as the old group. We
matched each case with four controls by the same factors listed in section 1.3.1. For each
age group, we estimated the genetic risk score with logistic regression and plotted the
mean receiver operating characteristic (ROC) curves, using a five-fold cross validation. We
then applied the GRS estimated from the young/old age group to compute the ROC in
the other age group, where GRS is estimated using 80% of the samples and the ROC is
computed using 20% of samples in either group. In total there are four combinations of age
assignment for training (for GRS estimation) and testing (for computing ROC) data: GRS
and ROC are both computed from younger groups; GRS and ROC are both computed
from older groups; GRS is computed from the younger group and ROC is computed from
the older group; GRS is computed from the older group and ROC is computed from the
younger group. We performed this procedure for each ICD-10 code, plotted the four ROC
curves, and computed area under curves of the four conditions for comparison.

3 Simulation

3.1 Simulating a disease data set from an underlying genetic risk profile

In our simulation, we generate a risk age profile for each variant from underlying curves
with different slopes. The individual risk is then computed at different ages, which are
then used to generate disease incidence events over the simulated population.

We choose the population size to be 50,000, which is comparable to our empirical case-
matching population size (the set of common diseases analysed each have 10,000 cases
in the UK Biobank and we match each case with four controls). We simulated 50 SNPs
(MAF of each SNPs are sampled from uniform distribution 0-0.5). The risk effect for each
SNP is sampled from a profile which changes with age linearly. The individual hazard at
a specific age interval t,, is computed as the exponential of genetic risk multiplied by a
linearly increasing baseline hazard ratio ho(t,,). The hazard for each individual within an
interval is assumed to be constant.

S
W(t|G) = ho(tm) * cop(3" B;(tm)Cy}. (6)

=1



For each interval t,,, we simulated the time to the next event using a homogeneous Poisson
process with rate h(t;,|G). An individual with no event in this interval is considered as
observed (censored). We record only the first event as the onset of the disease. The
simulation is performed over a 40 year duration divided into eight 5-year intervals, as
most of the disease onset occurs between ages 40-80 years old in the UK Biobank. In
order to represent the end of observation (study drop-out) or death events in the cohort, a
competing censoring process is sampled using a Poisson process of constant rate h.. The
dropout/death and disease onset events are combined and we keep the first event, labelling
it as either disease or censoring.

The parameters required for the simulation include: the censoring rate (per year) he,
the number of intervals M, the number of individuals N, the number of variants S, the
baseline hazard rate hg(t,,), the baseline genetic risk effect size Sy, the latent curve g and
the curve variance term Y. We set these parameter for the simulation as follows:

he = 0.01

M =38

N = 50000

S =50

ho(tm) = (5 +tm) * 1074 (7)
Bo=0.1

B =B+ s#[-3.5,-2.5—1.5,—0.5,0.5,1.5,2.5,3.5]7
¥ =4 x 107" 4 diag(10™)

A~

Bj ~ N(8,%)

We generate the j** variant’s risk profile Bj from a normal distribution with mean 8 and
variance Y. The variable s controls the slope of the genetic risk profile, which varies
between simulation studies.

3.1.1 Identifying age-varying genetic effects

We simulated a population using the scheme described above and analysed it using the
methods described in Sections 1.3.3 and 2.1 to infer the genetic risk profiles over age and
the underlying curves that generate them. We simulated the cohort with different values
of the slope, s, which represent different age dependencies, and tested whether our method
could recover the simulated values. Examples of how fitted curves compare to the true
curve are shown in Fig 3.

We then assessed the power of the statistical test described in Section 2.3.2. We sim-
ulated the genetic risk profile with the slope ranging from -0.01 (linearly decreasing with
age) to 0.01 (linearly increasing with age), with a step size of 10~%. The simulated pop-
ulation is analysed using the null model of a constant effect with age, and an alternative



model of either a linear model, or a quadratic polynomial curve. A likelihood ratio test is
performed to calculate the p-value, and we calculate the power of rejecting the null at a
threshold of p < 0.05. How the power changes with slope is shown in Fig 3. For each slope
s, the simulation was repeated for 400 times to estimate the power and its standard error.

3.1.2 Detection of multiple clusters

We use simulation to estimate the statistical power for detecting multiple clusters of genetic
risk profiles. The disease cohort was simulated with parameter values as in Equation 7,
except that five (10%) of the variants had effect sizes generated from a non-constant latent
profile, while the effect sizes for the remaining 45 variants had a constant (age-invariant)
effect of By. We assessed our model as to whether it can detect the presence of multiple
clusters. The simulated cohorts are analysed with both a null model of a single quadratic
polynomial curve, as well as the alternative model of two quadratic polynomial curves.
Examples of fitted curves compared to the true curves are shown in Fig 3.

For each simulation, we compute the p-value for the likelihood ratio test comparing
two clusters against one cluster, measuring power at p < 0.05. We varied the slope of the
non-constant profile to test how different the curve needs to be from a constant effect to be
distinguishable by our model. Power is computed for slope ranging between -0.0375 and
0.0375, with a step size of 2.5 x 10~%. For each slope s, the simulation was repeated for
400 times to estimate the power and its standard error.

3.1.3 Frailty

As described in Section 2.2, frailty can induce biases in the estimation of effect sizes with
age and lead to rejection of the null hypothesis even if the risk are constant over age. We
use simulation to estimate how the false positive rate changes with frailty.

To investigate this effect, we simulated the unobserved effect (frailty) u as a multiplier
to the disease hazard, and estimated the effect size under the mis-sepcified model (Equation
6) without w.

S
h(tm|G) = ho(tm) * exp{> _ Bj(tm)G;} * u. (8)
j=1
Here, each individual has its own frailty sampled from the gamma distribution with mean
equal to one and scale parameter 6 to specify the variance of the distribution:

1
u ~ Gamma(u|shape = 7’ scale = 6).

We simulated the disease with a constant genetic risk effect over age and parameter settings
as in Equation 7, with the individual hazard rate computed as in Equation 8. We then
performed the estimation as in Section 3.1.1. The fitted curves diverge from the true
underlying curve, as predicted by the analytical results in Section 2.2; an example is shown



in S2A Fig with 6 = 0.82. The simulation was repeated for 400 times to estimate power
(false positive rate) and its standard error.

3.1.4 Coverage analysis

To estimate the posterior distribution of the latent curve, we adopt a Variational Bayesian
approach to approximate the confidence interval (see S1 Analytical Note). In order to
evaluate the accuracy of the approximation, we performed a coverage analysis for the
estimated confidence interval. Using the simulation results from Section 3.1.1, we computed
coverage for the 95% credible interval (i.e. the proportion of true values that are inside the
credible interval). The coverage rate is plotted against the slope of the genetic profiles in

S2C Fig.

3.1.5 Selection of healthier elder population

Previous research has showed that the UK Biobank has a selection bias towards healthier
older people compared to the broader population [7]. In order to test whether this effect
influences our results, we modelled such bias by modifying the baseline hazard function hg
in Equation 6. Previously, we assumed the baseline hazard increases monotonically with
age. To model a population with healthier older individuals we used a modified baseline:

ho(tm) = (9.5 + 5 % (ty, — 4.5)) * 1074,

Here s is the slope of baseline hazard ranging between -1 and 1, with a step size of 1072,
We repeated the analyses described above and estimated the false positive rate as described
in Section 3.1.1. The simulation was repeated 400 times at each value of s, and the result
is shown in S2D Fig.

3.2 Potential models for the decreasing risk effect with age
3.2.1 GxE and GxG interaction

Across diseases, we observed a consistent pattern of a decreasing profile in the inferred
genetic risk (S4 Fig). To consider whether this pattern could be explained by interactions
(either gene-by-environment or gene-by-gene) we performed additional simulations. We
modelled the interaction of a focal genetic effect with other unobserved risk factors. As-
suming the effect size § interacts with environmental or other genetic factors, the effect
size for each individual is generated from a positively defined distribution:

B ~G(B).

Following the proportional hazard model specified in Equation 1, we use §* to represent
the marginal effect size under a mis-specified model:

h(t) = ho(t) exp(8*z), (9)



where ho(t) is a positive baseline hazard and x is the covariate. We can show that the
estimated marginal effect size 5* will be increasingly underestimated as t increases for
all positive defined probability distributions for G(3) (see S1 Analytical Note). We then
performed a simulation using the parameter settings of Equation 7, but sampled an effect
size [ for each individual from a gamma distribution Gamma(shape = %, scale =0),0 =
4. The effect size for each individual remains a constant over age interval. We then inferred
the posterior of effect size, presented in lower panel in Fig 6B. We note that this model
is a generalisation of the concept of frailty in which one allele has greater frailty than the

other.

3.2.2 A threshold model for disease

We simulated a threshold model in which each individual has an unknown “liability”, which
evolved over time [8]. For a specific disease, onset occurs when an individual’s “liability”
passes a certain threshold. We simulated a liability model for 50,000 individuals with a
single genetic effect that alters the starting point of liability. Genotypes were simulated
with a risk allele frequency 0.3.

The liability is simulated as a stochastic process with starting point at L(tg) = Lo x
e PG where Ly = —80 is the population starting liability; Sy = 0.1 is the effect size of
genotype G. We then simulated S increments of liability from a S dimension Gaussian
distribution A (17, %), where X, = 4 x (0.2 + diag[0.8]), controls the drift and variance
of the stochastic process. The stochastic process models the disease risk increase over age
through the drift 17, and the correlation of increments induced by ¥, creates a “momen-
tum” such that an individual’s health status tends to improve or deteriorate over years
at similar rate. We simulated for S = 60 years and considered and individual to have an
onset of a disease when the liability (arbitrarily) reaches 0. We then estimated the effect
size of the risk allele over the age interval 21-60, using the methods described in Section
1.3.3.

Examples of liability where initial liability varies with genotypes is shown in Fig 6A,
along with the estimated genetic effect size over age. We simulated liabilities with GxE
interaction by modelling additional variance in liabilities for those carrying risk alleles:

YL =(2xG+u)x (0.2 + diag[0.8]),

where u is a random variable generated from uniform distribution between 0 and 1. Exam-
ples of liabilities including the GxE effect are shown in Fig 6B upper and middle panels.
The lower panel of Fig 6B was computed from the simulation described in Section 3.2.1.
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