High-resolution mapping of tuberculosis transmission: whole genome sequencing and phylogenetic modelling of a cohort from Valencia Region, Spain

S1 Text

Supplementary Methods

Ongoing population study

The present study is part of an ongoing population TB study. This global study consisted in the recollection and WGS analysis of a total of 785 positive TB clinical samples during 2014-2016. Using SNPs distances between isolates (≤15 SNPs), we detected that 41% (n=325) of all samples were in transmission. Although the majority of clustered cases comprised two samples, we detected transmission clusters that involved up to 12 TB cases. From this first analysis, we obtained the samples that we used in the present study. We selected 21 genomic clusters (17.3% of all clusters identified) that corresponded 117 isolates (36% of the total transmission). These genomic groups that had at least four cases and had 2 SNPs difference between all samples involved. Furthermore, we made a comparison analysis to see whether our sampling selection was representative of the whole population (S3 Table).

Timed tree reconstruction

Although the accepted value for the TB substitution rate in the community is approximately 0.3-0.5 substitutions per genome per year[1,2], our data seem to suggest that the rate may vary both between clusters and within clusters. For example, in some clusters the SNP distances between pairs of hosts are not consistent with the case timings. For example, a host sampled earlier in time can seem to have accumulated more SNPs than a host sampled later (compared to inference of an ancestral sequence for a cluster), or vice versa. In such cases, an estimated timed phylogenetic tree using a low clock rate (as is normally assumed in TB) would place the earliest sequence in the cluster quite far back in time compared to the most recent sampled case.

We therefore need to incorporate rate uncertainty in the inference framework. However, one challenge is that we do not know if and how rates vary across clusters, and furthermore, although treedater[3] allows us to fit a relaxed clock, the consequence of increased number of parameters and lack of signal contained in small cluster data mean that the branch length estimates may not be reliable. Therefore, we adopt a simple approach whereby instead of using a single timed phylogenetic tree for each cluster, we sample clock rates from a known distribution and use treedater to estimate timed trees for all clusters by fixing the clock rate to be in the range of one of our sampled rate values with a margin of ±δ. So for each sampled clock rate, we obtain timed trees corresponding to all clusters and we used TransPhylo [4] and the method outlined below to infer the transmission trees. We then pool the transmission trees for each clock rate. By inspecting this combined posterior, we can compare between rates and see if any of the interesting quantities are sensitive to changes in clock rate. We perform a meta-analysis of 18 publications reporting clock rates per year from different studies of MTBC (see S1 Table). We obtained a mean rate of 0.32 (±0.022-0.44) but with very wide range of values (0.14-0.59). Thus, we chose to use a log-normal distribution with log-scale mean and standard deviation of -0.7 and 0.5, respectively, for the sampling distribution of the clock rate and δ = 0.2.
Transmission inference

We develop our method of simultaneous transmission inference on many clusters based on TransPhylo, a Bayesian method to reconstruct transmission trees from pathogen phylogeny. In TransPhylo, an MCMC method is used to draw samples from the posterior distribution of transmission trees and model parameters given a timed phylogenetic tree reconstructed from sequenced isolates (1).

\[
\mathbb{P}(T, \theta|P) \propto \mathbb{P}(P|T, \theta)\mathbb{P}(T|\theta)\mathbb{P}(\theta),
\]

where \(T\) is transmission tree, \(P\) is timed tree and \(\theta\) collects the model parameters. The transmission tree is represented by a matrix whose columns are the times of infection, times of sampling and the infectors, and whose rows correspond to infected individuals. If a case is not sampled, then the corresponding entry for time of sampling is empty. In the posterior trees that TransPhylo produces, the number of rows in \(T\) can be variable across iterations, because of the addition/removal of unsampled cases; reversible-jump MCMC is used in TransPhylo to account for changes of dimensionality.

The transmission tree contains information about who infected whom and when, and also whether a case is sampled or not. The timed phylogenetic tree shows the ancestral history of a set of pathogen isolates sampled from hosts and is constructed using known methods of phylogenetic tree reconstruction. The TransPhylo posterior thus reflects our updated belief of the transmission pattern and epidemiological parameters after observing the timed tree of the sequences.

In practice, especially in low-incidence settings, we often define transmission clusters based on our knowledge of the genomics and the epidemiology of cases, such that we are quite confident that transmissions occurred within clusters and were less likely between clusters. This makes it more amenable to analyze multiple clusters simultaneously than to work with a single large phylogeny of all sequences, because these clusters tend to be separated by long branches and a method like TransPhylo will need to place many unsampled cases along these branches and so will not explore transmission within clusters efficiently.

In order to develop a framework for simultaneous transmission inference, a straightforward extension to (1) is to carry out our Bayesian inference in an augmented tree and parameter space. More precisely, let \(T_i, P_i, \theta\) be elements in the respective joint space of \(n\) clusters, that is, \(T = (T_1, \ldots, T_n)\) with \(T_i\) the transmission tree for cluster \(i\), and similarly for \(P\) and \(\theta\), then

\[
\mathbb{P}(T, \Theta|P) \propto \prod_{i=1}^{n} \mathbb{P}(P_i|T_i, \theta_i)\mathbb{P}(T_i|\theta_i)\mathbb{P}(\theta_i),
\]

assuming independence between clusters. MCMC simulation of (2) proceeds as it would in (1), with each step consisting of separately updating parameters and trees for all clusters. This would be no different from independently running TransPhylo once for each cluster. In order to allow information to be shared between clusters, we decompose \(\theta\) into shared and non-shared parts, \(\theta = (\theta^s, \theta^ns)\). The posterior distribution becomes
Note that $\theta^i$ does not have index $i$ because it is the same for all clusters. The update of $\theta^s$ is based on the Metropolis-Hastings ratio of likelihoods of all clusters.

With the above framework, not only can we handle the statistical inference with multiple transmission clusters simultaneously, we can also choose which parameters should be shared. The latter has both epidemiological and computational implications; if we believe that certain parameters, such as the basic reproduction number (the expected number of secondary infections from any primary infection) and/or the sampling rate are similar across clusters, then we can easily encode this belief into (3). This offers great computational savings as the number of parameters is significantly reduced — avoiding $(n-1)n(\theta^s)$ parameter estimations where $n(\theta^s)$ denotes the number of parameters in $\theta^s$. 

$$P(T, \Theta|P) \propto \prod_{i=1}^{n} P(T_i|T^s_{i}, \theta^i_{n}, \theta^s) P(T^s_{i}|\theta^i_{n}, \theta^s) P(\theta^i_{n}) P(\theta^s).$$ (3)
Supplementary References


