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Many quantum algorithms involve the evaluation of expectation values. Optimal strategies for
estimating a single expectation value are known, requiring a number of iterations that scales with
the target error ε as O(ε−1). In this paper we address the task of estimating the expectation values
of M different observables, each to within an error ε, with the same ε−1 dependence. We describe an
approach that leverages Gilyén et al.’s quantum gradient estimation algorithm to achieveO(

√
Mε−1)

scaling up to logarithmic factors, regardless of the commutation properties of the M observables.
We prove that this scaling is optimal in the worst case, even when the operators are mutually
commuting. We highlight the flexibility of our approach by presenting several generalizations,
including a strategy for accelerating the estimation of a collection of dynamic correlation functions.

Introduction

One of the most fundamental tasks of quantum sim-
ulation is to perform an experiment in silico. Like the
traditional experimentalist working in a laboratory, re-
searchers using quantum computers will often be inter-
ested in measuring a number of different properties as ef-
ficiently as possible. For example, the electronic ground
state problem is frequently cited as a motivation for
quantum simulation of chemistry, but determining the
ground state energy is often only the starting point of
an investigation. Depending on context, it may be es-
sential to measure the dipole moment and polariziabil-
ity, the electron density, the forces experienced by the
classical nuclei, or any number of other quantities [1, 2].
Similarly, in condensed matter physics and beyond, cor-
relation functions play a central role in the effort to un-
derstand quantum many-body phenomena due to their
interpretability and connection to quantities measurable
in a physical experiment [3, 4].

In this letter, we consider the problem of precisely and
efficiently estimating multiple properties from a quantum
computation. We mainly focus on evaluating the expec-
tation values of a collection of M Hermitian operators
{Oj} with respect to a pure state |ψ〉. We aim to evalu-
ate each expectation value to within additive error ε using
as few calls as possible to a state preparation oracle for
|ψ〉 (or its inverse). One simple approach to this problem
is to repeatedly prepare the state |ψ〉 and simultaneously
measure mutually commuting subsets of the {Oj}. A dif-
ferent strategy, based on amplitude estimation, achieves
a quadratic speedup with respect to ε but requires that
the observables be measured separately [5–7]. A range of
newer “shadow tomography” techniques allow for poly-
logarithmic scaling with respect to M at the expense of
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an unfavorable ε−4 scaling in general [8–11], though im-
provements are possible in specific cases [12, 13]. We
review these existing approaches in detail in Appendix A
and expand upon the specific difficulties in parallelizing
amplitude estimation in Appendix B.

Our main technical contribution is an alternative strat-
egy that achieves the same 1/ε scaling as the approaches
based on amplitude estimation but also improves the

scaling with respect to M from Õ(M) to Õ(
√
M), where

the tilde in Õ(·) denotes that we are hiding logarithmic
factors. Our approach is to construct a function f whose
gradient yields the expectation values (or other proper-
ties) of interest, and encode f in a parameterized quan-
tum circuit. We can then apply Gilyén et al.’s quantum
algorithm for gradient estimation to obtain the desired
scaling [14]. The following theorem formalizes our result.

Theorem 1. Let {Oj} be a collection of M Hermitian
operators on N qubits, with spectral norms ‖Oj‖ ≤ 1 for
all j. There exists a quantum algorithm that, for any N -
qubit quantum state |ψ〉 prepared by a unitary oracle (or

quantum circuit) Uψ, outputs estimates 〈̃Oj〉 such that

|〈̃Oj〉 − 〈ψ|Oj |ψ〉 | ≤ ε for all j with probability at least

2/3, using Õ(
√
M/ε) queries to Uψ and U†ψ, along with

Õ(
√
M/ε) gates of the form controlled-e−iθOj for each j,

for various values of θ with |θ| ∈ O(1/
√
M).

As we formalize in Corollary 4, this query complexity
is worst-case optimal (up to logarithmic factors) in the
high-precision regime. After establishing lower bounds
for our problem, we review the gradient algorithm of
Ref. 14 and present the proof of Theorem 1. Before con-
cluding, we present a brief comparison with prior work
(summarized in Table I). We then discuss several ex-
tensions of our approach, including an application to the
task of estimating dynamic correlation functions and a
method to handle observables with varying norms (or
precision requirements) based on a generalization of the
gradient algorithm.
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Task Comm. Non-
comm.

k-RDM

Sampling Õ( log(M)

ε2
) Õ(M

ε2
) Õ(N

k

ε2
)

Amp. Est. Õ(M
ε

) Õ(M
ε

) Õ(N
2k

ε2
)

Shadow Tom. Õ( log(M)

ε4
) Õ( logM

ε4
) Õ( k16

k logN
ε4

)

Gradient Õ(
√
M
ε

) Õ(
√
M
ε

) Õ(N
k

ε
)

TABLE I. A comparison of the complexities (in terms of state
preparation oracle queries) of different approaches for mea-
suring multiple observables. We consider three applications:
estimating the expectation values of a collection of M com-
muting or non-commuting observables, and determining the
fermionic k-RDM of an N -mode system. Here, ε denotes the
additive error to which each quantity is estimated. We com-
pare existing strategies based on naive sampling, amplitude
estimation, and shadow tomography to our gradient-based
approach. We review these approaches in Appendix A, and
provide detailed analyses of the applications in Appendix C.
The shadow tomography complexities are quoted for the com-
putationally efficient but Pauli-specific protocol of Ref. 11.

Lower Bounds

In Ref. 15, Apeldoorn proved a lower bound for a task
that is essentially a special case of our quantum expec-
tation value problem. We explain how a lower bound for
our problem can be obtained as a corollary. The results
of Ref. 15 are phrased in terms of a particular quantum
access model for classical probability distributions, which
we describe below.

Definition 2 (Sample oracle for a probability distribu-
tion). Let p be a probability distribution over M out-
comes, i.e., p ∈ [0, 1]M with ‖p‖1 = 1. A sample oracle
Up for p is a unitary operator that acts as

Up : |0〉 |0〉 7→
M∑
i=1

√
pi |i〉 |φi〉 , (1)

where the |φi〉 are arbitrary normalized quantum states.

We rephrase Lemma 13 of Ref. 15 below. Here and
throughout this paper, we count queries to a unitary or-
acle U and its inverse U† as equivalent in cost.

Theorem 3 (Lemma 13, Ref. 15 (rephrased)). Let M
be a positive integer power of 2 and let ε ∈ (0, 1

3
√
M

).

There exists a known matrix A ∈ {−1,+1}M×M such
that the following is true. Suppose A is an algorithm
that, for every probability distribution p, accessed via a
sample oracle Up, outputs (with probability at least 2/3)
a q̃ such that ‖Ap− q̃‖∞ ≤ ε. Then A must use at least

Ω(
√
M/ε) queries to Up in the worst case.

Note that Ap can be interpreted as a vector of M ex-
pectation values, each corresponding to a different ±1-
valued random variable. From this perspective, we ar-
rive at the following corollary on the optimality of the
algorithm in Theorem 1.

Corollary 4. Let M be a positive integer power of 2 and
let ε ∈ (0, 1

3
√
M

). Let A be an algorithm that takes as an

input an arbitrary collection of M quantum observables
{Oj} with ‖Oj‖ ≤ 1 for all j. Suppose that, for every
quantum state |ψ〉, accessed via a state preparation ora-
cle Uψ, A outputs estimates of each 〈ψ|Oj |ψ〉 to within
additive error ε (with probability at least 2/3). Then,
there exists a collection of observables {Oj} such that A
applied to {Oj} must use at least Ω(

√
M/ε) queries to

Uψ in the worst case.

Proof. Assume for the sake of contradiction that for any
{Oj} (with ‖Oj‖ ≤ 1) and Uψ, the algorithm A uses

o(
√
M/ε) queries to Uψ to estimate every 〈ψ|Oj |ψ〉 to

within error ε (with success probability at least 2/3). For
any sample oracle Up of the form in Eq. (1), consider the
state

|ψ(Up)〉 :=

M∑
j=1

√
pj

( M⊗
i=1

∣∣∣∣1−Aij2

〉)
⊗ |j〉 ⊗ |φj〉 . (2)

A quick computation verifies that the i-th entry of the
vector Ap is equal to 〈ψ(Up)|Zi|ψ(Up)〉, where Zi de-
notes the Z operator acting on the i-th qubit. Since the
matrix A is known, it is clear that |ψ(Up)〉 = UA(I ⊗
Up) |0〉 for a known unitary UA,

UA =
∑
j

( M⊗
i=1

X
δAij,−1

i

)
⊗ |j〉〈j| ⊗ I. (3)

Therefore, we can apply algorithm A with Oj = Zj for
j ∈ {1, · · · ,M} and Uψ = UA(I ⊗ Up). By our assump-
tion, this constitutes an algorithm that for every Up, esti-

mates each entry of Ap to within error ε using o(
√
M/ε)

queries to Up, contradicting Theorem 3, and completing
the proof.

Background on Gilyén et al.’s gradient algorithm

Our framework for simultaneously estimating multi-
ple expectation values (and other properties) uses the
improved quantum algorithm for gradient estimation of
Gilyén, Arunachalam, and Wiebe (henceforth, Gilyén et
al.) [14]. Gilyén et al. build on earlier work by Jor-
dan [16], which demonstrated an exponential quantum
speedup for computing the gradient in a particular black-
box access model. Jordan’s algorithm makes one query to
a binary oracle (see Appendix D) for the objective func-
tion f , using phase kickback and the quantum Fourier
transform to obtain a first-order approximation of the
gradient ∇f . Gilyén et al. extend Jordan’s approach
to a weaker black-box access model for f , and improves
the error scaling using higher-order finite difference for-
mulæ [14]. Their gradient estimation algorithm opti-
mal (up to logarithmic factors) for a particular family
of smooth funcions.
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We restate the properties of Gilyén et al.’s algorithm
in the theorem below in terms of two standard notions of
oracle access to f , the phase oracle model and the prob-
ability oracle model. We review these access models and
discuss some additional relevant details of the algorithm
in Appendix D.

Theorem 5 (Theorem 25, Ref. 14 (rephrased)). Let ε,
c ∈ R+ be fixed constants, with ε ≤ c. Let M ∈ Z+

and x ∈ RM . Suppose that f : RM → R is an analytic
function such that for every k ∈ Z+, the following bound
holds for all k-th order partial derivatives of f at x (de-

noted by ∂αf(x)): |∂αf(x)| ≤ ckk
k
2 . Then, there is a

quantum algorithm that outputs an estimate g̃ ∈ RM
such that ‖∇f(x) − g̃‖∞ ≤ ε, with probability at least

1−δ. This algorithm makes Õ(c
√
M log(M/δ)/ε) queries

to a phase oracle or a probability oracle for f .

Expectation values via the gradient algorithm

We construct our algorithm and prove Theorem 1 by
applying the gradient algorithm to a function whose gra-
dient encodes the expectation values of interest.

Proof of Theorem 1. We begin by defining the family of
unitaries

U(θ) :=

M∏
j=1

e−2iθjOj (4)

for θ ∈ RM . The derivative of this unitary with respect
to θ` is

∂U

∂θ`
= −2i

( ∏̀
j=1

e−2iθjOj

)
O`

(
M∏

k=`+1

e−2iθkOk

)
. (5)

Observe that evaluating this at θ = 0 yields

∂U

∂θ`

∣∣∣
θ=0

= −2iO`. (6)

We are interested in the expectation of the Oj with re-
spect to the state |ψ〉, and so we define the following
function f :

f(θ) := −1

2
Im[〈ψ|U(θ) |ψ〉] +

1

2
(7)

= −1

2
Im

[
〈ψ|

M∏
j=1

e−2iθjOj |ψ〉

]
+

1

2
. (8)

Eq. (6) then gives a simple expression for the partial
derivatives of f evaluated at θ = 0:

∂f

∂θ`

∣∣∣
θ=0

= 〈ψ|O`|ψ〉 . (9)

Therefore, the gradient ∇f(0) is precisely the collection
of expectation values we are interested in estimating.

Now, we verify that f is smooth enough to satisfy the
conditions of Theorem 5. Observe that f is analytic and
that the k-th order partial derivative of f with respect to
any collection of indices α ∈ {1, . . . ,M}k takes the form

∂αf(θ) = (−2)k−1Im(ik 〈ψ|V (θ,α)|ψ〉), (10)

for some operator V (θ, α) which depends on both α and
θ. Note that V is a product of terms which are either
unitary, or from {Oj}. Since ‖Oj‖ ≤ 1 for all j, we have
‖V ‖ ≤ 1, and therefore |∂αf(0)| ≤ 2k−1 for all k and α.
By setting c = 2, we satisfy the derivative conditions of
Theorem 5.

In order to construct a probability oracle for f (cf. Def-
inition 6 in Appendix D), we need a quantum circuit that
encodes f(θ) into the amplitudes of an ancilla. We con-
struct such a circuit using the Hadamard test for the
imaginary component of 〈ψ|U(θ) |ψ〉 [17]. Let

C(θ) :=
(
H ⊗ I

)(
c-U(θ)

)(
S†H ⊗ Uψ

)
, (11)

where H denotes the Hadamard gate, c-U(θ) the U(θ)
gate controlled on the first qubit, and S := |0〉〈0|+ i |1〉〈1|
the phase gate. Applied to |0〉 ⊗ |0〉, this circuit encodes
f(θ) in the amplitudes with respect to the computational
basis states of the first qubit:

C(θ) |0〉 ⊗ |0〉 =
√
f(θ) |1〉 ⊗ |φ1〉+ (12)√
1− f(θ) |0〉 ⊗ |φ0〉 ,

for some normalized states |φ0〉 and |φ1〉. Note that C(θ)
uses a single call to the oracle Uψ.

All that remains is to add quantum controls to the
rotations in C(θ), so that C(θ) is controlled on a register
encoding θ. We perform the following transformation,

C(θ)→ Uf :=
∑
k∈GMn

|k〉〈k| ⊗ C(kθmax), (13)

where GMn is a set of 2nM points distributed in an M -
dimensional unit hypercube, with n = O(log(1/ε)), and
θmax is a rescaling factor. The values of θmax and n are
chosen to satisfy the requirements of the gradient algo-
rithm (see Appendix D). Here, |k〉 = |k1〉 . . . |kM 〉 for
k ∈ GMn denotes the basis state storing the binary rep-
resentation of k in M n-qubit index registers. The con-
trolled time evolution operator for each Oj can be im-
plemented efficiently as a product of n controlled-e−iθOj

gates with exponentially spaced values of θ, each con-
trolled on the appropriate qubit of the jth index register.
We illustrate an example of such a Uf in Figure 1.
Uf is a probability oracle for the function f , and each

call to Uf involves a single call to the state preparation
oracle Uψ. Theorem 5 then implies that with proba-
bility at least 2/3, every component of the gradient of
f , and hence all of the expectation values 〈ψ|Oj |ψ〉,
can be estimated to within an error ε using Õ(

√
M/ε)

queries to Uf . The complexity in terms of the con-
trolled time evolutions follows from multiplying the num-
ber of controlled time evolutions required for each query
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FIG. 1. Schematic depiction of the quantum circuit for
Uf , the probability oracle for the function f(θ) (defined in
Eq. (13)), for measuring M = 3 observables with respect to
an N = 5-qubit state |ψ〉. From left to right: the purple
ovals indicate the index register qubits that encode n = 4-
bit values for θ1, θ2, θ3. The green ovals indicate the zero-
initialized qubits of the state register. The teal oval in the bot-
tom left indicates the ancilla qubit whose amplitudes encode
f(θ) (cf. Eq. (11)). The large blue block indicates the state
preparation unitary Uψ, with Uψ |0〉 = |ψ〉. The small orange
blocks indicate the Clifford operators used in the Hadamard
test circuit. The three series of red shapes indicate collections
of doubly-controlled gates that implement time evolution by
the three observables. Here, the observables happen to act
on different qubits, but in general they can have arbitrary
support.

to Uf , i.e., O(log(M/ε)), by the total number of queries,

i.e., Õ(
√
M/ε). As discussed in Appendix D, we have

θmax ∈ O(1/
√
M) as a consequence of the details of the

proof of Theorem 5 in Ref. 14. This completes the proof
of Theorem 1.

As discussed in Appendix D, the space complexity of
the gradient algorithm is the same as that of the prob-
ability oracle up to an additive logarithmic factor [18].
Therefore, our algorithm uses O(M log(1/ε)+N) qubits.

Discussion

In this letter, we considered the problem of simultane-
ously estimating the expectation values of multiple ob-
servables with respect a pure state |ψ〉. Focusing on the
high-precision limit, we presented an algorithm that uses

Õ(
√
Mε−1) applications of Uψ and its inverse, where M

denotes the number of observables and ε the target er-
ror, and Uψ is a unitary that prepares |ψ〉. We explained
how a lower bound on a closely related problem posed
in Ref. 15 implies that, for algorithms given black-box
access to Uψ, this query complexity is near-optimal in the
worst case. (In fact, our algorithm affirmatively resolves
an open question from Ref. 15 regarding the achievability
of this bound for the simultaneous estimation of classical
random variables [19].) Interestingly, these bounds im-
ply that the optimal cost for expectation value estimation

can become exponentially worse with respect to M when
one demands a scaling that goes as ε−1 instead of ε−2.
Furthermore, the instances that we use to prove the lower
bound involve estimating the expectation values of a set
of mutually commuting observables, implying that com-
mutativity does not in general provide an advantage for
estimating a collection of observables if the goal is linear
scaling in the inverse error.

We motivated the development of our algorithm by dis-
cussing applications in the quantum simulation of quan-
tum chemistry and condensed matter physics. While this
letter has focused on the construction of the algorithm
and the proof of its near-optimality, we also presented
a comparison to other approaches for expectation value
estimation in Table I. We considered approaches based
on sampling, amplitude estimation, and shadow tomog-
raphy applied to collections of mutually commuting or
non-commuting observables, or a k-body fermionic re-
duced density matrix (k-RDM). We review these exist-
ing strategies in Appendix A, and in Appendix C, we ex-
pand on the analysis of Table I and consider the regimes
where our algorithm provides an asymptotic advantage.
For example, we find that our algorithm is capable of
estimating each element of the k-RDM of an N -mode

system to within error ε using Õ(Nk/ε) state preparation
queries. This offers an unconditional asymptotic speedup
compared to methods based on sampling and amplitude
estimation, and surpasses protocols based on shadow to-
mography when ε = õ(N−k/3). This may be particularly
useful in practical applications where we wish to achieve
a fixed error in extensive quantities by measuring the 1
or 2-RDM and summing Ω(N) elements.

Our gradient-based approach to expectation value es-
timation can naturally be extended to the accelerated
estimation of other properties. For example, consider
the task of evaluating a collection of two-point dynamic
correlation functions. These functions take the form

CA,B(t) := 〈ψ|U(0, t)A†U(t, 0)B|ψ〉 , (14)

where A and B are some simple operators (usually Her-
mitian or a linear combination of a few Hermitian opera-
tors) and U(t, t′) is the time evolution operator mapping
the system from time t′ to time t. These correlation func-
tions are often directly related to experimentally acces-
sible quantities, as in the case of angle-resolved photoe-
mission spectroscopy [3], and also central to the promis-
ing hybrid quantum-classical methods based on dynam-
ical mean-field theory [20–22]. In Appendix E, we ex-
plain how a generalization of our approach can reduce
the number of state preparations required for estimating
a collection of these correlation functions.

Although we focused on the number of queries to the
state preparation oracle when quantifying the cost of our
method, we also considered two other complexity mea-
sures. Our approach requires time evolution by each of
the M observables. If we count the total time required,
we find that we need a number of units of time evolution
that scales as Õ(M/ε). Our approach also requires an
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additional Õ(M/ε) qubits, compared to simpler alterna-
tives. This space overhead may be substantial in practice,
though the capability of modern simulation algorithms
to use so-called “dirty ancilla” (temporarily borrowing
qubits in an arbitrary state) may offset this challenge in
some contexts [23, 24]. In Appendix F, we comment on
how our approach could be modified to balance this cost
against that of state preparation.

Another potential reason for modifying our approach
arises when the observables of interest have different
norms, or the desired precision varies. In Appendix G,
we consider addressing this situation by measuring cer-
tain observables using our strategy and measuring oth-
ers using a sampling-based method. In Appendix H, we
take a different approach, and instead generalise Gilyén
et al.’s gradient estimation algorithm to accommodate
measuring different components of the gradient to dif-
ferent additive precisions. This allows us to simultane-
ously estimate the expectation values of observables {Oj}
with arbitrary norms ‖Oj‖ (possibly greater than 1) us-

ing Õ(
√∑

j ‖Oj‖2/ε) queries, thereby extending Theo-

rem 1 to the most general setting.

Our focus has primarily been on the asymptotic scal-
ing, but it may also be desirable to understand and im-
prove the constant factors that determine the cost of
our gradient-based measurement approach. Performing
a careful fault-tolerant resource estimate and compari-
son against other approaches in the context of a practical
application would be a useful line of future work. It is
possible that our approach could be modified to obtain a

further speedup by taking advantage of the structure of
the states or the observables for particular problems of
interest. Another potentially fruitful direction would be
to explore extensions of the gradient algorithm to yield
quantum algorithms for the Hessian or even higher-order
derivatives. Even if such algorithms might be costly in
practice, they could further reduce the asymptotic com-
plexity for estimating collections of quantities of interest
(such as the fermionic k-RDM).

Extracting useful information from quantum computa-
tion, especially quantum simulation, is a bottleneck for
many applications. This is especially true in fields such as
quantum chemistry and materials science, where it may
be necessary to couple high-level quantum calculations
with coarser approximations at other length scales in or-
der to describe macroscopic physical phenomena. We
expect that our gradient-based approach to expectation
value estimation (and the evaluation of other properties)
will prove to be a useful tool and a starting point for
related approaches to other problems.
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Appendix A: Prior work on expectation value estimation

This letter focuses on the task of estimating the expectation value of multiple observables with respect to a pure
state |ψ〉. Motivated by settings where the cost of state preparation is the dominant factor, we mainly quantify the
resources required in an oracle model where we count the number of calls to the state preparation unitary and its
inverse. To provide concrete motivation for this cost model and for the task in general, consider the example where
our state of interest is the unknown ground state of some second-quantized electronic structure Hamiltonian under
the Jordan-Wigner transformation. In this case, the state preparation step is expected to be tractable under certain
assumptions but relatively expensive, even using modern methods (e.g., by applying the ground state preparation
algorithms of Ref. 25, 26 in conjunction with state-of-the-art techniques for block-encoding the Hamiltonian [23, 24]).
At the same time, the observables of interest may be especially simple (e.g., the elements of a fermionic reduced
density matrix). We discuss the situation where the state preparation cost does not necessarily dominate, and the
possible trade-offs available in the context of our approach, in Appendix F.

Let Uψ denote the unitary which prepares |ψ〉 from the |0〉 state, and let {Oj} be a collection of M Hermitian
operators. For the sake of simplifying the comparison with existing approaches, we make the additional assumption
in this section that the Oj are also unitary, though this requirement could be relaxed by using techniques based on

block-encodings [7]. As in the main text, our goal is to minimize the number of calls to Uψ and U†ψ required to obtain

estimates 〈̃Oj〉 of the M expectation values 〈ψ|Oj |ψ〉 such that

|〈̃Oj〉 − 〈ψ|Oj |ψ〉 | ≤ ε (A1)

for all j ∈ {1, . . . ,M} with probability at least 2/3. We note that some of the methods we compare against are usable
under a weaker input model, where instead of having access to the state preparation oracle, the algorithm is merely
provided copies of |ψ〉.

A straightforward approach is to repeatedly prepare the state |ψ〉 and simultaneously measure as many of the
operators as possible on each copy. To this end, consider dividing the M operators into G groups of mutually
commuting terms. Then,

C ∈ O
(
G log(M)

ε2

)
(A2)

calls to Uψ suffice to estimate the M expectation values. This can be accomplished by simultaneously diagonalizing
the operators within each group and measuring in the common eigenbasis when this is tractable, or by performing
phase estimation on the operators within each group using the same copy of |ψ〉. The outcomes are then averaged
over repeated iterations. One key advantage of this approach is that, even though it has poor scaling with the target
error ε, it does not scale polynomially with M , and instead scales with G, which could be considerably smaller than
M . In practice, optimally grouping and sampling the observables may be challenging and can introduce substantial
overheads not captured by the query complexity (e.g., the classical cost of finding optimal groupings [27, 28] and of

https://doi.org/10.1103/RevModPhys.78.865
https://doi.org/ 10.1103/PRXQuantum.2.030305
https://doi.org/ 10.1103/PRXQuantum.2.030305
https://doi.org/ 10.1103/PhysRevResearch.3.033055
https://doi.org/ 10.1103/PhysRevResearch.3.033055
https://doi.org/10.22331/q-2020-12-14-372
http://arxiv.org/abs/2004.04164
https://doi.org/10.1063/1.5141458
https://doi.org/10.1063/1.5141458
https://doi.org/ 10.1038/s41534-020-00341-7
https://doi.org/ 10.1038/s41534-020-00341-7
https://doi.org/ 10.1103/prxquantum.2.030348
https://doi.org/ 10.1103/prxquantum.2.030348
http://arxiv.org/abs/2006.15788
http://arxiv.org/abs/2006.15788
https://play.google.com/store/books/details?id=KX3qOxmTR9AC
https://play.google.com/store/books/details?id=KX3qOxmTR9AC
https://journals.aps.org/pra/abstract/10.1103/PhysRevA.65.042323
https://doi.org/10.1017/CBO9780511976667
https://doi.org/10.1017/CBO9780511976667


7

simultaneous diagonalisation, the quantum gate complexity of implementing basis change unitaries corresponding to
the common eigenbasis, or of phase estimation).

Alternatively, using a strategy based on amplitude estimation [5], we can estimate expectation values with a scaling
proportional to ε−1 [6, 7]. Amplitude estimation uses reflections about |ψ〉 and Oj |ψ〉 to implement a rotation in
the 2D subspace spanned by these states. Performing phase estimation on this operator yields enough information to
determine the magnitude of expectation value of Oj . The sign can be recovered by applying similar ideas to a related
operator (or, in a closely connected approach, by using amplitude estimation in conjunction with the Hadamard
test [17]). Unfortunately, this algorithm does not generalize in a straightforward way to the task of estimating
multiple expectation values, even when the operators commute (beyond the strategy of treating each one separately).
We discuss this limitation in more detail in Appendix B. As a consequence, estimating all M expectation values using
amplitude estimation requires

C ∈ Õ
(
M

ε

)
(A3)

calls to Uψ and U†ψ. While this leads to an asymptotic advantage over naive sampling in some settings, it fails to do

so in cases where M = o(G/ε).
These two well-known strategies are complemented by the more recent body of work of that began with Aaron-

son’s definition of the “Shadow Tomography” problem, the problem of estimating the expectation value of many
two-outcome measurements given multiple copies of some input state [8]. Ref. 8 proposes a computationally expen-
sive protocol for this task that achieves scaling logarithmic in the number of two-outcome measurements M and
proportional to ε−4, up to logarithmic factors. Ref. 12 put forward an alternative protocol based on randomized

measurement that likewise scales logarithmically in M , and improves the scaling with ε from Õ(ε−4) to Õ(ε−2) at
the expense of limiting the types of observables that can be treated efficiently (i.e., without introducing a scaling
polynomial in the Hilbert space dimension). A series of further works have offered improvements to and variations
on both the randomized measurement approach [13, 29, 30], and the more general approaches based on gentle mea-
surements [9–11].

In this work, we are primarily concerned with the high-precision regime, and aim to achieve Õ(ε−1) scaling. It is
natural to ask whether it is possible to simultaneously achieve an asymptotic cost that is logarithmic in the number
of observables and proportional (up to logarithmic factors) to ε−1 using our input model, where the input state is
unknown and accessed via a black-box state preparation unitary. In Corollary 4, we point out that recent results this,
showing that the desired ε−1 scaling in the precision necessarily comes at the cost of a square root dependence on M
for certain collections of observables. On the other hand, Ref. 15 provides an example of a class of operators where
this scaling is achievable, i.e., collections of projectors onto orthogonal states.

Appendix B: Issues preventing parallel expectation value estimation with amplitude estimation

Amplitude estimation may be employed to estimate the expectation value 〈ψ|U |ψ〉 of a unitary operator U using the
overlap estimation algorithm of Ref. 6. In order to explain why the overlap estimation algorithm for expectation value
estimation does not easily parallelize, even for commuting operators, let us first detail its original implementation
in Ref. 6. The absolute value |〈ψ|U |ψ〉|2 is estimated via a subroutine, the amplitude estimation algorithm. The
information about the phase of 〈ψ|U |ψ〉 may be regained by repeating this for different variants of U controlled by an
additional qubit. The amplitude estimation algorithm itself works by performing phase estimation on the operator

S = RURU†, R = 1− 2|ψ〉〈ψ|. (B1)

One can verify that the operator S is diagonal in the subspace spanned by |ψ〉 and U |ψ〉, with eigenvalues
± cos−1(2|〈ψ|U |ψ〉|2 − 1).

In order to outline the issues that make parallelizing the amplitude estimation algorithm difficult, let us consider the
estimation of expectation values of two separate unitary operators U1 and U2 on the same state |ψ〉. A first question
worth asking is where one expects to gain from parallelization. One can parallelize quantum phase estimation on
commuting unitaries V1 and V2 by reusing the state register, which saves an implementation of the preparation unitary.
However, the reflection operator 1− 2|ψ〉〈ψ| is often as costly to implement as a preparation of |ψ〉. (One can prepare
|ψ〉 from some |φ〉 by amplitude amplification using at most |〈ψ|φ〉|−1 calls to 1 − 2|ψ〉〈ψ|, bounding the relative
cost.) When preparation and reflection come at a similar cost, the cost of the initial state preparation becomes
completely dominated by the requirement to repeatedly implement the Szegedy walk operator for phase estimation,
and parallelization (in this form) gains us little.
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A far worse issue issue inhibiting parallelization of the amplitude estimation algorithm is that the Szegedy walk

operators S1 = RU1RU
†
1 and S2 = RU2RU

†
2 do not commute, even if [U1, U2] = 0. Let us orthogonalize U2|ψ〉 and

|ψ〉 via the Gram-Schmidt procedure, yielding

|φ2〉 =
U2|ψ〉 − 〈ψ|U2|ψ〉|ψ〉√

1− |〈ψ|U2|ψ〉|2
, (B2)

and similarly for U1,

|φ1〉 =
U1|ψ〉 − 〈ψ|U1|ψ〉|ψ〉√

1− |〈ψ|U1|ψ〉|2
. (B3)

It will help to do the same for the Hermitian conjugates of U1 and U2:

|φ†2〉 =
U†2 |ψ〉 − 〈ψ|U

†
2 |ψ〉|ψ〉√

1− |〈ψ|U2|ψ〉|2
, |φ†1〉 =

U†1 |ψ〉 − 〈ψ|U
†
1 |ψ〉|ψ〉√

1− |〈ψ|U1|ψ〉|2
. (B4)

We note here that the normalization constant is the covariance between U1 and U†1 , and that the overlap between

|φ2〉 and |φ1〉 is the relative covariance between U1 and U†2 on |ψ〉:

〈φ1|φ2〉 =
〈ψ|U†1U2|ψ〉 − 〈ψ|U1|ψ〉∗〈ψ|U2|ψ〉√(

1− |〈ψ|U1|ψ〉|2
)(

1− |〈ψ|U2|ψ〉|2
) (B5)

Now, recall that S1 and S2 are block-diagonal on the subspaces spanned by {|ψ〉, |φ1〉} and {|ψ〉, |φ2〉} respectively.
For these operators to commute would require either that |φ1〉 = |φ2〉 (which we do not typically expect to be the
case), or that S1 is block diagonal in a second two-dimensional subspace containing |φ2〉 and U1|φ2〉, and that on this
eigenspace S1 has precisely the same eigenvalues (and similarly for S2). However, typically this is not the case. To
see this, let us orthogonalize |φ2〉 with respect to |φ1〉, which yields

|φ2〉 = 〈φ1|φ2〉|φ1〉+
√

1− |〈φ1|φ2〉|2|φ̃2〉. (B6)

By construction 〈φ̃2|U1|ψ〉 = 0, and so 〈ψ|U†1 |φ̃2〉 = 0. We also have immediately that 〈ψ|φ̃2〉 = 0. This in turn
implies that

S1|φ̃2〉 = |φ̃2〉, (B7)

which implies that unless |φ̃2〉 = 0 (requiring |〈φ1|φ2〉| = 1), S1 cannot be block diagonalised with S2. This derivation

demonstrates the fundamental issue preventing parallelization: R reflects around |ψ〉, but not |φ̃2〉. This implies
that even when U1 and U2 commute, S1 can ‘detect’ whether the operator S2 was applied (which prevents them
from commuting). One could imagine trying to circumvent this by adjusting the reflection operator. The reflection

operator R1 in S1 = R1U1R1U
†
1 need only reflect |ψ〉 in the 3-dimensional Hilbert space spanned by |ψ〉, |φ1〉, and

|φ†1〉. In principle one could imagine adding a reflection around |φ2〉 to R1 (and an equivalent reflection around |φ1〉 to
R2). For this to even be possible (while satisfying the requirements on R1), we require |φ2〉 to lie outside the subspace

spanned by |φ1〉 and |φ†1〉. Curiously, the conditions that this yields (from Eq. B5)

〈ψ|U†1U2|ψ〉 − 〈ψ|U†1 |ψ〉〈ψ|U2|ψ〉 = 〈ψ|U1U2|ψ〉 − 〈ψ|U1|ψ〉〈ψ|U2|ψ〉 = 0, (B8)

are precisely that the covariance of U1 and U2 on |ψ〉 be zero. We find it interesting that the existence of commuting
Szegedy walk operators be dependent on an information-theoretic statement about U1, U2, and |ψ〉. However, even
when this is satisfied, it is unclear how one could easily find a circuit implementation of 1− 2|ψ〉〈ψ| − 2|φ2〉〈φ2|, and
so we do not feel that this result is of practical use.

Appendix C: Applications

In this appendix, we apply our method to three illustrative cases and consider the potential for asymptotic speedups
compared with alternative approaches.
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A major application of these ideas is the measurement of the fermionic k-body reduced density matrices (k-RDMs)
of a particular pure state. The k-RDM of a pure state |χ〉 with support on N fermionic modes is a tensor specified by
the N2k matrix elements of the form 〈χ| a†p1 · · · a

†
pk
apk+1

· · · ap2k |χ〉, where the 2k indices pj take values ranging over
the N modes. The 1- and 2- RDMs are particularly important, being sufficient to determine the expected energy of
a state and many other properties of interest [31].

It is shown in Ref. 32 that the O(N2k) terms in the k-RDM can be divided into Ω(Nk) groups of O(Nk) mutually

commuting operators, allowing for measurement by sampling with a complexity of Õ(Nk). The asymptotic scaling
with ε can be quadratically improved (See Appendix A) by applying amplitude estimation to learn each component

individually with the requisite error. This incurs a factor of N2k, (and a logarithmic term) leading to Õ(N2k/ε) queries
to Uψ. Some shadow tomography protocols fail to achieve a speedup for RDM estimation compared to the methods
based on sampling [12, 13]. Others scale better with respect to N and k at the expense of scaling with ε−4 [8–11]. In
particular, the technique described in Ref. 11 can estimate the k-RDM at a cost that scales as O(k16k log(N)/ε4),
with the factor of 16k coming from a straightforward decomposition of the fermionic operators into Pauli operators

under the Jordan-Wigner transformation. Our gradient-based algorithm’s scaling of Õ(Nk/ε) for this application
follows directly from Theorem 1. In terms of the number of state preparation oracle queries, our method thus strictly
improves upon sampling and amplitude estimation for this application, and provides an asymptotic advantage against
all prior approaches for learning the k-RDM when ε ∈ õ(N−k/3). This might naturally occur when we are interested
in obtaining estimates of some extensive quantities to within a fixed precision by summing O(N) local observables.

For the case where we wish to apply our ideas to compute the expectation values of M mutually commuting
observables with respect to a state |ψ〉, the potential benefit still exists, but the trade-offs are less favorable. In this
case, commutation allows every expectation value to be measured on a single copy of |ψ〉. Sampling then yields a

Õ(1/ε2) scaling, versus the Õ(
√
M/ε) scaling of Theorem 1. Despite the optimality of our approach, this does not

lead to a contradiction because of the requirement that ε ≤ 1/(3
√
M) in Theorem 3, and thus inside the region of

applicability, sampling has at best the same performance as our algorithm. The trade-offs between sampling and
quantum gradient approaches, as well as algorithms that blend the two, are discussed in Appendix F.

A similar simple case to consider is one where we wish to measure M observables that all fail to commute. Then
it is clear that our approach offers an unconditional speedup when compared with approaches based on sampling and
amplitude estimation (in terms of the number of oracle queries). It is still possible in this case to obtain better scaling
with respect to M by employing a family of approaches known as shadow tomography [8–11]. We provide a brief
discussion of these approaches in Appendix A. To summarize, these strategies require a number of state preparation
oracle calls (actually copies of the state) that scale logarithmically (or poly-logarithmically) with M at the cost of
scaling with ε−4. When ε = õ(M−1/6) our approach has a favorable asymptotic scaling with respect to the state
preparation oracle query complexity.

We note that these shadow tomography protocols are limited in other ways that may ultimately lead to a gate
complexity advantage for our method for particular applications, even when the query complexity advantage is absent.
Some such protocols, such as the one in Ref. 8, have a gate complexity that scales exponentially in one or more relevant
parameter. Others, such as the one in Ref. 11, are computationally efficient but only apply to a limited set of operators
(Pauli observables in this case). The proposal of Ref. 9 avoids both of these obstacles, but returns a representation of
the state in terms of a quantum circuit that must, itself, be prepared and measured to obtain the expectation values
of interest. In some cases, it might be fruitful to apply our measurement techniques to the state whose preparation
circuit is learned by this latter proposal.

Appendix D: Further background on Gilyén et al.’s quantum algorithm for gradient estimation

In this appendix, we restate a few of the important definitions used in the main theorem which summarizes the
performance of the quantum algorithm for the gradient (Theorem 5 in this work, Theorem 25 in Ref. 14). We also
point out some of the details of the gradient algorithm relevant to our consideration of costs beyond the phase oracle
complexity that are not included in the main statement of the theorem. We refer the interested reader to Ref. 14 for
a rigorous analysis and further information about the implementation.

In our Theorem 5, we referred to the phase and probability oracle access models for f . We recall these definitions
here, as well as the definition for the binary oracle access model used in Jordan’s original gradient algorithm [14, 16].

Definition 6 (Probability Oracle). Consider a function f : RM → [0, 1]. A probability oracle Uf for f(x) is a unitary
operator that acts as

Uf : |x〉 |0〉 →
√
f(x) |x〉 |1〉 |φ1〉+

√
1− f(x) |x〉 |0〉 |φ0〉 , (D1)
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where |x〉 denotes a discretization of the variable x encoded into a register of qubits, |0〉 denotes a register of ancilla
qubits in the zero state, and |φ0〉 and |φ1〉 are arbitrary quantum states.

Definition 7 (Phase Oracle). Consider a function f : RM → R. A phase oracle Af for f(x) is a unitary operator
that acts as

Af : |x〉 → eif(x) |x〉 , (D2)

where |x〉 denotes a discretization of the variable x encoded into a register of qubits.

Definition 8 (Binary Oracle). Consider a function f : RM → R. For some precision parameter ε ∈ R+, an ε-accurate
binary oracle Bf for f(x) is a unitary operator that acts as

Bf : |x〉 |0〉 → |x〉 |f ′(x)〉 , (D3)

where |x〉 denotes a discretization of the variable x encoded into a register of qubits, |0〉 denotes a register of ancilla
qubits in the zero state, and f ′(x) denotes a fixed-precision binary number such that |f(x)− f ′(x)| ≤ ε.

While we referred to both the probability and phase oracle access models in our Theorem 5, the original Theorem
25 of Ref. 14 described the gradient algorithm purely in terms of the phase oracle access model. However, they show
how we can efficiently obtain a probability oracle from a phase oracle.

Theorem 9 (Theorem 14, Ref. 14). Let Uf be a probability oracle for a function f(x). For any ε ∈ (0, 1
3 ), we can

implement an ε-approximate phase oracle Ãf such that

‖Ãf |ψ〉 −Af |ψ〉 ‖ ≤ ε (D4)

for all input states |ψ〉, where Af denotes an exact phase oracle for f . This implementation requires only O(log
(

1
ε

)
)

invocations of the probability oracle Uf (or its conjugate) and only O(log log
(

1
ε

)
) additional ancilla qubits beyond

those required by Uf (not shown in Eq. (D4)).

Therefore, we can regard calls to a phase oracle for f as equivalent to calls to a probability oracle for f up to
logarithmic factors. More technically, the actual implementation of the gradient algorithm requires the use of a
modified phase oracle known as a fractional query phase oracle. A fractional query phase oracle is defined in the
same way as the phase oracle of Definition 7, except that it has an additional parameter s ∈ [−1, 1] which rescales the
argument of the exponential. Fortunately, Ref. 14 explains how a fractional phase oracle can naturally be arrived at
from a probability oracle in a theorem closely related to Theorem 9 (essentially by applying a rotation to the ancilla
qubit which encodes f(x) in the probability oracle to rescale the value f(x) to sf(x), before converting to a phase
oracle).

For our expectation value estimation algorithm, we mainly focus on quantifying the cost in terms of the oracle
complexity (with respect to the state preparation oracle). Likewise, the statement of the gradient algorithm addresses
the cost in terms of the phase oracle complexity. However, we also wish to describe some of the secondary costs that
we encounter in our expectation value algorithm and so it is useful to note a few additional details about the gradient
algorithm.

The first secondary cost we might consider is the amount of time evolution required by each observable. From the
proof of Theorem 25 in Ref. 14, we know that the phase oracle is queried at uniform superpositions of points within
a series of M -dimensional boxes and that the largest such box has a side length of

θmax := rm, (D5)

where r is defined implicitly by the equation

r−1 := 9cm
√
M(81 · 8 · 42πcm

√
M/ε)1/(2m), (D6)

and m is a positive integer,

m :=
⌈

log
(
c
√
M/ε

)⌉
. (D7)

Here c is the same fixed constant defined in Theorem 5 for the purpose of quantifying a bound on the partial derivatives
of f . As a consequence of these expressions, we have that the largest side length shrinks as M increases. Specifically,
θmax = O(1/

√
M). Calls to the phase oracle are generated by using calls to the probability oracle and its inverse over
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the same input parameters (see the proof of Theorem 14 in Ref. 14, stated above as Theorem 9 for convenience) and
the box size for the probability oracle directly determines the amount of time evolution by each observable. Therefore,
for each probability oracle query we require at most O(1/

√
M) units of time evolution by each observable.

The other substantial secondary cost that we consider is the space complexity. The probability oracle Uf for our
expectation value algorithm can be implemented using N + 1 +Mn qubits, where n = O(log(1/ε)). The additive cost
of N + 1 comes from the system register and the ancilla for the Hadamard test. The Mn terms is due to the need for
M n-bit ancilla registers to prepare a superposition over states indexing the 2nM points in the hypercube GMn . To be
specific, this hypercube is composed of the Cartesian product of M copies of the set Gn, defined as

Gn :=
{
j/2n − 1/2 + 1/2n+1 : j ∈ {0, 1, ..., 2n − 1}

}
. (D8)

The logarithmic factor that comprises n comes from the precision requirements of the gradient algorithm (see the
definition of n in Theorem 21 in Ref. 14 and note that the factors of ` ∈ {−m,−m + 1, ...,m} that appear in the
argument of the oracle in Theorem 25 can be accounted for by compiling a family of 2m+ 1 related phase/probability
oracles on grids of varying size). The conversion from a probability oracle to an ε′-approximate (in spectral norm) phase
oracle requires only O(log(log(ε′))) additional ancilla. The gradient algorithm nominally requires storing O(log(M/δ))
copies of each value and a performing coherent median-finding step but this can be performed classically for our
purposes, removing the need for an additional multiplicative factor of O(log(M)) in the number of qubits. We
therefore have that the space complexity for our estimation algorithm is N + 1 + Mn + O(log(log(Q/ε))), where

n = O(log(1/ε)) (see above) and Q = Õ(
√
M/ε) is the number of queries we make to the phase oracle.

Appendix E: Estimating dynamic correlation functions

In the main text, we considered the problem of estimating multiple expectation values with respect to a particular
state. Our gradient-based approach can also be naturally applied to other properties of interest. To provide a concrete
example of this, we consider the evaluation of a collection of two-point dynamic correlation functions. Specifically, we
consider functions of the form

CA,B(t) := 〈ψ|U(0, t)A†U(t, 0)B|ψ〉 , (E1)

where A and B are some operators of interest, and U(t, t′) is the time-evolution operator which maps a state at time t′

to a state a time t. Quantum algorithms for measuring individual dynamic correlation functions are well known [20, 33].
These quantities are useful when comparing with the direct outcomes of spectroscopic experiments [3], and in the
design of hybrid quantum-classical methods based on dynamical mean field theory [20–22].

In order to proceed, we introduce some assumptions and notation. To simplify the presentation and compar-
ison with other algorithms, we assume that A and B are both Hermitian and unitary, although the unitarity
condition is not required by our gradient-based approach. More general A and B can be treated with a va-
riety of methods, the most simple of which is decomposing them into a linear combination of suitable opera-
tors. Let {CA1,B(t1), CA2,B(t2), · · · , CAM ,B(tM )} denote a collection of these correlation functions we would like
to evaluate. Without loss of generality, we can assume that the time points are indexed in non-decreasing order
(t1 ≤ t2 ≤ · · · ≤ tM ).

Before describing our improved approach to estimating these quantities, we briefly consider the cost of estimating
them using standard amplitude estimation-based techniques. We quantify the cost in terms of two resources, calls to
a unitary state preparation oracle (and its inverse) for |ψ〉, and the total amount time evolution under the system
Hamiltonian. We assume that the costs of applying Aj (for all j) and B to some state, as well as performing O(1)
units of time evolution by these operators, are all negligible. This is particularly reasonable for dynamic correlation
functions, where B and the Ajs are frequently some simple, local, operators. As with the case of expectation value
estimation, we are interested in the cost (up to logarithmic factors) required to estimate each quantity to within some
precision ε with a constant success probability of 2/3. The naive approach is to use amplitude estimation to evaluate
each quantity separately, resulting in a resource cost of

CU = Õ(
M

ε
) (E2)

calls to the state preparation oracle Uψ and

Ct = O(
log(M)

∑M
j=1 tj

ε
) (E3)
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units of time evolution.
Our alternative approach achieves an unconditional advantage in the number of state preparation calls and may

achieve an advantage with respect to the total duration of time evolution, depending on the choice of the time points
{ti}. For convenience, we define t0 := 0. We proceed as in the expectation value estimation case, constructing a
parameterized unitary for use with the Hadamard test,

U(θ) :=
( M∏
j=1

U(tj−1, tj)e
−2iθjAj

)
U(tM , t0)B. (E4)

Taking the derivative of U(θ) with respect to θ` and evaluating the resulting expression at θ = 0, we have

∂U(θ)

∂θ`

∣∣∣
θ=0

= −2i U(t0, t`)A`U(t`, t0)B. (E5)

From this we can see that the M different partial derivatives of U(θ) with respect to θi are the M different unitary
operators whose matrix elements we would like to estimate. Just as we did in Eq. (11), we can apply a Hadamard test
to U(θ). We can then add quantum controls to the rotation angles θ to construct a probability oracle for a function
whose gradient yields the real parts of the matrix elements of interest. We could likewise use the Hadamard test
for the real component of U(θ) to obtain the imaginary components of the matrix elements of interest. It is simple
to show that the resulting functions satisfy the technical conditions of Theorem 5. We can then apply the quantum
algorithm for the gradient, yielding the desired speedup.

Now we can analyze the asymptotic scaling obtained when applying our approach to estimating a collection of
dynamic correlation functions. Each application of the Hadamard test circuit for U(θ) requires a single call to the

state preparation oracle for |ψ〉 plus 2
∑M
j=1 tj units of time evolution. We are interested in estimating M different

quantities to within a precision ε, and so we require Õ(
√
M
ε ) calls to our probability oracle. Therefore, we require

CU = Õ(

√
M

ε
) (E6)

calls to the state preparation oracle Uψ and

CH = Õ(

√
MtM
ε

) (E7)

units of time evolution. Regardless of the chosen time points, the scaling in the number of state preparation oracle

calls is a factor of
√
M smaller than for a scheme based on amplitude estimation. If tM = õ(

∑M
j=1 tj√
M

), then using

our approach also scales more favorably in terms of the total time evolution. For example, consider the case where

the time points are evenly spaced in increments of ∆. Then our approach requires Õ(M
1.5∆
ε ) units of time evolution,

whereas an approach based on estimating each value independently requires Õ(M
2∆2

ε ) units.

Appendix F: Trading off between state preparation, time evolution, and space

We have proposed a strategy for estimating the expectation values of M observables with respect to an N -qubit

state |ψ〉. Neglecting logarithmic factors, our approach requires Õ(
√
M/ε) sequential calls to the state preparation

oracle for |ψ〉 and O(M log(M/ε) +N) qubits to estimate each expectation value to within error ε with probability at
least 2/3. It also requires implementing controlled time evolution gates for each observable Oj ; these are of the form

e−iθOj for various times θ, and the total time is Õ(1/ε) for each Oj . Treating all of the observables as equivalent, we

can say that the algorithm requires a total of Õ(M/ε) units of (controlled) time evolution overall.
Note that applying our algorithm (or a strategy based on amplitude estimation) to each observable separately would

require Õ(M/ε) state preparation queries, but only O(N + log(1/ε)) qubits would be needed. In some contexts, we
expect that the dominant cost will be that of implementing of the state preparation oracle, in which case it would

be advantageous to incur the additional qubit overhead of Õ(M), to reduce the number of oracle queries by O(
√
M).

However, if space is also a limiting factor, we can interpolate between these two extremes by dividing the observables
into g groups of M/C observables each, and applying our algorithm to each group separately. Then, the total number

of oracle calls required is Õ(
√
gM/ε), while the number of qubits is reduced to Õ(N + M/g). For g = O(M), we

recover the same asymptotic scaling (up to logarithmic factors) in the query and space complexities as the approach
based on applying our algorithm (or amplitude estimation) to each observable separately. The complexity with regards
to the number of units of time evolution remains the same regardless of the value of g (up to logarithmic factors).
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Appendix G: Grouping observables to trade off between gradient-based estimation and sampling

One way of combining our gradient-based algorithm with other approaches is to apply the gradient-based expectation
value estimation to some observables and to measure others by sampling. The purpose of this section is to analyze
this trade-off and to show that there are regimes where we achieve an overall scaling with ε that is between ε−1 and
ε−2. In particular, we will consider the situation where K (the number of groups of mutually commuting operators,
see Appendix A, Eq. (A2)) and M are considered to be a function of ε and then ask when and how we should trade off
between using gradient-based, Heisenberg limited, estimates versus the shot-noise limited grouping strategy. Under
most circumstances, one of these two strategies will dominate the other. However, in situations where there are a
very large number of potential groups then this reasoning can change.

1. Exponentially shrinking group sizes

Let us consider dividing the observables into two groups: one that we estimate using our gradient-based approach
and one that we estimate using naive sampling. Let MG denote the number of observables in the first group and K
denote the number of groups of mutually commuting observables in the second group. Then we find that the cost is

C = Õ(

√
MPE(ε)

ε
+
K(ε)

ε2
) = Õ(

√
M −

∑K(ε)
k=1 Tk

ε
+
K(ε)

ε2
), (G1)

where Tk denotes the cardinality of the kth group of mutually commuting observables. As a particular case to consider
the scaling, let us take α > 0,Γ > 0 be values such that

Tk ≤ ΓMe−αk/(1− e−α). (G2)

This case corresponds to the situation where most of the terms in the Hamiltonian commute, but the grouping
procedure becomes less efficient as we consider more groups until the number of terms per group is at most 1.

Thus the cost under this assumption scales as

C = Õ(

√
Me−αK

ε
+
K

ε2
).

In this assignment, we have that our algorithm that is based on gradient estimation is favorable to statistical sampling
when

√
Mε ≤ 1. However, if this is not true then it is possible to find a minima for this function. Specifically,

differentiating the cost with respect to K and setting the result to zero yields

K =
ln
(
α2Mε2

4

)
α

Substituting the result gives C = Õ(log(M)/ε2α). This suggests that for the case of exponentially shrinking group

sizes, the asymptotic scaling is identical to that of the sampling method alone; whereas if ε
√
M � 1, no positive

optimal K exists and the extreme value theorem suggests that the scaling abruptly shifts to the Õ(
√
M/ε) scaling

predicted by our gradient method.

2. Polynomially shrinking group sizes

These trade-offs become more visible in cases where the size of each group of commuting terms shrinks polynomially
with k. Specifically, let us assume that for some α > 1, Γ > 0 and any K ≥ 1,

Tk ≥ Γ
M

α− 1
k−α

From this we have from the fact that 1/kα is a convex function of k that

K∑
k=1

Tk ≥
ΓM

α− 1

∫ K

1

k−αdk = M(1−K1−α), (G3)
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which approaches M as K →∞ for α > 1. This implies that the total cost obeys

C = Õ(

√
M −

∑K
k=1 Tk

ε
+
K

ε
) = Õ(

√
MK1−α

ε
+
K

ε
) (G4)

The first term above shrinks monotonically with K; whereas the second grows monotonically. This suggests that if a
local optima exists then it is a minima for C. This local optima can be found by differentiating to find the best K,
which leads to

K = e−
ln

(
4

Me2(α−1)2

)
1+α . (G5)

Substituting this value into our expression for C yields

C = Õ(
M

1
1+α

ε2( α
1+α )

) (G6)

This shows that, depending on the falloff rate of the cummulative sum of the sizes of the groups of commuting terms,
intermediate scaling between the Heisenberg-limited scaling of the gradient-based algorithm and the shot noise limited
scaling of the grouping can be observed. Specifically, shot noise scaling is optimal as α→∞ and Heisenberg limited
scaling occurs as α→ 1.

Appendix H: Estimating expectation values of observables with arbitrary norms

Theorem 1 in the main text applies only to collections of observables with spectral norms at most 1. Consider
now an arbitrary collection of observables {Oj}j , each with a possibly different upper bound Bj on its spectral
norm, ‖Oj‖ ≤ Bj . The proof of Theorem 1 can be straightforwardly extended to yield an algorithm that estimates

the expectation values of these observables using Õ(Bmax

√
M/ε) queries to the state preparation oracle Uψ and its

inverse, where Bmax := maxj Bj . This is suboptimal whenever the Bj are not all equal to Bmax. In this appendix,

we provide an algorithm that scales with the 2-norm
√∑

j B
2
j of the Bj ’s rather than Bmax

√
M , thereby proving the

following generalisation of Theorem 1.

Theorem 10. Let {Oj}Mj=1 be an arbitrary collection of M Hermitian operators on N qubits, and for each j, let Bj
be a known upper bound on the spectral norm of Oj : ‖Oj‖ ≤ Bj . There exists a quantum algorithm that, for any

N -qubit quantum state |ψ〉 prepared by a unitary oracle Uψ, outputs estimates 〈̃Oj〉 such that |〈̃Oj〉− 〈ψ|Oj |ψ〉 | ≤ ε
for all j with probability at least 1− δ, using

Q = O
(
B̄

ε
log3/2

(
B̄

ε

)
log log

(
B̄

ε

)
log

(
M

δ

))
= Õ

(
B̄

ε

)
queries to Uψ and U†ψ, where B̄ :=

√∑
j∈M B2

j . The algorithm also uses O(Q log(Bi/ε)) gates of the

form controlled-e−itOj for each j ∈ {1, . . . ,M}, for various values of t with |t| ∈ O
(
B̄−1

√
log
(
B̄/ε

))
,

as well as O

(
log(M/δ)

∑
j∈[M ]

log(Bj/ε) log log(Bi/ε) +Q log(Q/ε) log log(Q/ε)

)
elementary gates, and

O
(
N +

∑
j∈[M ] log(Bj/ε) + log log(Q/ε)

)
qubits.

Like the algorithm of Theorem 1, a central idea is to encode the expectation values in the gradient of the function

f(x) := −1

2
Im
[
〈ψ|

M∏
j=1

e−2ixjOj |ψ〉
]

+
1

2
, (H1)

a probability oracle for which can be implemented as described in the main text. However, the gradient estimation
algorithm of Ref. 14 requires a uniform upper bound on the gradient components, in order to guarantee the same

additive error ε for each component. This would lead to the suboptimal Õ(Bmax

√
M/ε) scaling. Therefore, to prove

Theorem 10, we must first generalise the gradient estimation algorithm of Ref. 14 to allow for non-uniform bounds
on the gradient components. We then analyse a different condition on the higher-order derivatives (from that in
Theorem 5) that is more directly relevant to our function f .
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1. Generalised gradient estimation algorithm

We recall some notation from Ref. 14. For any n ∈ N, they define the one-dimensional grid Gn :={
j/2n − 1/2 + 1/2n+1 : j ∈ {0, . . . , 2n − 1}

}
, and use |x〉 for x ∈ Gn to implicitly denote the state storing the bi-

nary representation of the integer j where x = j/2n − 1/2 + 1/2n+1. For a function f : RM → R, a phase oracle Of
for f is any unitary that acts as |x〉 → eif(x) |x〉, where x = |x1〉 . . . |xM 〉 for x ∈ GMn .

Our main modification to Algorithm 2 of Ref. 14 (i.e., Jordan’s gradient estimation algorithm [16]) is to allot a
possibly different number of qubits ni to each |xi〉 register. Then x = |x1〉 . . . |xM 〉 encodes some x ∈ Gn1

×· · ·×GnM ,
and we let

G := Gn1
× · · · ×GnM

denote this hyper-rectangular grid. We state the modified algorithm for completeness. For now, the ni and the
parameter S, which determines the number of (fractional) queries to the phase oracle, are all free parameters, to be
determined later.

Algorithm 1 gradient estimation algorithm with variable fixed-point precision for each gradient component

Input: A function h : G → R, accessed via a phase oracle Oh that acts as Oh |x〉 = eih(x) |x〉 for all x ∈ G.

1: Initalise |0〉⊗n1 ⊗ · · · ⊗ |0〉⊗nM .
2: Apply the Hadamard transform to all registers, i.e., apply H⊗n1 ⊗ · · · ⊗H⊗nM .
3: Apply O2πS

h .
4: For each i ∈ [M ] := {1, . . . ,M}, apply the inverse quantum Fourier transform QFT†Gni

to register i, where for any n ∈ N,

QFT†Gn |x〉 =
1√
2n

∑
k∈Gn

e−2πi2nxk |k〉

for all x ∈ Gn.
5: Measure in the computational basis; interpret the outcome as a vector k ∈ G.

Lemma 11. Let Ni := 2ni for all i ∈ [M ]. Let g ∈ RM and a, b, c ∈ R. If h : G → R is such that

|h(x)− g · x− c| ≤ 1

aπS

for all but a 1/b fraction of the points x ∈ G, then the output k of Algorithm 1 satisfies

Pr

[∣∣∣∣gi − Ni
S
ki

∣∣∣∣ ≤ 4

S

]
≥ 2

3

for each i ∈ [M ], provided that Ni > 2N |gi| and 1/a2 + 1/b ≤ 1/2304.

Proof sketch. This lemma is an extension of Lemma 20 of Ref. 14 (modified to remove the assumption that ‖g‖∞ ≤
1/3), and can be proven by straightforwardly adapting the proof therein, so we highlight the main differences. The
“ideal” state after the inverse Fourier transforms in Step 4 of Algorithm 1 is (up to a global phase)

⊗
i∈[M ]

 1

Ni

∑
xi,ki∈Gni

e
2πNixi

(
S
Ni
gi−ki

)
|ki〉

 ,
so the analysis of phase estimation in [34] shows that for any κ > 1, the output k satisfies

Pr

[∣∣∣∣ SNi gi − ki
∣∣∣∣ > κ

S

]
≤ 1

2(κ− 2)
. (H2)

The rest of the proof of Lemma 20 in Ref. 14 follows through with simple modifications. (One minor technical point is
that in Ref. 14, the bound in Eq. (H2) was mistakenly stated with 1/[2(κ−1)] on the right-hand side, but this does not
take into account fixed-point approximation error. For this reason, in Ref. 14 the parameters a and b are set to 42 and
1000, respectively, but with the corrected bound we find that a and b need to satisfy 1/a2+a/b ≤ 1/(24)2/4 = 1/2304.)
Finally, note from the standard analysis of phase estimation that the measurement outcome can be unambiguously
interpreted to determine the (approximate) value of gi provided that the range of Sgi/Ni is less than 1. For this, it
suffices to have S|gi|/Ni < 1/2, i.e., Ni > 2S|gi|.
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We can now derive the analogue of Theorem 21 in Ref. 14.

Lemma 12. Let g,y ∈ RM , c ∈ R, and r, δ, ε ∈ R+. Suppose that f̃ : r · G → R is such that

|f̃(rx+ y)− rx · g − c| ≤ εr

8aπ
(H3)

for all but a fraction 1/b of the points x ∈ G, with 1/a2 + 1/b ≤ 1/2304, and that for all i ∈ [M ], we have |gi| ≤ zi

for some zi ∈ R+. Assume access to a phase oracle Of̃ : |x〉 7→ eif̃(rx+y) |x〉. Then, we can compute a g̃ such that

Pr [‖g − g̃‖∞ ≤ ε] ≥ 1− δ (H4)

using O(log(M/δ)) queries to O2πS
f̃

with S = 4/(εr), O
(

log(M/δ)
∑
i∈[M ] log(zi/ε) log log(zi/ε)

)
gates, and∑

i∈[M ]dlog(12zi/ε)e qubits.

Proof sketch. We set ni = dlog(12zi/ε)e for each i, S = 4/(εr), and h(x) = f̃(rx+ y) in Algorithm 1. Then,

|h(x)− x · rg| = |f̃(rx+ y)− rx · g| < εr

8aπ
≤ 1

aπS
,

and the other conditions of Lemma 11 are satisfied as well, so the output k of Algorithm 1 satisfies∣∣∣∣gi − 1

r

Ni
S
ki

∣∣∣∣ ≤ 4

rS
= ε

with probability at least 2/3, for each i. Hence, repeating Algorithm 1 O(log(M/δ)) times and taking the median [35]
of the outputs gives a g̃ satisfying Eq. (H4). The gate complexity is dominated by that of the inverse Fourier
transforms.

2. Condition on the higher-order derivatives

With Lemma 12 in hand, it remains to find a function f̃ satisfying Eq. (H3) where g the gradient of the function

f that we are interested in. To satisfy the analogous condition in their setting, Ref. 14 takes f̃ to be a degree-2m
central difference formula. They then make the assumption that for all k ∈ N, the kth derivatives of f satisfy
|∂αf(0)| ≤ ckkk/2, and show that this implies |f(2m)(y) − y · ∇f(0)| ≤

∑∞
k=2m+1(8rcm

√
M)k for all but a fraction

1/b of y ∈ r ·Gdn (for a b such that 1/b < 1/2304). They then choose r such that r−1 = O(cm
√
M(acm

√
M/ε)1/(2m))

upper-bound the right-hand side by εr/(8aπ).
Of course, the |∂αf(0)| ≤ ckkk/2 assumption is not suitable for our purposes, where the gradient components are

allowed to have different magnitudes. Motivated by the function f constructed for the expectation value estimation
algorithm (Eq. (H1)), we instead make the following assumption: there exists some z ∈ RM such that for all k ∈ N,

|∂αf(0)| ≤ zα (H5)

for all α ∈ [M ]k (where for α = (α1, . . . , αk) ∈ [M ]k, we have ∂αf ≡ ∂α1
. . . ∂αkf and zα ≡ zα1

. . . zαk). We now

sketch the proof that Eq. (H5) implies that |f(2m)(y) − y · ∇f(0)| ≤
∑∞
k=2m+1(8‖z‖rm/

√
k)k, and the rest of the

analysis of Ref. 14 essentially follows through with c
√
M replaced by the the 2-norm ‖z‖ of z, and m replaced by√

m.

Lemma 13. Let r ∈ R+. Suppose that f : RM → R is analytic and that there exists a z ∈ RM such that for all
k ∈ N and α ∈ [M ]k, we have |∂αf(0)| ≤ zα. Then

|f(2m)(y)− y · ∇f(0)| ≤
∞∑

k=2m+1

(
8‖z‖rm√

k

)k
for all but a 1/3840 fraction of points y ∈ r · G.
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Proof outline. The key step is to modify Proposition 13 of Ref. 14 to apply to the derivative condition Eq. (H5).
In particular, consider drawing y ∈ G uniformly at random. Then, the components y1, . . . , yM are i.i.d. symmetric
random variables bounded in [−1/2, 1/2], and we have

E

[( ∑
α∈[M ]k

yα∂αf(0)

)2]
=

∑
α,β∈[M ]k

E[yαyβ]∂αf(0)∂βf(x)

≤
∑

α,β∈[M ]k

E[yαyβ]zαzβ

= E

[( ∑
i∈[M ]

yizi

)2k]

=

∫ ∞
0

dt Pr

[∣∣∣∣∣ ∑
i∈[M ]

yizi

∣∣∣∣∣ ≥ t1/(2k)

]

≤
∫ ∞

0

dt 2 exp

(
− 2t1/k∑

i∈[M ] z
2
i

)

= 2

(
‖z‖2

2

)k
k!

< 2

(
‖z‖2k

2

)k
,

where the second inequality follows from Hoeffding’s inequality, using the fact that yizi ∈ [−zi/2, zi/2]. Hence, by
Markov’s inequality, we have that ∣∣∣∣∣ ∑

α∈[M ]k

yα∂αf(0)

∣∣∣∣∣ ≤ √2(4‖z‖
√
k/2)k (H6)

for all but at most a 1/42k fraction of points y ∈ G. Now, comparing Eq. (H6) to Equation 52 of Ref. 14, we see that

the rest of the proof of Theorem 24 in Ref. 14 goes through with c
√
M replaced by ‖z‖/

√
k, leading to the claimed

result.

The remaining step is to choose r so that f(2m) satisfies the conditions required of f̃ in Lemma 12. This gives our
analogue of Ref. 14 Theorem 25 (see also Theorem 5).

Theorem 14. Let x ∈ RM . Suppose that f : RM → R is analytic, and that there exists a z ∈ RM such that
for all k ∈ N, α ∈ [M ]k, we have |∂αf(x)| ≤ zα. Then, for any 0 < ε < ‖z‖, we can compute a g̃ such that
Pr[|∇f(0)− g̃‖∞ ≤ ε] ≥ 1− δ using

O

([
‖z‖
ε

√
log
‖z‖
ε

log log
‖z‖
ε

]
log

d

δ

)

(fractional) queries to a phase oracle Of for f , O

(
log(M/δ)

∑
i∈[M ]

log(zi/ε) log log(zi/ε)

)
gates, and

O
(∑

i∈[M ] log(zi/ε)
)

qubits.

Proof sketch. This can be proven using the same arguments as in the proof of Theorem 25 in Ref. 14. The main
difference is that we have a different bound on |f(2m)(y)−y ·∇f(0)| from Lemma 13. Consequently, instead of setting
r as in Ref. 14, we choose r so that

r−1 = 9‖z‖
√
m/2(64 · 8aπ‖z‖

√
m/2/ε)1/(2m).

Proceeding through the rest of the proof in Ref. 14 with the appropriate modifications leads to the stated query
complexity. The gate and qubit complexities follow directly from Lemma 12, observing that the assumption on the
derivatives implies that ∂if(x) ≤ zi for every i ∈ [M ].
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We can now prove our general theorem, Theorem 10, for estimating the expectation values of arbitrary observables,
by showing that the particular function f in Eq. (H1) whose gradient we are interested in satisfies the condition of
Theorem 14

Proof of Theorem 10 (sketch). Let f be the function defined in Eq. (H1). As shown in the main text, the components
of ∇f(0) are exactly the expectation values 〈ψ|Oj |ψ〉, and a probability oracle for f can be constructed using one

query to each of Uψ and U†ψ. Note that for any k ∈ N and α ∈ [M ]k, we have

|∂αf(0)| =
∣∣∣− 1

2
Im
[
〈ψ|

∏
i∈[k]

(−2Oαi) |ψ〉
]∣∣∣ ≤ ∏

i∈[k]

(2‖Oαi‖) ≤
∏
i∈[k]

(2Bαi)

(where the order of the Oαi ’s in the second expression depends on the values of the αi’s), so we can take z =
2(B1, . . . , BM ) in Theorem 14 to obtain the gate and qubit complexities, as well the number of queries Q to a phase
oracle for f . By Theorem 14 of Ref. 14, an ε′-approximate phase oracle for f can be implemented using O(log(1/ε′))
queries to a probability oracle for f , O(log(1/ε′) log log(1/ε′)) gates, and O(log log(1/ε′) ancillas. Setting ε′ = Θ(ε/Q)
gives the result.
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