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Course lectures 

Introduction to Graph Machine Learning
Part 1: GML without feature learning 
(before 2014)

Introduction to Graph Science
Graph Analysis Techniques without 
Feature Learning

Graph clustering
Graph SVM
Recommendation on graphs
Graph-based visualization

Part 2 : GML with shallow feature learning 
(2014-2016)

Shallow graph feature learning

Part 3 : GML with deep feature learning, 
a.k.a. GNNs (after 2016)

Graph Convolutional Networks 
(spectral and spatial)
Weisfeiler-Lehman GNNs
Graph Transformer
GNNs Meet Large Language Models
Graph generation & molecular science 
Material design
Deep Learning for Combinatorial 
optimization
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LLMs and GenAI

Do LLMs make GNNs obsolete ?

Combining LLMs and GNNs

Using LLM for GNN reasoning

Using GNN for LLM reasoning

Conclusion
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Two waves of the deep learning revolution

Xavier Bresson 5

[1] Krizhevsky-Sutskever-Hinton, ImageNet Classification with Deep Convolutional Neural Networks, 2012
[2] Brown et-al, Language Models are Few-Shot Learners, 2020

Computer vision revolution
Year: 2012, Dataset: ImageNet (1.2M 224x224 labeled images)
Architecture: CNNs/AlexNet[1]: 8 layers, 61M parameters
Hardware: 2 x NVIDIA GTX 580 GPUs (2 x 1.6 teraflops for single-precision)
Training time: 5 days
Industry: Search, ad recommender (Facebook, TikTok), tagging, autonomous driving 
(Waymo), surveillance (real-time face monitoring).

Language model revolution
Year: 2022, Dataset: Internet and third-party (300B word tokens)
Architecture: Decoder-only Transformer (GPT-3.5[2], 96 layers, 175B parameters)
Hardware: 10,000 x NVIDIA V100 GPUs (105 training teraflops)
Training time: 15 days
Industry: GenAI for everyday tasks s.a. coding, summarization, content creation, dialogue 
systems (e.g. ChatGPT, Claude, Gemini).
Paradigm: Large pre-trained networks on large-scale datasets are called foundation models.
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GenAI industry (Oct 2026)

Xavier Bresson 6

[1] https://arena.ai/leaderboard 

Text generation[1] :
Proprietary models : GPT-6 Astra (Sep 2026), Gemini 4 Argon (Sep 2026), Claude Fable 5.1 
(Sep 2026), Grok 4.7 (Sep 2026), Muse Wonder Full (Oct 2026).
Open-weight models : Meta Muse Spark Open (Oct 2026), Google Gemma 4 31B (Mar 2026), 
DeepSeek-V4-Pro (Apr 2026), Qwen3.8-2.4T-A95B (Aug 2026), Llama 4 Maverick (Apr 2025).
Data : Llama 4 Maverick was pre-trained on 22T multimodal tokens (text, images, video), 
DeepSeek-V4-Pro on 32T tokens. But training data sizes for other models remain undisclosed.
Architecture : Transformers, using dense or Mixture-of-Experts (MoE), sometimes with 
multimodal early fusion. Total/active parameters: Muse Spark Open 816B/42B, DeepSeek-
V4-Pro 1.6T/49B, Qwen3.8 2.4T/95B, Llama 4 Maverick 400B/17B, Gemma 4 31B.
Compute: Frontier AI infrastructure spans O(100,000) NVIDIA GPUs with gigawatt-scale 
clusters. Exact model-level training compute is often undisclosed.                                         
xAI’s Colossus reached 200,000 × H100s (Feb 2025).

https://arena.ai/leaderboard
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GenAI industry (Oct 2026)

Xavier Bresson 7
[1] https://artificialanalysis.ai/image/leaderboard/text-to-image 

Text-to-image generation[1] :
Proprietary/API models : Midjourney V8.2 (Jul 2026), GPT-Image-2.5 Flare/Sunburst (Sep 
2026), Google Nano Banana 2 (Feb 2026), FLUX.2 pro (Nov 2025)/ max (Dec 2025).
Open-weight models : FLUX.2 dev (Nov 2025) / klein (Jan 2026), Ideogram 4.0 (Jun 2026), 
Qwen-Image-2.1 (Sep 2026), Stable Diffusion 3.5 (Oct 2024).
Data : Frontier training datasets remain undisclosed. LAION-5B (Mar 2022), containing 
5.85B image-text pairs, is a historical public reference but likely not representative of 
current frontier training datasets.
Architecture : Diffusion/flow-matching Transformers. Ideogram 4.0 (Jun 2026) uses a 9.3B-
parameter, 34-layer Diffusion Transformer (DiT) with structured captions.
Compute : Current frontier image-model training compute is                                    
undisclosed. For historical context, Stability AI operated a cluster                                         
of 4,000 × NVIDIA A100 GPUs (2022).

https://artificialanalysis.ai/image/leaderboard/text-to-image
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GenAI revenues vs. investment (Oct 2026)

Xavier Bresson 8

[1] https://www.reuters.com/business/openais-annualized-revenue-20-billion-less-than-previously-signaled-ft-reports-2026-10-08 
[2] https://www.reuters.com/business/finance/anthropics-q3-revenue-surges-45-nearly-17-billion-2026-10-14 
[3] https://www.sec.gov/Archives/edgar/data/1652044/000165204426000066/googexhibit991q22026.htm  
[4] https://menlovc.com/perspective/2026-the-state-of-consumer-ai 
[5] https://www.goldmansachs.com/insights/articles/tracking-trillions-the-assumptions-shaping-scale-of-the-ai-build-out 

OpenAI[1] : Reuters reported US$50B in 2025 revenue. Anthropic[2] : Q3 2026 revenue was 
$16.8B. Google[3] : Alphabet’s Q3 2026 report confirms $24.8B in Google Cloud revenue. 
Most profitable GenAI application categories (Oct 2026)[4] : 

General-purpose AI assistants : $7.2B (enterprise spending) with ChatGPT, Claude, 
Microsoft Copilot.
Coding : $4.0B for GitHub Copilot, Cursor, Claude Code, Codex.
Healthcare : $1.5B for AI medical scribes, clinical documentation.
AI agents : $750M for business workflow and task automation.

Goldman Sachs[5] estimates companies, governments                                                                       
and organizations worldwide will spend $0.8T                                                                            
on AI-related infrastructure in 2026, and will                                                                      
generate $0.3T revenue. 
In 2031 (5 years), the projected AI infrastructure                                                                     
will reach $1.6T, and $1.1T revenue.

https://www.reuters.com/business/openais-annualized-revenue-20-billion-less-than-previously-signaled-ft-reports-2026-10-08
https://www.reuters.com/business/finance/anthropics-q3-revenue-surges-45-nearly-17-billion-2026-10-14
https://www.sec.gov/Archives/edgar/data/1652044/000165204426000066/googexhibit991q22026.htm
https://menlovc.com/perspective/2026-the-state-of-consumer-ai
https://www.goldmansachs.com/insights/articles/tracking-trillions-the-assumptions-shaping-scale-of-the-ai-build-out
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LLMs are trained from graph-structured data

Xavier Bresson 9

The Web can be viewed as a graph : Webpages are nodes and hyperlinks define relationships 
between them, producing an enormous, heterogeneous network of information.
Wikipedia forms a large hyperlink network, while Wikidata represents entities and their 
relations explicitly as a structured knowledge graph.
LLMs are trained mainly on text extracted from these sources, rather than on the graph itself.
Nevertheless, textual data encodes many relations, and LLMs can reason over graphs when their 
nodes and edges are represented in text -- for example, classification or link prediction.
This raises the critical question : Can LLMs reason reliably over graph-structured data, or do 
we still need GNNs to explicitly exploit the underlying graph structure?

WebText-based nodes Wikipedia Hyperlinks Json file Links to other content
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Text-attributed graphs

Xavier Bresson 11

We consider text-attributed graphs (TAGs), where nodes are associated with natural language.

We exclude graphs without textual attributes, such as molecular graphs.

Knowledge graphWeb

Social graph Scene graph

Wikipedia

QA graph
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A canonical TAG benchmark : ogbn-arxiv

Xavier Bresson 12

Consider ogbn-arxiv[1], a widely used node-classification benchmark from OGB.

Graph : 169,343 papers, 1,166,243 directed citation edges, 40 classes.
Text : Each paper/node has a title and abstract. 

Task : Predict each paper’s primary arXiv CS category s.a. cs.AI, cs.LG, cs.OS.                       
The train/validation/test split is chronological : ≤ 2017 / 2018 / ≥ 2019.

[1] Hu-etal, Open graph benchmark: Datasets for machine learning on graphs, 2020



13

Do LLMs make GNNs obsolete ?

Xavier Bresson 13

[1] Li-etal, Training graph neural networks with 1000 layers, 2021
[2] Zhao-etal, Learning on large-scale text-attributed graphs via variational inference, 2022
[3] Brown-etal, Language Models are Few-Shot Learners, 2020

Results 

RevGAT[1] + OGB shallow text features achieves 70.8% test accuracy.

The 2022-SOTA GLEM[2] (LM+GNN) achieves 76.6% test accuracy.

Zero-shot GPT-3.5[3], using only title + abstract, achieves 73.5% accuracy.

Conclusion : GNN alone: 70.8 < LLM alone: 73.5 < LM+GNN: 76.6

Thus, the LLM outperforms the shallow-feature GNN, but combining language and graph 
structure performs best!

Additionally, ogbn-arxiv papers may appear in GPT-3.5’s training data, as the dataset 
predates GPT-3.5’s training cutoff (Sep 2021). Therefore, potential data leakage is possible.
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LLMs : strengths and limitations

Xavier Bresson 15

[1] Brown et-al, Language models are few-shot learners, 2020
[2] Sutton, the bitter lesson, 2019

Strengths
Learn rich distributions over token sequences, enabling                                                            
fluent generation and contextual prediction.
Pretrained on massive, heterogeneous corpora.
Strong zero-/few-shot adaptation through prompting                                                            
and in-context learning[1].
Scaling continues to improve performance[2] (Oct 2026) : More training compute improves 
models, while post-training and test-time compute provide additional scaling axes.  

Limitations
Can hallucinate, producing plausible but incorrect or unsupported claims.
Reasoning has improved greatly with modern reasoning models, but remains compute-intensive 
on difficult tasks.
Graph reasoning remains challenging as graph topology encoded as text is not natural for LLMs.

+ +

LLM Oracle / 
Assistant

Ask Me 
Anything
(but be precise!)

Prompt and 
response

Web
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Strengths
Designed for relational reasoning by aggregating information over                                      
multi-hop neighborhoods.
Effective on graph-structured data across domains: recommendation,                                  
fraud, molecules, knowledge graphs, physical systems, etc.
AlphaFold2, recognized by the 2024 Chemistry Nobel, uses pairwise and                           
triangle-based reasoning to predict accurate 3D protein structures.  

Limitations
No graph foundation model [1,2,3] yet matches LLMs/VLMs in scale, breadth and transferability.
Graph training data is fragmented across domains and lacks a Web-scale universal corpus.
Sparse, irregular graph operations are less accelerator-friendly than dense matrix operations.
Pretrained GNNs are generally much smaller (< 50M param) than frontier LLMs / VLMs.
GNNs see substantial domain-specific use, but foundation                                                       
GNN+LLM systems remain relatively uncommon as unclear                                            
profitable products[4].

Graph 
Foundation

Model
(GFM)

Node, edge, graph
-level prediction

+ +

Graph-structured 
data

Q: Is the Mona Lisa in the same 
city as Alice’s friend Bob?

Multi-hop path to the solution

GNNs : structure-aware, but hard to scale

Xavier Bresson 16

[1] Li et-al, A Survey of Graph Meets Large Language Model: Progress and Future Directions, 2024
[2] Liu et-al, One for All: Towards Training One Graph Model for All Classification Tasks, 2024
[3] Mao et-al, Graph Foundation Models are Already Here, 2024
[4] https://www.reddit.com/r/MachineLearning/comments/1c9vibh/d_why_isnt_gnn_in_high_demand_in_industry 

https://www.reddit.com/r/MachineLearning/comments/1c9vibh/d_why_isnt_gnn_in_high_demand_in_industry
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The challenge of combining LLMs and GNNs

Xavier Bresson 17

Joint graph-text foundation models are a promising direction for combining semantic and 
structural reasoning.
A key challenge is aligning two very different representations :  Dense, sequential token 
representations and sparse, irregular graph structures. This challenge is further compounded 
by a large disparity in training scales, spanning approximately five orders of magnitude.

Effective integration therefore requires scalable graph encoding, cross-modal alignment, and 
efficient mechanisms for exchanging information between LLMs and GNNs.

LLMG
N
N

Self-attention or
Cross-attention

layers

Graph Text

Text 
generation

GNNs 
107-108 parameters 
108 nodes in OGB

LLMs 
1011-1012 param

1013 training tokens
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Task-specific LLM+GNN integration

Xavier Bresson 18

The key question is : How should the two models interact for each task?

We seek tasks where combining a LLM with a small GNN provides complementary benefits.
Such task-specific combinations can :

Transfer semantic knowledge from LLMs to improve learning on small text-attributed 
graphs and low-data GNN tasks[1].

Use graph structure and retrieved facts to ground LLM generation in a more constrained 
and verifiable evidence space, hence reducing hallucinations[2].

Frontier LLM GPT-3.5 
175G parameters 300B 

word tokens

Cora graph GCN
2,708 nodes

23K parameters 

+

TAPE

Open-weight LLM Llama 2
7G parameters 
2T word tokens

+

Small 
Knowledge graph

100 nodes

G-Retriever
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TAPE : LLM-enhanced node features for GNNs

Xavier Bresson 20

[1] He-LeCun-Bresson-etal, Harnessing Explanations: LLM-to-LM Interpreter for Enhanced Text-Attributed Graph Representation Learning, 2023

Goal : Improve GNNs using node features enriched with LLM-generated predictions and 
explanations[1].
Key question : How can LLM outputs be transformed into informative features for downstream 
TAG tasks?

+

Cora graph GNN
2,708 nodes

7 classes
1.8M parameters 

Frontier LLM 
In 2023, we used GPT-3.5 

175G parameters 
300B word tokens
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LLM-generated predictions and explanations

Xavier Bresson 21

Extract LLM knowledge from the textual attributes of each TAG node.

Given a node description (here title and abstract), prompt a frozen LLM to generate :
A zero-shot prediction for the downstream task.

A language explanation supporting that prediction.

Cora graph GNN
2,708 nodes

1.8M parameters 

Node i
(ith article)
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LLM-to-LM interpreter : From text to node features

Xavier Bresson 22

Convert the prompt text (title, abstract) and LLM-generated explanation into fixed d-
dimensional embeddings using a smaller, task-specific language model. Additionally, encode the 
ranked prediction separately.

These complementary representations capture the original text and additional knowledge 
supplied by the LLM, providing enriched, frozen node features that will subsequently improve 
the downstream GNN’s performance on TAG-related tasks.

+

These vectors will 
enhance the expressivity 

of node features

+

Sequence-to-
vector
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From closed LLM outputs to vector representations

Xavier Bresson 23

[1] Brown-etal, Language models are few-shot learners, 2020
[2] He-etal, Deberta: Decoding-enhanced bert with disentangled attention, 2021

We propose a sequence-to-vector approach combining a closed LLM with an open-weight LM.

A closed-to-open LM interpreter converts generated text into a d-dimensional vector that 
summarizes its semantic information.

Closed frontier LLMs such as GPT-3.5 (2022)[1] provide high-quality generated responses, while 
their internal hidden states are generally inaccessible through public APIs.

Open-weight LM encoders s.a. DeBERTa[2] provides direct access to its internal hidden states.

We therefore encode the closed-LLM response with an open-weight LM and use its pooled token 
representation as h ∈ ℝd.

+

Closed frontier 
LLMs 
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Open-weight 
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<latexit sha1_base64="JXOrB2kS+vuMOwnk8o2FRIreDtw=">AAAB6XicbVBNS8NAEJ3Ur1q/qh69LBahp5KIVI8FLx6r2A9oQ9lsN+3SzSbsToRS+g+8eFDEq//Im//GTZuDtj4YeLw3w8y8IJHCoOt+O4WNza3tneJuaW//4PCofHzSNnGqGW+xWMa6G1DDpVC8hQIl7yaa0yiQvBNMbjO/88S1EbF6xGnC/YiOlAgFo2ilh2ppUK64NXcBsk68nFQgR3NQ/uoPY5ZGXCGT1Jie5yboz6hGwSSfl/qp4QllEzriPUsVjbjxZ4tL5+TCKkMSxtqWQrJQf0/MaGTMNApsZ0RxbFa9TPzP66UY3vgzoZIUuWLLRWEqCcYke5sMheYM5dQSyrSwtxI2ppoytOFkIXirL6+T9mXNq9fq91eVhpvHUYQzOIcqeHANDbiDJrSAQQjP8ApvzsR5cd6dj2VrwclnTuEPnM8fn1WMuQ==</latexit>

(

Vector 
representation
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TAPE : sequence-to-vector LM interpreter

Xavier Bresson 24

Pipeline : Node text → prompt → frozen LLM → textual explanation → fine-tunable 
DeBERTa-base → 768-dim pooled representation hi → MLP classifier → cross-entropy fine-
tuning → discard classifier and freeze hi as an enriched node feature for GNN training.

The TAPE interpreter used is a compact DeBERTa-base LM[1] (d = 768, 129M param), rather 
than an open-weight LLM.

[1] He-etal, Deberta: Decoding-enhanced bert with disentangled attention, 2021

+ 
MLP

<latexit sha1_base64="U/SPDSnatk2e4nDNoWuzzNeZYHI=">AAAB/HicbVDLSsNAFL2pr1pf0S7dBIvgqiQibZcFNy6r2Ae0sUymk3boZBJmJkII8VfcuFDErR/izr9x0mahrQcGDufcyz1zvIhRqWz72yhtbG5t75R3K3v7B4dH5vFJT4axwKSLQxaKgYckYZSTrqKKkUEkCAo8Rvre/Dr3+49ESBrye5VExA3QlFOfYqS0NDarI8pHAVIzz0vvsoe02WhlY7Nm1+0FrHXiFKQGBTpj82s0CXEcEK4wQ1IOHTtSboqEopiRrDKKJYkQnqMpGWrKUUCkmy7CZ9a5ViaWHwr9uLIW6u+NFAVSJoGnJ/OcctXLxf+8Yaz8lptSHsWKcLw85MfMUqGVN2FNqCBYsUQThAXVWS08QwJhpfuq6BKc1S+vk95l3WnUG7dXtbZd1FGGUziDC3CgCW24gQ50AUMCz/AKb8aT8WK8Gx/L0ZJR7FThD4zPH4SblKQ=</latexit>

2 R768

<latexit sha1_base64="U/SPDSnatk2e4nDNoWuzzNeZYHI=">AAAB/HicbVDLSsNAFL2pr1pf0S7dBIvgqiQibZcFNy6r2Ae0sUymk3boZBJmJkII8VfcuFDErR/izr9x0mahrQcGDufcyz1zvIhRqWz72yhtbG5t75R3K3v7B4dH5vFJT4axwKSLQxaKgYckYZSTrqKKkUEkCAo8Rvre/Dr3+49ESBrye5VExA3QlFOfYqS0NDarI8pHAVIzz0vvsoe02WhlY7Nm1+0FrHXiFKQGBTpj82s0CXEcEK4wQ1IOHTtSboqEopiRrDKKJYkQnqMpGWrKUUCkmy7CZ9a5ViaWHwr9uLIW6u+NFAVSJoGnJ/OcctXLxf+8Yaz8lptSHsWKcLw85MfMUqGVN2FNqCBYsUQThAXVWS08QwJhpfuq6BKc1S+vk95l3WnUG7dXtbZd1FGGUziDC3CgCW24gQ50AUMCz/AKb8aT8WK8Gx/L0ZJR7FThD4zPH4SblKQ=</latexit>

2 R768(GPT-3.5) (Deberta)

ith article
(node i)

LM
(Deberta)

× L layers

<latexit sha1_base64="/s/1sXnN2kouD1Zz79cafa6ijiA=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBbBU0hEqseCF48V7Ae0oWy223bp7ibsToQS+he8eFDEq3/Im//GpM1BWx8MPN6bYWZeGEth0fO+ndLG5tb2Tnm3srd/cHhUPT5p2ygxjLdYJCPTDanlUmjeQoGSd2PDqQol74TTu9zvPHFjRaQfcRbzQNGxFiPBKOaS67qVQbXmud4CZJ34BalBgeag+tUfRixRXCOT1Nqe78UYpNSgYJLPK/3E8piyKR3zXkY1VdwG6eLWObnIlCEZRSYrjWSh/p5IqbJ2psKsU1Gc2FUvF//zegmOboNU6DhBrtly0SiRBCOSP06GwnCGcpYRyozIbiVsQg1lmMWTh+CvvrxO2leuX3frD9e1hlfEUYYzOIdL8OEGGnAPTWgBgwk8wyu8Ocp5cd6dj2VrySlmTuEPnM8ffqaNLw==</latexit>

...

Sequence of 
word tokens

Class token

<latexit sha1_base64="/s/1sXnN2kouD1Zz79cafa6ijiA=">AAAB63icbVBNS8NAEJ3Ur1q/qh69LBbBU0hEqseCF48V7Ae0oWy223bp7ibsToQS+he8eFDEq3/Im//GpM1BWx8MPN6bYWZeGEth0fO+ndLG5tb2Tnm3srd/cHhUPT5p2ygxjLdYJCPTDanlUmjeQoGSd2PDqQol74TTu9zvPHFjRaQfcRbzQNGxFiPBKOaS67qVQbXmud4CZJ34BalBgeag+tUfRixRXCOT1Nqe78UYpNSgYJLPK/3E8piyKR3zXkY1VdwG6eLWObnIlCEZRSYrjWSh/p5IqbJ2psKsU1Gc2FUvF//zegmOboNU6DhBrtly0SiRBCOSP06GwnCGcpYRyozIbiVsQg1lmMWTh+CvvrxO2leuX3frD9e1hlfEUYYzOIdL8OEGGnAPTWgBgwk8wyu8Ocp5cd6dj2VrySlmTuEPnM8ffqaNLw==</latexit>

...

<latexit sha1_base64="rchKcbhu8XEJGPp9dQc1m2VADFA=">AAACEnicbVC7SgNBFJ31GeNr1dJmMQixMOyKRBshYGNhEcE8IIlhdnKTDJmdXWbuimHZb7DxV2wsFLG1svNvnDwKTTwwzOGce+/MPX4kuEbX/bYWFpeWV1Yza9n1jc2tbXtnt6rDWDGosFCEqu5TDYJLqCBHAfVIAQ18ATV/cDnya/egNA/lLQ4jaAW0J3mXM4pGattH/XbSRHhAFZiby2HCBNX6GMMByDRN75ImCHFxnWbbds4tuGM488SbkhyZoty2v5qdkMUBSBzPbHhuhK2EKuRMQJptxhoiyga0Bw1DJQ1At5LxSqlzaJSO0w2VORKdsfq7I6GB1sPAN5UBxb6e9Ubif14jxu55K+EyihEkmzzUjYWDoTPKx+lwBQzF0BDKFDd/dVifKsrQpDgKwZtdeZ5UTwpesVC8Oc2V8tM4MmSfHJA88cgZKZErUiYVwsgjeSav5M16sl6sd+tjUrpgTXv2yB9Ynz8fXZ7r</latexit>

h`=L
class-token LL1 LL2

MLP
Classifier

<latexit sha1_base64="XbrGUiWyG3ZQHgksnxP9o2z2hvo=">AAACGXicbVBNS8NAEN34bf2KevQSLEJPJRFpeyx48ahiVWhq2Gym7eJmE3YnYgn5G178K148KOJRT/4bN7UHbX2w7OO9GWbmhangGl33y5qbX1hcWl5Zraytb2xu2ds7lzrJFIMOS0SirkOqQXAJHeQo4DpVQONQwFV4e1z6V3egNE/kBY5S6MV0IHmfM4pGCmx3GOQ+wj2q2PxcjnKQirMhREVR+Fz6McVhGObnxU3ebLSKSmBX3bo7hjNLvAmpkglOA/vDjxKWxSCRCap113NT7OVUIWcCioqfaUgpu6UD6BoqaQy6l48vK5wDo0ROP1HmSXTG6u+OnMZaj+LQVJaL6mmvFP/zuhn2W72cyzRDkOxnUD8TDiZOGZMTcQUMxcgQyhQ3uzpsSBVlaMIsQ/CmT54ll4d1r1FvnB1V27VJHCtkj+yTGvFIk7TJCTklHcLIA3kiL+TVerSerTfr/ad0zpr07JI/sD6/Aa7nodk=</latexit>

henriched 2 R768

<latexit sha1_base64="zhkU/JbKy5QYfJ3pjQIwauq6LHA=">AAACGHicbVC7TsMwFHV4lvIqMLJEVEidSoJQy4JUiYWxIPqQmhA5rttadZzIvkFUUT6DhV9hYQAh1m78DU6bAVqOZPnonHvte48fcabAsr6NldW19Y3NwlZxe2d3b790cNhWYSwJbZGQh7LrY0U5E7QFDDjtRpLiwOe044+vM7/zSKViobiHSUTdAA8FGzCCQUte6Ux5iQP0CWSgbyYmCeFYqTRNHSacAMPI95O79CERHrmqp0WvVLaq1gzmMrFzUkY5ml5p6vRDEgdUwOzlnm1F4CZYAiOcpkUnVjTCZIyHtKepwAFVbjJbLDVPtdI3B6HUR4A5U393JDhQahL4ujIbVS16mfif14thcOkmTEQxUEHmHw1ibkJoZimZfSYpAT7RBBPJ9KwmGWGJCegssxDsxZWXSfu8ateqtduLcqOSx1FAx+gEVZCN6qiBblATtRBBz+gVvaMP48V4Mz6Nr3npipH3HKE/MKY/RqyhrQ==</latexit>

sclass 2 Rnc=7
Cross-entropy 

loss for 
fine-tuning
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From LMs to LoRA-adapted open-weight LLMs

Xavier Bresson 25

In 2026, we could replace the small interpreter DeBERTa LM with an open-weight LLM s.a. 
Gemma 4 31B[1] and adapt it efficiently using LoRA[2].
Updated pipeline : Node text → prompt → frozen proprietary LLM → prediction + explanation 
→ open-weight LLM with LoRA → pooled hidden representation hi ∈ ℝ5,376 → MLP classifier → 
cross-entropy fine-tuning on the TAG task → discard the classifier and retain the enriched 
representation hi as the node feature for downstream GNN training.

[1] Gemma-Team, Gemma 4 Technical Report, 2026
[2] Hu et-al, LoRA: Low-Rank Adaptation of Large Language Models, 2021

Proprietary 
frontier LLM

Open-weight 
LLM

+ 
MLP

<latexit sha1_base64="j9Yve2HD9OP3L1cFqT6PDBBBSJY="></latexit>

sclass = MLP(h`=L
class-token) = LL2(ReLU(henriched)) 2 Rnc

henriched = LL1(h
L
class-token) 2 R5,376

<latexit sha1_base64="faWl0DHthDucnNYyGfyVhiZPLcI=">AAAB/3icbVDLSsNAFL3xWesrKrhxEyyCCymJj9ZlwY3LKvYBTSyT6bQdOpmEmYlQYhb+ihsXirj1N9z5N07aLLT1wMDhnHu5Z44fMSqVbX8bC4tLyyurhbXi+sbm1ra5s9uUYSwwaeCQhaLtI0kY5aShqGKkHQmCAp+Rlj+6yvzWAxGShvxOjSPiBWjAaZ9ipLTUNfddyt0AqaHvJ7fpfXJxclatpMWuWbLL9gTWPHFyUoIc9a755fZCHAeEK8yQlB3HjpSXIKEoZiQturEkEcIjNCAdTTkKiPSSSf7UOtJKz+qHQj+urIn6eyNBgZTjwNeTWVQ562Xif14nVv1LL6E8ihXheHqoHzNLhVZWhtWjgmDFxpogLKjOauEhEggrXVlWgjP75XnSPC07lXLl5rxUs/M6CnAAh3AMDlShBtdQhwZgeIRneIU348l4Md6Nj+nogpHv7MEfGJ8/pEiVKA==</latexit>

2 R5,376

<latexit sha1_base64="faWl0DHthDucnNYyGfyVhiZPLcI=">AAAB/3icbVDLSsNAFL3xWesrKrhxEyyCCymJj9ZlwY3LKvYBTSyT6bQdOpmEmYlQYhb+ihsXirj1N9z5N07aLLT1wMDhnHu5Z44fMSqVbX8bC4tLyyurhbXi+sbm1ra5s9uUYSwwaeCQhaLtI0kY5aShqGKkHQmCAp+Rlj+6yvzWAxGShvxOjSPiBWjAaZ9ipLTUNfddyt0AqaHvJ7fpfXJxclatpMWuWbLL9gTWPHFyUoIc9a755fZCHAeEK8yQlB3HjpSXIKEoZiQturEkEcIjNCAdTTkKiPSSSf7UOtJKz+qHQj+urIn6eyNBgZTjwNeTWVQ562Xif14nVv1LL6E8ihXheHqoHzNLhVZWhtWjgmDFxpogLKjOauEhEggrXVlWgjP75XnSPC07lXLl5rxUs/M6CnAAh3AMDlShBtdQhwZgeIRneIU348l4Md6Nj+nogpHv7MEfGJ8/pEiVKA==</latexit>

2 R5,376
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GNN training on enriched features

Xavier Bresson 26

Freeze the enriched features and apply standard GNN backbones, here RevGAT[1].

One GNN is trained per feature type and their predictions are averaged.

[1] Li-etal, Training graph neural networks with 1000 layers, 2021

<latexit sha1_base64="n0YqCyJ7k2J8sdt7v8VWHdUr/QA="></latexit>

horig 2 Rd ! GNNorig ! ŷorig 2 Rnc

hexpl 2 Rd ! GNNexpl ! ŷexpl 2 Rnc

hpred 2 Rnc ! GNNpred ! ŷpred 2 Rnc

ŷ =
ŷorig + ŷexpl + ŷpred

3
2 Rnc

GNN

Proprietary 
frontier LLM

Open-weight 
LLM

+ 
MLP
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Shallow-feature GNN baseline

Xavier Bresson 27

[1] Hu-etal, Open graph benchmark: Datasets for machine learning on graphs, 2020

Classic TAG benchmarks are commonly distributed with shallow, text-derived node features.

For Cora and PubMed, we additionally collected and released the raw title and abstract, which 
were not available in standard PyG/DGL versions.

The baseline : Train a GNN directly on the standard shallow text features provided by OGB[1].
On ogbn-arxiv, RevGAT achieves 70.8% accuracy in 4 min in the TAPE experiment.

Shallow features therefore provide a fast, inexpensive baseline, but limited semantics.
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GLEM : Alternating LM+GNN training

Xavier Bresson 28

[1] Zhao-etal, Learning on large-scale text-attributed graphs via variational inference, 2022

GLEM alternates LM and GNN training through a variational EM framework[1].

On ogbn-arxiv, GLEM achieves 76.6% accuracy in 551 min (9.2 hr) in the TAPE experiment.

Jointly exploiting textual and graph information improves accuracy, but requires substantially 
more training time than the shallow-feature GNN baseline.



29

TAPE : LLM-enriched features for GNNs

Xavier Bresson 29

[1] Li-etal, Training graph neural networks with 1000 layers, 2021
[2] Brown-etal, Language models are few-shot learners, 2020
[3] He-LeCun-Bresson-etal, Harnessing Explanations: LLM-to-LM Interpreter for Enhanced Text-Attributed Graph Representation Learning, 2023

Train GNNs using node features enriched with LLM-generated predictions and explanations[1,2].

On ogbn-arxiv, TAPE achieves 77.5% accuracy with 192 min (3.2 hr) total training time[3].

Compared with GLEM, TAPE achieves higher accuracy with 2.88× lower training time, showing 
the benefit of decoupling LLM/LM feature construction from GNN training.

We also ablate the three sources of TAPE node features on ogbn-arxiv. Removing any feature 
source reduces performance, combining all three complementary feature sources consistently 
achieves the best accuracy.
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Summary of results

Xavier Bresson 30

Text representations strongly affect TAG node-classification performance :

Shallow features : Fast, but limited semantic information.
LM-based representations : Richer semantics, but substantially higher training cost.

LLM-enhanced TAPE features : Best accuracy–efficiency trade-off in this experiment.

Higher is better (accuracy)
Left is better (training time)
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TAPE at the top of the ogbn-arxiv leaderboard

Xavier Bresson 31
[1] https://ogb.stanford.edu/docs/leader_nodeprop/#ogbn-arxiv 

Snapshot of the OGB ogbn-arxiv node-classification leaderboard (Oct 2026)[1].

Since 2024, the three highest-ranked submissions have all leveraged TAPE, achieving test 
accuracies of 78.03%, 77.50%, and 77.48%, respectively.

These results provide strong empirical evidence that integrating LLM-enriched textual 
representations with graph neural networks to improve node-classification performance.

https://ogb.stanford.edu/docs/leader_nodeprop/
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Lab 1 : TAPE

Xavier Bresson 32

Boost GCN prediction with LM-enriched features.
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Outline

Xavier Bresson 33

LLMs and GenAI

Do LLMs make GNNs obsolete ?

Combining LLMs and GNNs

Using LLM for GNN reasoning

Using GNN for LLM reasoning

Conclusion
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Why zero-shot QA may not be enough ?

Xavier Bresson 34

Question answering (QA) task evaluates many NLP capabilities.

We will improve QA with progressively richer evidence.
Approach 1 / zero-shot : Prompt the LLM using the question alone, then let it generate an 
answer without task-specific training.
Advantage : Simply use English with no model re-training.

Limitation : Plausible generated answers can be factually incorrect, a.k.a. hallucinations. 
High token probability does not guarantee truth.

Proprietary 
LLMs

Open-weight 
LLMs
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Fine-tuning LLM for QA

Xavier Bresson 35

Approach 2 : Fine-tuning on labeled QA data, select hyper-parameters on validation data 
and evaluate on a test set.
Benefit : Task adaptation can improve accuracy and answer consistency, although it does not 
eliminate the risk of hallucinations.
Limitation : Proprietary models may allow only API-based fine-tuning. For large open-weight 
models, updating all weights requires substantial GPU memory, compute and high-quality 
training data.

Fine-tuning open-
weight LLM
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LoRA : Parameter-efficient QA fine-tuning

Xavier Bresson 36

LoRA[1] trains low-rank weight updates while freezing the base model, often updating much less 
than 1% of the original parameters.
In 2026, models range from Gemma 4 31B to Muse Spark Open 816B and DeepSeek-V4-Pro 1.6T. 

Full tuning stores model weights, gradients and optimizer states. Its GPU requirements can 
range from 8-12 × H100 for Gemma 4 to 400 × H100 for DeepSeek-V4 Pro, depending on 
precision and parallelization settings.

LoRA reduces significantly trainable weights, but not the base-model memory footprint. In 2024, 
for Llama 2 7B with rank = 8 and α = 16, we trained 4.2M weights (0.06% of LLM weights) using 
1 × A5000 (academic server).

LoRA fine-tuning 
with open-weight LLM 

Llama 2 7B

Llama 2

[1] Hu-etal, LoRA: Low-Rank Adaptation of Large Language Models, 2021
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Grounding QA in knowledge graph

Xavier Bresson 37

Goal[1] : Improve factual QA by grounding answers in retrieved graph-structured data, rather 
than relying only on the LLM’s internal knowledge.
A knowledge graph represents entities and their relations, supplying evidence for questions that 
require multiple hops. This extends the RAG[2] idea of retrieving context before generation.
Challenge : Retrieve a query-relevant knowledge graph and encode it so that the LLM can 
exploit both its textual and structural information.

[1] He-LeCun-Bresson-etal, G-retriever: Retrieval-augmented generation for textual graph understanding and question answering, 2024
[2] Lewis-etal, Retrieval-Augmented Generation for Knowledge-Intensive NLP Tasks, 2020

+
Knowledge graph containing 

evidence relevant to the user’s query
How can the LLM exploit the 

retrieved graph ?
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Making graph evidence readable to LLMs

Xavier Bresson 38

Text-only LLMs read token sequences rather than graph-structured objects.

We therefore serialize selected node labels, edges and attributes into text, then concatenate 
that text with the user question/query.

The textualized graph provides explicit and interpretable language semantic evidence for 
answer generation.

+
Knowledge graph SKG Add the textualized knowledge 

graph SKG to the user query
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Graph-to-Text : Serializing nodes and edges

Xavier Bresson 39

Graph textualization writes node IDs, attributes and relations in a chosen sequence that a 
language model can process.
Example of graph textualization : A directed edge (i,j) indicates that node i points to node j. 
Its textual serialization preserves both the edge direction and the associated relation label.

A graph G is a set of directed edges 
defined by (i,j) where node i points to 
node j. The graph G is defined with 
edges (0,4), (1,3), (1,2), (1,6), (2,5), 

(2,7), (3,5), (5,7). 

Graph G

<latexit sha1_base64="rZFXcZiPBoyylMxc4mkzn8Z++UU=">AAAB+HicbVA9SwNBEN3zM8aPnFraLAbBKtwFiZYBGwuLCOYDkiPsbfaSJXu7x+6cEo/8EhsLRWz9KXb+GzfJFZr4YODx3gwz88JEcAOe9+2srW9sbm0Xdoq7e/sHJffwqGVUqilrUiWU7oTEMMElawIHwTqJZiQOBWuH4+uZ335g2nAl72GSsCAmQ8kjTglYqe+WercsAs2HIyBaq8e+W/Yq3hx4lfg5KaMcjb771RsomsZMAhXEmK7vJRBkRAOngk2LvdSwhNAxGbKupZLEzATZ/PApPrPKAEdK25KA5+rviYzExkzi0HbGBEZm2ZuJ/3ndFKKrIOMySYFJulgUpQKDwrMU8IBrRkFMLCFUc3srpiOiCQWbVdGG4C+/vEpa1Ypfq9TuLsr1ah5HAZ2gU3SOfHSJ6ugGNVATUZSiZ/SK3pwn58V5dz4WrWtOPnOM/sD5/AE2+JNs</latexit>,

Textualize(G)

7
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Graph textualization limitations

Xavier Bresson 40
[1] Fatemi-etal, Talk like a graph: Encoding graphs for large language models, 2024

Non-uniqueness : Many token sequences can describe the same graph, depending on node IDs, 
relation labels and traversal order.
No text-invariance : Equivalent serializations can provide different LLM outputs or graph-
reasoning accuracy despite identical graph structure[1]. Hence, LLMs are not invariant to these 
representations.

Different encoding strategies 
from graph G to text[1]

Add the textualized knowledge 
graph G to the open-weight LLM

+
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Graph textualization does not scale

Xavier Bresson 41

Serializing all graph nodes, links and text can create an input much longer than a language 
model’s context window.
Open-weight LLMs have finite context windows : In 2024, we used Llama 2 7B[1] with a 4,096-
token context. In Oct 2026, Muse Spark Open[2] and DeepSeek-V4-Pro[3] support 1M tokens.
Real-world graphs exceed these limits : English Wikipedia from Jan 2025 contains 6.74M 
articles nodes and 159.6M directed links[4]. 

Even million-token windows cannot hold this whole network, making graph retrieval essential.

[1] Touvron-etal, Llama 2: Open Foundation and Fine-Tuned Chat Models, 2023
[2] Model card 2026, https://huggingface.co/meta-models/Muse-Spark-Open-816B-A42B-NVFP4 
[3] Xu-etal, DeepSeek-V4: Towards Highly Efficient Million-Token Context Intelligence, 2026
[4] Agapitos-etal, WikiTextGraph: A Python Tool for Parsing Multilingual Wikipedia Text and Graph Extraction, 2025
[5] Mostafa, Twenty years of Wikipedia in scholarly publications: a bibliometric network analysis of the thematic and citation landscape, 2023

Wikipedia network[5] G As of 2026, incorporating the whole Wikipedia 
into an open-weight LLM remains impossible.

+

https://huggingface.co/meta-models/Muse-Spark-Open-816B-A42B-NVFP4
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Large knowledge 
graph

User’s query: What 
is the name of justin 

bieber brother?

Sub-graph 
retrieval process 

(GraphRAG)

Small knowledge graph 
relevant to the user’s query

GraphRAG : Retrieve a sub-graph before generation

Xavier Bresson 42

We adopt a simple graph-to-text serialization approach for its simplicity and interpretability.

However, serializing large graphs is impractical. Instead, we retrieve a query-relevant portion of 
the original graph to ground the LLM with structured evidence.

This retrieval process produces a compact, connected sub-graph, avoiding the need to provide 
the entire graph to the LLM.

This approach is called GraphRAG[1], by analogy with standard RAG, which grounds LLM 
responses in query-relevant retrieved documents.
Our GraphRAG pipeline consists of three stages (detailed next) : Graph indexing, candidate 
retrieval and PCST-based sub-graph selection.

[1] The term GraphRAG was introduced by the NebulaGraph team (Vesoft Inc.) in 2023.
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Step 1 : Index textual nodes and edges

Xavier Bresson 43

Large graph embedding : Encode all textual attributes of nodes and edges using a frozen 
text encoder (here a LM Sentence-BERT-large[1] with 355M parameters), producing 
semantic embeddings zn, ze ∈ ℝd.

Graph and vector indexing : Store embeddings in a vector index for efficient similarity 
search, while preserving graph connectivity in a graph database for structure-aware 
retrieval[1-6].

[1] Reimers-Gurevych, Sentence-BERT: Sentence Embeddings using Siamese BERT-Networks, 2019
[2] PyTorch Geometric (PyG), https://pyg.org
[3] Deep Graph Library (DGL), https://www.dgl.ai
[4] Llama-index, https://www.llamaindex.ai
[5] Microsoft GraphRAG, https://microsoft.github.io/graphrag
[6] NebulaGraph, https://www.nebula-graph.io 
[7] Neo4j, https://neo4j.com 

GraphRAG - 
Microsoft Research

https://pyg.org/
https://www.dgl.ai/
https://www.llamaindex.ai/
https://microsoft.github.io/graphrag
https://www.nebula-graph.io/
https://neo4j.com/
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Step 2 : Retrieve query-relevant candidates

Xavier Bresson 44

Encode the question q with the same model : zq = LM(q) ∈ ℝd.

Rank node and edge embeddings separately by cosine similarity to zq, then select the top-k 
elements in each group.

The candidate graph may contain noise or disconnected elements. The next step selects compact, 
connected graph evidence.

<latexit sha1_base64="V5vNnCV365wP8fGMBckHayZHzKI=">AAAB73icbVBNS8NAEJ3Ur1q/qh69LBahgpSkSPUiFET0WMF+QBvKZrtpl242cXcjlNA/4cWDIl79O978N27aHLT1wcDjvRlm5nkRZ0rb9reVW1ldW9/Ibxa2tnd294r7By0VxpLQJgl5KDseVpQzQZuaaU47kaQ48Dhte+Pr1G8/UalYKB70JKJugIeC+YxgbaTO7VW5dXZzWugXS3bFngEtEycjJcjQ6Be/eoOQxAEVmnCsVNexI+0mWGpGOJ0WerGiESZjPKRdQwUOqHKT2b1TdGKUAfJDaUpoNFN/TyQ4UGoSeKYzwHqkFr1U/M/rxtq/dBMmolhTQeaL/JgjHaL0eTRgkhLNJ4ZgIpm5FZERlphoE1EagrP48jJpVStOrVK7Py/Vq1kceTiCYyiDAxdQhztoQBMIcHiGV3izHq0X6936mLfmrGzmEP7A+vwBt/yOaw==</latexit>

G = (V,E)

<latexit sha1_base64="3lQWac8pUkcFfMSo6gS9qqV+lw8="></latexit>

cos-sim(zi, zj) =
zTi zj

kzikkzjk
2 [�1, 1], zi, zj 2 Rd

with zk = LM(yk) 2 Rd, k = {i, j}

+
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Step 3 : Select a compact connected sub-graph

Xavier Bresson 45

[1] Bienstock et-al, A note on the prize collecting traveling salesman problem, 1993

Construct a compact connected sub-graph S* that balances relevance evidence against graph size.

G-Retriever gives relevance prizes to nodes and edges, then uses Prize-Collecting Steiner Tree 
(PCST) to trade off those prizes against the cost of selected edges[1].

+

<latexit sha1_base64="EroB/khJn7Wv0VzbXxFaw1gPqfI="></latexit>

Original graph

G = (V,E)

<latexit sha1_base64="rpu1tP9SBVi8/z/3mi1wCa+gLNc="></latexit>

Prize-collecting Steiner tree

S⇤ = (V ⇤, E⇤)

<latexit sha1_base64="BAPVyJTasu1qFrjCk4Xy4xH3dXE="></latexit>

Prize-Collecting Steiner Tree Optimization

S⇤ = argmax
S✓G

S connected

X

n2V,e2E

prize(n, e)� cost(S)
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Assigning query-relevance prizes for PCST

Xavier Bresson 46

We assign rank-based prizes to the top-k retrieved nodes and edges :
<latexit sha1_base64="b2oM6Z87Jw3Bpt3m4PJ0QXGgfS4="></latexit>

prize(n) = k � i, if n 2 Vk and n is the top i node, else 0

prize(e) = k � i, if e 2 Ek and e is the top i edge, else 0

<latexit sha1_base64="EroB/khJn7Wv0VzbXxFaw1gPqfI="></latexit>

Original graph

G = (V,E)

+

<latexit sha1_base64="apD2f2C+NcC66oE9/GTKRfsiQnw="></latexit>

prize(n) = green bubbles

prize(e) = yellow bubbles
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PCST : Relevance vs. sub-graph size

Xavier Bresson 47

[1] Hegde-etal, A Nearly-Linear Time Framework for Graph-Structured Sparsity, 2015
[2] Goemans-Williamson, A General Approximation Technique for Constrained Forest Problems, 1995

Prize-Collecting Steiner Tree seeks a connected sub-graph that maximizes selected node prizes 
minus a chosen fixed edge costs λ > 0. High-prize nodes outweigh the cost of the edges needed to 
connect them, i.e. price(n) ≫ λ.

PCST is originally designed for undirected graphs. G-Retriever preserves the original directed 
relations, although the retrieved subgraph may not be strongly connected, e.g. na → nb ← nc. 

PCST is also NP-hard, but efficient approximation methods exist. G-Retriever uses a near-
linear-time subgraph-selection routine[1,2].

+

<latexit sha1_base64="6W+TsjCzBNzJS5DRRlZZDXiFuXs=">AAACBXicbVBNS8NAEN34WetX1KMeglWol5KIVC9CwYvHCvYD2lA222m7dLMJuxOxhl68+Fe8eFDEq//Bm//GpM1BWx8MPN6bYWaeFwqu0ba/jYXFpeWV1dxafn1jc2vb3Nmt6yBSDGosEIFqelSD4BJqyFFAM1RAfU9AwxtepX7jDpTmgbzFUQiuT/uS9zijmEgd86CNcI/Kj0PFH2BclCeXjp3P0DELdsmewJonTkYKJEO1Y361uwGLfJDIBNW65dghujFVyJmAcb4daQgpG9I+tBIqqQ/ajSdfjK3jROlavUAlJdGaqL8nYuprPfK9pNOnONCzXir+57Ui7F24MZdhhCDZdFEvEhYGVhqJ1eUKGIpRQihTPLnVYgOqKMMkuDQEZ/bleVI/LTnlUvnmrFA5yuLIkX1ySIrEIeekQq5JldQII4/kmbySN+PJeDHejY9p64KRzeyRPzA+fwDuVZV/</latexit>

prize(n) = 10
<latexit sha1_base64="2mgERE4H4c6/HVPksR40Bz0pV1U=">AAACBHicbVBNS8NAEN3Ur1q/qh57CVahXkpSpHoRCl48VrAf0Iay2U7apZtN2J2INfTgxb/ixYMiXv0R3vw3pm0O2vpg4PHeDDPz3FBwjZb1bWRWVtfWN7Kbua3tnd29/P5BUweRYtBggQhU26UaBJfQQI4C2qEC6rsCWu7oauq37kBpHshbHIfg+HQguccZxUTq5QtdhHtUfhwq/gCTkjy9rORS9PJFq2zNYC4TOyVFkqLey391+wGLfJDIBNW6Y1shOjFVyJmASa4baQgpG9EBdBIqqQ/aiWdPTMyTROmbXqCSkmjO1N8TMfW1Hvtu0ulTHOpFbyr+53Ui9C6cmMswQpBsvsiLhImBOU3E7HMFDMU4IZQpntxqsiFVlGGS2zQEe/HlZdKslO1quXpzVqwdp3FkSYEckRKxyTmpkWtSJw3CyCN5Jq/kzXgyXox342PemjHSmUPyB8bnD3kblUY=</latexit>

prize(n) = 2

<latexit sha1_base64="EroB/khJn7Wv0VzbXxFaw1gPqfI="></latexit>

Original graph

G = (V,E)

<latexit sha1_base64="rpu1tP9SBVi8/z/3mi1wCa+gLNc="></latexit>

Prize-collecting Steiner tree

S⇤ = (V ⇤, E⇤)

<latexit sha1_base64="0BTsKm/MZNXgACZ6ZElWP8jQzK8="></latexit>

S⇤ = argmax
S✓G

S connected

X

n2V

prize(n)� cost(S),

with cost(S) = �|ES |,� > 0
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Extending PCST with edge prizes

Xavier Bresson 48

Standard PCST supports node prizes and edge costs, but does not directly assign positive prizes 
to selected edges.
G-Retriever rewards textually relevant relations as well as nodes, making edge evidence part of 
the retrieval objective.
If price(e) ≤  λ, the edge cost becomes λ−price(e). If price(e) > λ, the edge is replaced by a virtual 
node nv s.t. e = (na, nb) ⇒ na → nv → nb, with prize(nv) = price(e)−λ, allowing the same near-
linear-time PCST solver to be used[1].

[1] Hegde-etal, A Nearly-Linear Time Framework for Graph-Structured Sparsity, 2015

<latexit sha1_base64="2mgERE4H4c6/HVPksR40Bz0pV1U=">AAACBHicbVBNS8NAEN3Ur1q/qh57CVahXkpSpHoRCl48VrAf0Iay2U7apZtN2J2INfTgxb/ixYMiXv0R3vw3pm0O2vpg4PHeDDPz3FBwjZb1bWRWVtfWN7Kbua3tnd29/P5BUweRYtBggQhU26UaBJfQQI4C2qEC6rsCWu7oauq37kBpHshbHIfg+HQguccZxUTq5QtdhHtUfhwq/gCTkjy9rORS9PJFq2zNYC4TOyVFkqLey391+wGLfJDIBNW6Y1shOjFVyJmASa4baQgpG9EBdBIqqQ/aiWdPTMyTROmbXqCSkmjO1N8TMfW1Hvtu0ulTHOpFbyr+53Ui9C6cmMswQpBsvsiLhImBOU3E7HMFDMU4IZQpntxqsiFVlGGS2zQEe/HlZdKslO1quXpzVqwdp3FkSYEckRKxyTmpkWtSJw3CyCN5Jq/kzXgyXox342PemjHSmUPyB8bnD3kblUY=</latexit>

prize(n) = 2

<latexit sha1_base64="NylLT/PGmb3M5ljI2/oAgYKT0lA=">AAACBHicbVBNS8NAEN34WetX1GMvwSrUS0lEqheh4MVjBfsBbSib7bRdutmE3YlYQw9e/CtePCji1R/hzX9j0uagrQ8GHu/NMDPPCwXXaNvfxtLyyuraem4jv7m1vbNr7u03dBApBnUWiEC1PKpBcAl15CigFSqgvieg6Y2uUr95B0rzQN7iOATXpwPJ+5xRTKSuWegg3KPy41DxB5iU4OSyks/QNYt22Z7CWiRORookQ61rfnV6AYt8kMgE1brt2CG6MVXImYBJvhNpCCkb0QG0EyqpD9qNp09MrONE6Vn9QCUl0Zqqvydi6ms99r2k06c41PNeKv7ntSPsX7gxl2GEINlsUT8SFgZWmojV4woYinFCKFM8udViQ6oowyS3NARn/uVF0jgtO5Vy5easWD3K4siRAjkkJeKQc1Il16RG6oSRR/JMXsmb8WS8GO/Gx6x1ychmDsgfGJ8/cUSVQQ==</latexit>

prize(e) = 6

<latexit sha1_base64="NYG/jmAsLU3ETWQI8zyk14KbyQU=">AAACBHicbVBNS8NAEN34WetX1GMvwSrUS0lEqheh4MVjBfsBbSib7bRdutmE3YlYQw9e/CtePCji1R/hzX9j0uagrQ8GHu/NMDPPCwXXaNvfxtLyyuraem4jv7m1vbNr7u03dBApBnUWiEC1PKpBcAl15CigFSqgvieg6Y2uUr95B0rzQN7iOATXpwPJ+5xRTKSuWegg3KPy41DxB5iU4OTSyWfomkW7bE9hLRInI0WSodY1vzq9gEU+SGSCat127BDdmCrkTMAk34k0hJSN6ADaCZXUB+3G0ycm1nGi9Kx+oJKSaE3V3xMx9bUe+17S6VMc6nkvFf/z2hH2L9yYyzBCkGy2qB8JCwMrTcTqcQUMxTghlCme3GqxIVWUYZJbGoIz//IiaZyWnUq5cnNWrB5lceRIgRySEnHIOamSa1IjdcLII3kmr+TNeDJejHfjY9a6ZGQzB+QPjM8faYiVPA==</latexit>

prize(e) = 1

<latexit sha1_base64="6W+TsjCzBNzJS5DRRlZZDXiFuXs=">AAACBXicbVBNS8NAEN34WetX1KMeglWol5KIVC9CwYvHCvYD2lA222m7dLMJuxOxhl68+Fe8eFDEq//Bm//GpM1BWx8MPN6bYWaeFwqu0ba/jYXFpeWV1dxafn1jc2vb3Nmt6yBSDGosEIFqelSD4BJqyFFAM1RAfU9AwxtepX7jDpTmgbzFUQiuT/uS9zijmEgd86CNcI/Kj0PFH2BclCeXjp3P0DELdsmewJonTkYKJEO1Y361uwGLfJDIBNW65dghujFVyJmAcb4daQgpG9I+tBIqqQ/ajSdfjK3jROlavUAlJdGaqL8nYuprPfK9pNOnONCzXir+57Ui7F24MZdhhCDZdFEvEhYGVhqJ1eUKGIpRQihTPLnVYgOqKMMkuDQEZ/bleVI/LTnlUvnmrFA5yuLIkX1ySIrEIeekQq5JldQII4/kmbySN+PJeDHejY9p64KRzeyRPzA+fwDuVZV/</latexit>

prize(n) = 10

+
<latexit sha1_base64="EroB/khJn7Wv0VzbXxFaw1gPqfI="></latexit>

Original graph

G = (V,E)

<latexit sha1_base64="rpu1tP9SBVi8/z/3mi1wCa+gLNc="></latexit>

Prize-collecting Steiner tree

S⇤ = (V ⇤, E⇤)

<latexit sha1_base64="wkod/wYKO0F1SBkG7n/L3W3bpEU="></latexit>

S⇤ = argmax
S✓G

S connected

X

n2V

prize(n) +
X

e2E

prize(e)� cost(S),

with cost(S) = �|ES |,� > 0
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From document retrieval to graph retrieval

Xavier Bresson 49

Standard RAG primarily retrieves semantically relevant text chunks.

GraphRAG ranks graph nodes and relations, then uses PCST to select connected evidence 
before the LLM generates an answer.

Question/
query

Graph 
Database

Graph Retrieval (GraphRAG)

Relevant 
Subgraph

Node/edge 
retrieval

PCST 
extraction

Generated
Answer

Open-weight 
LLM

Standard Retrieval (RAG)

Document
Database

Relevant
Documents
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A simple subgraph-to-text format

Xavier Bresson 50

Serialize each node and directed relation as a compact text row :

+
<latexit sha1_base64="EroB/khJn7Wv0VzbXxFaw1gPqfI="></latexit>

Original graph

G = (V,E)

<latexit sha1_base64="rpu1tP9SBVi8/z/3mi1wCa+gLNc="></latexit>

Prize-collecting Steiner tree

S⇤ = (V ⇤, E⇤)

+

node_id, node_attr 
15, justin bieber
294, jaxon bieber
356, jeremy bieber
551, m.Ogxnnwp
src, edge_attr, dst 
294, parents, 356
356, children, 15
551, sibling, 294
551, sibling, 15

nodes of S*

edges of S*

<latexit sha1_base64="nUWlvv+6ogjguuk4j4/jlDVX8do=">AAACBXicbVC7TgJBFJ3FF+ILtdRiI9GgBdk1Bi1JbCwx8krYDZkdLjBh9pGZu0bc0Nj4KzYWGmPrP9j5Nw6whaInubkn59ybmXu8SHCFlvVlZBYWl5ZXsqu5tfWNza389k5DhbFkUGehCGXLowoED6COHAW0IgnU9wQ0veHlxG/eglQ8DGo4isD1aT/gPc4oaqmT3z9yEO5Q+klNt5gKfg/Fm5PjsePkcp18wSpZU5h/iZ2SAklR7eQ/nW7IYh8CZIIq1batCN2ESuRMwDjnxAoiyoa0D21NA+qDcpPpFWPzUCtdsxdKXQGaU/XnRkJ9pUa+pyd9igM1703E/7x2jL0LN+FBFCMEbPZQLxYmhuYkErPLJTAUI00ok1z/1WQDKilDHdwkBHv+5L+kcVqyy6Xy9VmhYqVxZMkeOSBFYpNzUiFXpErqhJEH8kReyKvxaDwbb8b7bDRjpDu75BeMj28k+Jej</latexit>

Textualize(S*)
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Condition the LLM on the textualized graph

Xavier Bresson 51

After finding S*, serialize its nodes and edges into text, then combine that evidence with the 
user question.

Scalability : Only selected relations use prompt tokens.

Grounding : Retrieved facts can support more relevant responses, mitigating hallucinations.

Add the textualized 
knowledge graph S* to the 

open-weight LLM

Large 
knowledge 

graph

User’s query: 
What is the 

name of justin 
bieber brother?

Sub-graph 
retrieval process 

(GraphRAG)

Small knowledge 
graph S* relevant to 

the user’s query
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Two ways to represent the retrieved graph

Xavier Bresson 52

G-Retriever is a GraphRAG method that provides the LLM with retrieved graph evidence in 
two complementary forms :

Graph-to-text : Textualize node and edge attributes from the retrieved subgraph, then 
concatenate the resulting text with the user query. 

Graph token (presented next slide) : Represent the retrieved sub-graph as a learned 
graph embedding for the LLM.

Graph text supplies explicit facts, while the graph token summarizes structural context 
useful for answer generation.
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Building a graph soft-prompt token

Xavier Bresson 53

A graph soft prompt represents the retrieved graph as an LLM vector[1].
Apply a GNN / Graph Transformer to contextualize node features.
Mean-pool final node states into a graph representation hgraph ∈ ℝdGNN.
Project hgraph with an MLP into the LLM embedding dimension hgra-tok ∈ ℝdLLM.
Concatenate the projected vector hgra-tok as a continuous graph prompt token.
Train the GNN and projection via the downstream QA loss.

[1] Chai-etal, Boosting Graph Reasoning Ability of Large Language Model, 2023

<latexit sha1_base64="R7nHuBDbl1mZNYJkWWpE2nBuhcU="></latexit>

For ` = 0, ..., L� 1

h`+1
i = fnode(h

`
i , {h`

j}j2Ni , {e`ij}j2Ni) 2 RdGNN

e`+1
ij = fedge(e

`
ij , h

`
i , h

`
j) 2 RdGNN

hgraph = meani2V ⇤(hL
i ) 2 RdGNN

hgra-tok = MLP(hgraph) 2 RdLLM
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The full G-Retriever pipeline

Xavier Bresson 54

Step 1 -- Index : Embed graph-node and edge text in advance, while keeping connectivity and 
relation metadata accessible.
Step 2 – Retrieve : Rank candidates against the user question, then extract a compact connected 
sub-graph using PCST.
Step 3 -- Encode : Textualize S* and build a projected graph token, using a graph encoder and a 
small MLP.

Step 4 – Generate : Condition the LLM on graph text, token and query.
Step 5 -- Train : Next slide 

G-Retriever
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How G-Retriever is trained

Xavier Bresson 55

Forward pass : Combine the graph token, retrieved graph text and user question. Use teacher 
forcing on the answer prefix.
Objective : Minimize cross-entropy over target answer tokens.

Backward pass : Train the graph encoder/projection and LoRA adapters, while keeping the base 
LLM text embedder frozen. 
Open-weight LLM in 2024 : Llama 2 7B with LoRA r = 8, α = 16 (4.2M parameters) and a four-
layer Graph Transformer with four attention heads and hidden 1024-dimension (21M parameters), 
plus projection MLP (10.5M). 

<latexit sha1_base64="GE5+J+YSvgrynmMqLOSfl4Y1CkI="></latexit>

LCE(✓) = �
LXX

i=1

log p✓ (yi | y<i, hgraph, yGraphRAG, q)
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GraphQA Results : Accuracy, efficiency, faithfulness

Xavier Bresson 56

We introduced GraphQA[1], which covers three domains : ExplaGraphs (commonsense), 
SceneGraphs (scene understanding) and WebQSP (knowledge QA).
Under the reported settings, G-Retriever outperforms the compared graph-prompt and LoRA 
baselines on all three datasets.
On WebQSP, retrieval cuts graph-text tokens by about 99% and training minutes per epoch 
by about 67%.

On SceneGraphs, fully valid output graphs rise from 8% to 62%, a gain of 54% over graph 
prompt tuning.

WebQSP ablations show Hit@1 drops of 22.5% without GNN and 19.2% without graph text 
(9.4% without retrieval). Takeaway : Explicit graph evidence and GNN features complement.

[1] https://github.com/XiaoxinHe/G-Retriever/tree/main/dataset 

https://github.com/XiaoxinHe/G-Retriever/tree/main/dataset
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Lab 2 : G-Retriever

Xavier Bresson 57

Implement G-Retriever and GraphRAG.
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Outline

Xavier Bresson 58

LLMs and GenAI

Do LLMs make GNNs obsolete ?

Combining LLMs and GNNs

Using LLM for GNN reasoning

Using GNN for LLM reasoning

Conclusion



59

Conclusion

Xavier Bresson 59

Textualized graphs make node and relation evidence readable to LLMs.

G-Retriever combines query-conditioned retrieval, PCST, GNN and LLM answer generation.
Applications include graph-grounded search, knowledge QA and conversational interfaces to 
structured graph data.
Xiaoxin He’s blogpost[1]: Practical introduction to graph retrieval-augmented generation.

PyG implementation[2]: torch_geometric.nn.models.GRetriever.

Nivida[3]: Advance AI driven drug discovery, delivers 5-10x better performance than RAG.

< 1998

Manual 
ranking

PageRank
(automatic 
but no text 
processing)

1998

RankBrain 
(Word2Vec for 
text processing)

2015

RAG (Retrieval-Augmented 
Generation) w/ Search 

Generative Experience (SGE)

G-Retriever
GNN + LLM + GraphRAG 

(integrated and 
learnable)

2024

BERT 
(Language Model for 

Query Understanding)

2023

Gemini
LLM + RAG 

Timeline of web engines2019

[1] https://medium.com/@xxhe/graph-retrieval-augmented-generation-rag-beb19dc30424  
[2] https://pytorch-geometric.readthedocs.io/en/2.6.0/generated/torch_geometric.nn.models.GRetriever.html
[3] https://tv.qiagenbioinformatics.com/video/127772718/qiagen-and-nvidia-collaboration-to  

https://medium.com/@xxhe/graph-retrieval-augmented-generation-rag-beb19dc30424
https://pytorch-geometric.readthedocs.io/en/2.6.0/generated/torch_geometric.nn.models.GRetriever.html
https://tv.qiagenbioinformatics.com/video/127772718/qiagen-and-nvidia-collaboration-to
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Questions?

Xavier Bresson 60


